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Preface 
  
Reducing the likelihood of human error in the use of interactive systems is increasingly 
important: the use of such systems is becoming widespread in applications that demand high 
reliability due to safety, security, financial or similar considerations. Interactive systems are 
also becoming increasingly ubiquitous and being used in new and more complex situations. 
Consequently, the use of formal methods in verifying the correctness of interactive systems 
should also include analysis of human behaviour in interacting with the interface and with the 
wider socio-technical system. 
 
The aim of the FMIS series of workshops is to bring together researchers in computer science, 
cognitive psychology, and areas of HCI, from academia and industry who are interested in 
both formal methods and interactive system design. The 1st International Workshop on 
Formal Methods for Interactive Systems (FMIS 2006) was previously held in Macau, SAR 
China in October 2006. 
 
FMIS addresses issues of how formal methods can be applied to interactive system design. 
Topics of interest include, for example, the development of formal tools, techniques and 
methodologies based on cognitive psychology results, the development and use of formal user 
models, case studies applying formal methods to interface design, and formal analysis of the 
design of the wider socio-technical systems. The scope of HCI issues covered extends to all 
aspects of applying formal methods to interactive systems, including usability, user 
experience, human error, etc. and also theory where there is a demonstrable link to interactive 
system design. Application areas within scope include for example: mobile devices, 
embedded systems, safety-critical systems, high-reliability systems, shared control systems, 
digital libraries, eGovernment, pervasive systems, augmented reality, ubiquitous computing, 
and computer security applications. 
 
This Pre-proceedings includes 11 papers accepted for presentation at the 2nd International 
Workshop on Formal Methods for Interactive Systems (FMIS 2007) held on 4th September 
2007 in Lancaster UK, as a satellite event of the 21st British HCI Group Annual Conference 
on Human Computer Interaction (HCI 2007). It includes papers on topics such as formal 
models of aspects of cognition, ways to model and reason about human error and error 
recovery, use of transition systems in formal modelling, visualisation of formal models, 
modelling of physicality and model-based testing and refinement. All papers submitted to the 
workshop were reviewed by 3 referees followed by a meta-review process. From the 18 
submissions the Program Committee selected 7 papers for long presentation and a further 4 
papers for short presentation. Revised versions of the papers selected for long presentation 
will appear in the post-proceedings of the conference to be published by Elsevier in the series 
Electronic Notes in Theoretical Computer Science. 
 
FMIS 2007 was organized by Queen Mary, University of London and the United Nations 
University, International Institute for Software Technology (UNU-IIST) in collaboration with 
the Human Error Modelling (HUM) project at Queen Mary, University of London and 
University College London Interaction Centre. The HUM project is sponsored by EPSRC on 
research grants GR/S67494 and GR/S67500. 
 
We would like to thank the programme committee and external referees who worked to a 
very tight timetable in refereeing the submissions. Many thanks also to Sue White, Karen 
Finesilver and Tom King at Queen Mary, University of London as well as members of the 
BCS HCI 2007 Organising Committee for local arrangements for the workshop and help with 
the preparation of the proceedings. 
 

Paul Curzon and Antonio Cerone,, September 2007 
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Model Checking Interface Design to Reduce

User Errors

Thomas Anung Basuki 1 ,2

International Institute for Software Technology
United Nations University

Macau SAR, China

Abstract

Human-computer interaction studies try to improve interaction between users and computers. Formal
methods can play important role by giving a precise notation to model the interaction and capabilities to
reason about the model. This work uses Communicating Sequential Processes (CSP), a simple but powerful
process algebra, to model the interaction between user and computer in a case study: a chocolate machine.
Using Concurrency Workbench of the New Century (CWB-NC), the chocolate machine is modelled and
used to show the presence of three kinds of errors: post-completion errors, order errors and device-delay
errors. It is also shown how to modify the interface design to eliminate the errors.

Keywords: post-completion error, communication goal, order error, device-delay error, goal-based user,
reactive user, formal modelling, model-checking.

1 Introduction

The purpose of HCI study is to improve the interaction between users and comput-

ers. One way to do it is by reducing human errors. Human errors can be reduced

by designing an interface from user’s perspective. To achieve this goal many models

are developed. One of the models is cognitive model.

Cognitive model tries to represent the way a user of a computer system thinks [1].

Using a specific formalism, both a machine and its user can be modelled. Properties

could be defined and checked against the models, including the absence of errors.

Several researchers have tried to formally model human-computer interaction to

check the presence of user errors. Curzon and Blandford [9,8,10] models a rational

user model. Using chocolate machine case study and task completion theorem de-

fined in higher order logic, the absence of several classes of user erros can be proved.

Curzon et. al. [11] continues this work with more complete model with a different

case study. Cerone and Elbegbayan [5] models non-expert user interacting in a

1 Antonio Cerone and Siraj Shaikh made valuable comments about an early version of this paper. The
work was done whilst the writer visit University of Pisa as a PhD student
2 Email: anung@iist.unu.edu

This paper has been presented at the
2nd International Workshop on Formal Methods for Interactive Systems
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CHOCOLATE MACHINE - 50 euro cent

Change Slot

Press for Chocolate

Insert e 1 Coin

Fig. 1. The Chocolate Machine

web-based application. User errors related to security issue is checked to improve

the interface design. Cerone et al [6] models operator’s behaviour in Air Traffic

Control system. The behaviour model is decomposed into behavioural patterns that

cause user errors. The decomposition is checked for its completeness and soundness.

This approach can identify new behavioural patterns that cannot be found using

informal analysis. In [3] chocolate machine is also used different context (training

an interface design and analysis language).

In this work, a case study of chocolate machine is formally modelled using the

CSP process algebra. Two kinds of users, goal-based user and reactive user, are

also modelled using the CSP process algebra. Three classes of user errors and task

completion property are defined using temporal logic formulas. CWB-NC model

checker is used to check the presence/absence of those errors in the case study. The

modelling techniques used here is based on [6,5]. By checking task completion

property on the interaction between a user and an interface design, we can find an

interface design that is free of these kinds of error for a type of user. By checking

the classes of error, we can check which kind of error occur in which interface design,

so the interface could redesigned for improvement.

The rest of this paper is structured as follows. Section 2 presents how to model

Post-Completion Error in human-computer interaction, and how to avoid it. In

section 3 order error and how to avoid it are discussed. Section 4 presents the

attempt to model device-delay error and how to avoid it. The last section presents

several conclusions that could be drawn from this work.

2
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Fig. 2. FSA representing the Chocolate Machine

2 Modelling Post-Completion Error

2.1 The Chocolate Machine

A customer can get a chocolate from the machine (see Figure 1) by inserting e1.

Each chocolate bar costs 50 euro cent, so the machine will give change. It is assumed

that the machine always has sufficient amount of chocolate. There is a predefined

order of operations that can be done in the machine:

(i) inserting a e 1 coin,

(ii) pressing for the chocolate and taking it,

(iii) taking the 50 cent coin change.

Every customer must follow the order of operations to get a chocolate from

the machine. There are two lights to indicate which operation can be done at one

time. The user just have to do actions following guidance from the lamps. At any

time no more than one light blinks, indicating which operation can be done by the

user. Initially the coinlight next to e 1 coin slot blinks. After the user inserts e 1,

the choclight next to chocolate button blinks. After the user presses the chocolate

button, a chocolate bar is released. The machine may need some time to release

the choolate, so a delay possibly occurs. As the final step the machine releases the

change coin.Figure 2 shows a Finite State Automaton (FSA) that represents the

behaviour of the chocolate machine.

This machine is a simplified version of a real-world chocolate machine. A real

vending machine usually provides several kinds of chocolate sold at different prices.

The user has to choose the chocolate and insert coin as much as the price of the

chocolate that he/she has selected. The machine modelled in this work only provides

one kind of chocolate and only accepts e1. There is no more choosing chocolate

action. It is simplified to pressing a button for getting the chocolate.

In this work CSP is used to model the processes. CSP is a simple but powerful

process algebra. For complete reference of CSP please refer to [12]. The CWB-NC

CSP notation is used in this paper to model the system (see table 1).

The model can further be verified. This verification process is called model

checking. To do model checking, it is easier if we use a tool called model checker.

In this work CWB-NC version 1.2 is used. This tool supports five languages for

modelling systems: CSP, CCS, Synchronised CCS, Timed CCS and Basic LOTOS.

For defining the property, it supports modal mu-calculus and GCTL* (Generalized

Computation Tree Logic *). The tool can be used to verify properties defined in one

of the supported logics, on a system modelled using one of the five design languages.

It can also be used to simulate the system being modelled. For complete reference

3
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Notation Meaning

proc X = P defining a process with X as its name

a -> P event a occurs then process P starts

P1 [] P2 choice between process P1 and P2

P1 [| S |] P2 composition between process P1 and P2 with S as the set

of events that should be synchronised between both processes

Table 1
CWB-NC CSP notation

of CWB-NC, please refer to [7].

The chocolate machine can be modelled as a CSP process:

proc Reset = (coinlight -> Reset) [] insertcoin -> Coin

proc Coin = (choclight -> Coin) [] presschoc -> (Delay [] Both)

proc Delay = delay -> Both

proc Both = givechoc -> Choc

proc Choc = givechange -> Reset

The light mechanism shows the user the correct action to be done, but it doesn’t

prevent the user from taking other actions. Any action taken by the user, other

than the correct action will not give any effect. So the model should be modified

according to this fact:

proc Reset = (coinlight -> Reset) []

(insertcoin -> Coin) [] presschoc -> Reset

proc Coin = (presschoc -> (Delay [] Both)) []

(choclight -> Coin) [] insertcoin -> Coin

proc Delay = delay -> Both

proc Both = givechoc -> Choc

proc Choc = givechange -> Reset

2.2 Formal User Model

A common user will be modelled, a user that is not familiar with the chocolate

machine. The user only knows that in order to get a chocolate bar, he/she must

insert a e 1 coin and press the chocolate button.

The user doesn’t know how much a chocolate bar cosst and whether the machine

gives change or doesn’t. The user doesn’t know the correct order of actions to

do. So the user model has a flexible order of actions. Still there is a real world

constraint, the user can only get change after inserting a coin and selecting the

chocolate. To make it more flexible, after approaching the machine the user can

leave it immediately before doing any action. In the real world, the user can always

leave at any time. But in this work the user formally modelled is a rational user,

who has a goal and does actions to achieve the goal. Therefore the user always

tries to finish all the actions to achieve the goal. When the user is confronted to

machine-delay, the user can wait or leave the interaction. If the user chooses to

4

4



Basuki

leave the interaction, then he/she cannot achieve the goal. This could happen if the

delay is long enough to make the user suspects that the machine does not function

properly.

proc User = approaching -> ((insertcoin -> UCoin) []

(presschoc -> UChoc) [] ULeave)

proc UCoin = presschoc -> UComplete

proc UChoc = insertcoin -> UComplete

proc UComplete = (getchoc -> (ULeave [] UPostChoc)) []

(getchange -> UPostChange) []

delay -> (ULeave [] UComplete)

proc UPostChange = (getchoc -> ULeave) []

delay -> (UPostChange [] ULeave)

proc UPostChoc = (getchange -> ULeave) []

delay -> (UPostChoc [] ULeave)

proc ULeave = leaving -> User

Figure 3 shows the user’s behaviour in FSA specification.

In real world, some actions that the user can do are constrained. In this user

model one real world constraint is considered: the user must have money before

he/she is able to insert a coin. This constraint is modelled as a CSP process and

put in parallel with the User process.

proc CoinConstr = hasmoney -> insertcoin -> CoinConstr

proc CUser = User [|{insertcoin}|] CoinConstr

This section tries to formally model a goal-based user. This kind of user will try

to do actions to achieve a goal. After achieving the goal, the user could leave the

interaction with the machine.

When a user starts an interaction with the chocolate machine, his/her main

goal is to get a chocolate bar. The user knows that in order to get a chocolate bar

from the machine, he/she must insert a coin. After getting a chocolate bar from

the machine, the user thinks that the goal has been accomplished, so he/she could

leave the machine. Actually the user still has another goal to achieve, that is getting

the change. In this interface design, the machine gives the change after it gives the

chocolate. This may cause the user to forget taking the change after getting the

chocolate. This type of erroneous behaviour is called post-completion error, and is

unpredictable but not related with user’s knowledge [9,4].

To model goal-based user, the goal is also modelled as a CSP process and put

in parallel with the user.

proc Goal = wantchoc -> ((insertcoin -> presschoc -> Achieving) []

(presschoc -> insertcoin -> Achieving))

proc Achieving = getchoc -> leaving -> Goal

proc GoalBased = Goal [|{insertcoin,presschoc,getchoc,

leaving}|] CUser

There are two assumptions imposed in the above user models:

(i) every user approaching the machine wants to get a chocolate bar and,

5
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Fig. 3. FSA representing A Common User

(ii) every user approaching the machine has enough money to get the chocolate

bar.

These assumptions can also be modelled as a CSP process and run in parallel with

the goal-based user.

proc Assume = approaching -> ((hasmoney -> wantchoc -> Assume) []

(wantchoc -> hasmoney -> Assume))

proc GBUser = GoalBased [|{hasmoney,approaching,wantchoc}|] Assume

To show the possibility of post-completion error occuring in the user-machine

interaction, the interaction between user and machine is modelled as parallel com-

position of all the elements.

proc Interaction = GBUser [|{insertcoin,presschoc,delay}|] Reset

This specification means that the interaction between a user and the machine is

only synchronised in actions insertcoin, presschoc and delay. This can also be

shown using FSA, but it has too many states and transitions.

Since the interaction is modelled as a composite process, the order of events in

this composite process must be analysed. By analysing the system, two ordering

constraints can be found:

(i) the action getting a change from the machine, could only be enabled after the

machine gives the change and,

(ii) the action getting a chocolate bar from the machine, could only be enabled

after the machine gives the chocolate bar.

These two facts are modelled as constraints and put in parallel with the system.

proc OrderConstr = (givechoc -> getchoc -> OrderConstr) []

(givechange -> getchange -> OrderConstr)

proc GBInteraction = Interaction [|{givechoc,getchoc,givechange,

getchange}|] OrderConstr

6

6



Basuki

The interface of this chocolate machine has been designed for reactive users (see

[9,8,10]). The user is conditioned by stimuli (blinking lights and coin/chocolate

released by the machine) that trigger reactions (press buttons, insert coin or get

change/chocolate). To model reactive user, more constraints must be added:

proc ReactConstr = (givechoc -> getchoc -> ReactConstr) []

(givechange -> getchange -> ReactConstr) []

(coinlight -> insertcoin -> ReactConstr) []

choclight -> presschoc -> ReactConstr

proc ReactUser = GBUser [|{getchoc,getchange,presschoc,

insertcoin} ReactConstr

proc ReactSystem =

Reset [|{insertcoin,givechoc,givechange,coinlight,

choclight,presschoc,delay} ReactUser

A reactive user is different from a goal-based user. A goal-based user does

his/her actions in order to accomplish a goal. Before achieving the goal, the user

tries all possible actions that can make him/her closer to the goal. A reactive user

only reacts on stimuli given by the machine. The knowledge of a reactive user can

be modelled as pairs of stimulus-reaction. To achieve a goal, a reactive user fully

depends on the interface design.

The post-completion error is defined using the GCTL* of CWB-NC, then it is

verified on the model. The CWB-NC tool shows that post-completion error indeed

occurs in the interaction between goal-based user and the machine (GBInteraction).

It also shows that post-completion error occurs in the interaction between reactive

user and the machine (ReactSystem). In this work Post-Completion error is defined

as: the user may get chocolate and leave the interaction without getting the change.

This is modelled in GCTL* using E operator to show that this error is possible to

occur, and three conjuncts. The first conjunct defines that the user may get choco-

late without getting the change. The second conjunct defines that the user may

leave the interaction without getting the change. The last conjunct defines that the

user may not leave the interaction before getting the chocolate.

prop PostCompletionError =

E ( ( ∼{getchange} U {getchoc} ) /\ ( ∼{getchange} U {leaving} ) /\

( ∼{leaving} U {getchoc} ) )

2.3 Avoiding Post-Completion Error

In the previous subsection, it is shown that the interaction between user and choco-

late machine can result in post-completion errors. This type of error is not caused

by lack of knowledge of the users. The only solution to this problem is by modifying

the interface design of the chocolate machine.

It is obvious that the post-completion errors could possibly occur whenever the

user still has to do other actions after the goal achieved (getting the chocolate bar).

To avoid this problem the interface design is modified so that getting the chocolate

is the last action the user should do before leaving the machine. To make sure that

the user gets the change, a sensor is put in the change slot. The sensor detects when

7
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the user gets the change. Only after the user gets the change, the chocolate bar is

released.

proc ModReset = (coinlight -> ModReset) []

(presschoc -> ModReset) [] insertcoin -> ModCoin

proc ModCoin = (presschoc -> (ModDelay [] ModBoth)) []

(choclight -> ModCoin) [] insertcoin -> ModCoin

proc ModDelay = delay -> ModBoth

proc ModBoth = givechange -> Change

proc Change = (getchange -> givechoc -> ModReset) []

(insertcoin -> Change) [] presschoc -> Change

The interaction between the user and this new interface is modelled as a parallel

composition.

proc ModInteraction = GBUser [|{insertcoin,presschoc,delay,

getchange}|] ModReset

proc GBModInteraction = ModInteraction

[|{givechoc,getchoc,givechange,getchange}|] OrderConstr

proc ReactModSystem =

ModReset [|{insertcoin,givechoc,givechange,coinlight,choclight,

presschoc,delay,getchange} ReactUser

Using CWB-NC tool, it can be shown that in the interaction between a user

(both goal-based user and reactive user) and this new machine, post-completion

error doesn’t occur anymore. So, it is shown that post-completion error can be

avoided by designing a better interface.

In this interaction, although post-completion error never happens, it is still

possible that a user never leaves the machine. For example, after inserting the coin

the user falls asleep in front of the machine. In that case the choclight will blink

forever while the user never press the choc button. It needs a stronger property to

ensure that the user, after approaching the machine will eventually finish his/her

task. In this work the user finishes the task by getting a chocolate bar and a change

coin. This is defined as Task-Completion property (see [9] for comparison).

prop TaskCompletion = A G ( {approaching} ->

( F {getchoc} /\ F {getchange} ) )

Although TaskCompletion property guarantees a user to eventually finish his/her

task, but this property is still not strong enough. Since F operator is used, it is

not guaranteed when the user finishes his/her task. This property may be satisfied

by a user approaching the machine and then after the user leaves the interaction,

another user comes and completes the task. The property must be modified such

that after approaching the machine, the user will not leave the interaction without

completing the task.

prop TaskCompletion = A G ( {approaching} ->

( ( ∼{leaving} U {getchoc} ) /\ ( ∼{leaving} U {getchange} ) ) )

It can be shown using CWB-NC that the interaction between a goal-based user

and both machines, does not satisfy Task-Completion property. Only in the inter-

8
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action between a reactive user and the second machine, the user is guaranteed to

complete the task (ReactModSystem satisfies Task-Completion property).

3 Communication Goals and Order Errors

In the previous section, it is shown how a user acts to achieve a goal. In order to

achieve the goal, some subsidiary tasks are also generated. The user must do all

the subsidiary tasks to achieve the main goal. In the previous case study, the goal

is to get a chocolate bar from the machine. To achieve the goal, a user must insert

a coin and press the chocolate button (and also getting the change).

A communication goal is defined as task-related knowledge that a user expects

to communicate to the computer system in the course of completing a task [2].

In our case study, pressing chocolate button is a simplified version of selecting the

type of chocolate and it is a communication goal. While inserting a coin (and also

getting the change) is not a communication goal, since the user doesn’t communicate

knowledge but property. In communication goal, the property of the user is not

changed after an action is taken. But in this case study, since it is assumed that

the user has unlimited number of coins, inserting a coin could be generalised into

communication goals.

3.1 Modelling Order Error

When a user wants to achieve a goal, he/she usually knows the communication goals.

But the user seldom knows the order of communication goals to achieve. The user

model has a list of communication goals to achieve. For each communication goal,

an action that should be taken by the user to achieve the goal is also provided.

Whenever the user comunicates a knowledge, the communication goal related with

this, and also the action related to it, is deleted from the list. This action cannot

be taken again in the future.

When this user model is confronted with an interface design, a class of error

known as order error could happen. This error will happen only if the sequence of

actions the user does is different from the order of actions defined in the design. In

this case, a user may believe taking a particular action, while the machine ignores

the action since it is not the correct action the user is supposed to take.

To ilustrate this, the interface design modelled in previous section is reused. The

user model is still similar as the user in the previous case study. In this case study

goal-based user is used instead of reactive user. By using a goal-based user, the

order of actions taken by the user can be flexible. With a reactive user, order error

could never happen.

In the previous section, it is shown that this interaction does not satisfy Task-

Completion property. Two cases could possibly cause this problem. Firstly the

choclight or coinlight blinks forever while the user does not do any action.

Secondly, instead of taking insertcoin followed by presschoc action, the user

takes presschoc followed by insertcoin. Based on the second case, order error is

defined as the user takes the sequence of actions presschoc and insertcoin but

never achieves the main goal.

9
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prop OrderError = E ( ( ∼{insertcoin} U {presschoc} ) /\

( ∼{leaving} U {insertcoin} ) /\

G ∼{getchoc} )

Using CWB-NC, it can be shown that in this interaction order error can occur.

3.2 Avoiding Order Errors

The order error occurs because the interface design is too strict with the order

of operations that a user should do. To avoid this kind of error, the interface

design should be modified. Either insertcoin followed by presschoc or presschoc

followed by insertcoin are allowed in this new design. The blinking lights are

omitted in the new design, since now the user is flexible in taking the actions.

proc FleReset = (insertcoin -> FleCoin) []

presschoc -> FleChoc

proc FleCoin = (insertcoin -> FleCoin) []

presschoc -> (FleDelay [] FleBoth)

proc FleChoc = (insertcoin -> (FleDelay [] FleBoth)) []

presschoc -> FleChoc

proc FleDelay = delay -> FleBoth

proc FleBoth = givechange -> FleChange

proc FleChange = (getchange -> givechoc -> FleReset) []

(insertcoin -> FleChange) [] presschoc -> FleChange

proc FleInteraction = GBUser [|{insertcoin,presschoc,getchange,

delay}|] FleReset

proc GBFleInteraction = FleInteraction [|{givechoc,getchoc,givechange,

getchange}|] OrderConstr

Using CWB-NC tool, it can be shown that order error does not occur in this

interaction, and this interaction also satisfies Task-Completion property.

4 Device-Delay Error

The last kind of error dicussed in this work is device-delay error. For some oper-

ations, the machine needs some time to process any information received from the

user. This causes some delay time. If the user is not aware of this, he/she may

think that the last action he/she takes has failed. So the user will try to repeat the

last action he/she has done. But in the user model no action can be repeated. The

only action the user can do is leaving the interaction.

To model this, the goal and the order constraint should be relaxed. When

a device delay occurs the user is forced to leave the interaction. But this only

happens after all communication goals are achieved.

proc RelGoal =

wantchoc -> ((insertcoin -> presschoc -> (RelAchieving [] Leaving)) []

(presschoc -> insertcoin -> (RelAchieving [] Leaving)))

proc RelAchieving = getchoc -> leaving -> RelGoal

proc Leaving = delay -> leaving -> RelGoal
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proc RelOrderConstr = (givechoc -> getchoc -> RelOrderConstr) []

(givechange -> getchange -> RelOrderConstr) []

(delay -> leaving -> RelOrderConstr) []

leaving -> RelOrderConstr

Two interface designs are reused to model and verify device-delay error. The

first one is the flexible interface defined in section 3.2. This interface is used in

interaction with the goal-based user. To model the goal-based user, the relaxed

goal (RelGoal process) is put in parallel with the original goal-based user. Then

the interaction is modelled as parallel composition of the interface and the relaxed

goal-based user.

proc RGoalBased = RelGoal [|{insertcoin,presschoc,getchoc,

leaving,delay}|] CUser

proc RGBUser = RGoalBased [|{hasmoney,approaching,wantchoc}|]

Assume

proc RFleInteraction = RGBUser [|{insertcoin,presschoc,

getchange,delay}|] FleReset

proc RGBFleInteraction = RelFleInteraction

[|{givechoc,getchoc,givechange,getchange,leaving,delay}|]

RelOrderConstr

The second interface is the one defined in section 2.3. This interface is used in

conjunction with the reactive user. To model the reactive user, the relaxed goal-

based user is put in parallel with the reactive constraints. Then the interaction is

modelled as parallel composition of the interface and the relaxed reactive user.

proc RReactUser = RGBUser [|{ getchoc,getchange,presschoc,

insertcoin}|] ReactConstr

proc RReactModSystem =

ModReset [|{ insertcoin,givechoc,givechange,getchange,coinlight,

choclight,presschoc,delay}|] RReactUser

The Delay Error is defined as early leaving before achieving the main goal, after

achieving all communication goals. It is defined using E operator and three con-

juncts. The first and second conjunct state that the user won’t leave the interaction

before achieving all communication goals (insertcoin and presschoc). The third

conjunct states that the user won’t leave before achieving the main goal (getchoc).

prop DelayError = E ( ( ∼{leaving} U {insertcoin} ) /\

( ∼{leaving} U {presschoc} ) /\

( ∼{getchoc} U {leaving} ) )

Using CWB-NC tool it is shown that device-delay error occurs in both interactions.

Order error also occurs in the first interaction. Since the goal has been relaxed, it

is possible in this interaction to leave the interaction before getting the chocolate.

The order error should be redefined.

prop OrderError = E ( ( ∼{insertcoin} U {presschoc} ) /\

( ∼{leaving} U {insertcoin} ) /\

G ∼{leaving} )

11
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To avoid device-delay error, the interface design is modified. Whenever a delay

could occur a waitlight will blink to inform the user to wait until the machine

finishes processing. There are also two modified interface design. The first one is

for the reactive user.

proc WReset = coinlight -> WReset []

(insertcoin -> WCoin) [] (presschoc -> WReset)

proc WCoin = (presschoc -> (WBoth [] Wait)) []

(insertcoin -> WCoin) [] (choclight -> WCoin)

proc Wait = waitlight -> WBoth

proc WBoth = givechange -> WChange

proc WChange = (getchange -> givechoc -> WReset) []

(insertcoin -> WChange) [] (presschoc -> WChange)

The second interface is a modification from the flexible interface in section 3.2.

proc WFleReset = (presschoc -> WFleChoc) [] insertcoin -> WFleCoin

proc WFleCoin = (insertcoin -> WFleCoin) []

presschoc -> (WWait [] WFleBoth)

proc WFleChoc = (presschoc -> WFleChoc) []

insertcoin -> (WWait [] WFleBoth)

proc WWait = waitlight -> WFleBoth

proc WFleBoth = givechange -> WFleChange

proc WFleChange = (presschoc -> WFleChange) []

(insertcoin -> WFleChange) []

getchange -> givechoc -> WFleReset

The user model should be changed. In the initial user model, when a delay

occurs the user can wait or leave the interaction. Now the user has to wait when

the waitlight blinks and has to leave when a delay occurs without blinking lights.

proc WaitUser = approaching -> ((insertcoin -> WUCoin) []

(presschoc -> WUChoc) [] WULeave)

proc WUCoin = (presschoc -> WUComplete) []

getchange -> presschoc -> getchoc -> WULeave

proc WUChoc = insertcoin -> WUComplete

proc WUComplete = (getchoc -> (WULeave [] WUPostChoc)) []

(getchange -> WUPostChange) []

(delay -> WULeave) [] (waitlight -> WUComplete)

proc WUPostChange = (waitlight -> WUPostChange) []

(delay -> WULeave) [] getchoc -> WULeave

proc WUPostChoc = (waitlight -> WUPostChoc) []

(delay -> WULeave) [] getchange -> WULeave

proc WULeave = leaving -> WaitUser

Now we can model the interaction between relaxed reactive user and reactive

chocolate machine with waitlight.

proc WCUser = WaitUser [|{insertcoin}|] CoinConstr

proc WRGoalBased =

RelGoal [|{insertcoin,presschoc,getchoc,leaving,delay}|] WCUser
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Interaction Property

PostCompletionError OrderError DelayError TaskCompletion

GBInteraction TRUE TRUE FALSE FALSE

ReactSystem TRUE FALSE FALSE FALSE

GBModInteraction FALSE TRUE FALSE FALSE

ReactModSystem FALSE FALSE FALSE TRUE

GBFleInteraction FALSE FALSE FALSE TRUE

RReactModSystem FALSE FALSE TRUE FALSE

RGBFleInteraction FALSE FALSE TRUE FALSE

WRReactSystem FALSE FALSE FALSE TRUE

WRGBFleInteraction FALSE FALSE FALSE TRUE

Table 2
Model Checking on the User - Chocolate Machine Interaction

proc WRGBUser = WRGoalBased [|{hasmoney,approaching,wantchoc}|] Assume

proc WRReactUser = WRGBUser [|{getchoc,getchange,presschoc,

insertcoin,waitlight}|] ReactConstr

proc WRReactSystem =

WReset [|{ insertcoin,givechoc,givechange,coinlight,

choclight,presschoc,delay,waitlight}|] WRReactUser

Finally we model the interaction between relaxed goal-based user and flexible

interface with waitlight.

proc WRFleInteraction =

WRGBUser [|{insertcoin,presschoc,getchange,delay,waitlight}|] WFleReset

proc WRGBFleInteraction =

WRFleInteraction [|{givechoc,getchoc,givechange,getchange}|] OrderConstr

Using CWB-NC tool it is shown that device-delay error does not occur in the

interaction and the user can always complete the task.

5 Conclusion

PUMA Cognitive Architecture tries to build a formal user model interacting with

an interface to do some tasks. In this work the CSP process algebra is successfully

used to formally model a user interacting with a chocolate machine. The formal

user model is confronted with 5 different interface design of chocolate machine. In

each interaction 4 properties are checked against the models. Table 2 shows the

complete result.

Several kinds of user has been successfully modelled. A goal-based user tends

to quit the interaction whenever the goal has been achieved. If the inteface is not
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well designed post-completion error can occur. The first interface design is an

example of this. Table 2 shows that in the interaction between a goal-based user

and the first interface design (GBInteraction) post-completion error occurs.

A reactive user is a user that reacts only on perceiving signals from the machine

during the interaction. This kind of interaction could only be possible if the interface

provides enough guidance for the user such that at any time the user has only one

rational action to take. ReactSystem models the interaction between a reactive user

and the first interface design. Table 2 shows that changing from goal-based user to

reactive user cannot eliminate post-completion error.

To avoid post-completion error, the interface should be carefully designed such

that the goal is only achieved after all the subsidiary tasks have been completed.

This is modelled in the second interface design. GBModInteraction models the

interaction between a goal-based user with this design. Table 2 shows that in

this interaction post-completion error does not occur anymore. Although post-

completion error is already avoided, it is still possible for the user not to complete

his/her task (does not satisfy TaskCompletion property). The second interface

only avoids post-completion error and guarantees the completion of the task when

confronted with reactive users (ReactModSystem).

A communication goal is task-related knowledge that a user expects to com-

municate to the computer system in the course of completing a task. In order to

complete a task, several subsidiary tasks could also be generated, some are commu-

nication goal tasks. The order of these subsidiary tasks is not important for the user.

If an interface design is too strict with the order of operations, then this could lead

to order error. Order error happens when a user believes he/she has successfully

taken an action, which the machine has ignored because it is not in the right order,

so that there is a difference between user’s state and machine’s state. The user will

not be able to complete the task. Table 2 shows that in GBModInteraction order

error could occur and the user is not guaranteed to complete the task.

To avoid order error, the interface design should be made more flexible. The

order of communication goal actions should not matter in the interaction. The third

interface design models flexible ordering interface. GBFleInteraction models the

interaction between a goal-based user and this interface. Table 2 shows that order

error does mot occur anymore in this interaction. Table 2 also shows that reactive

user in reactive interaction is effective to avoid order error. Reactive user only reacts

on perceiving signals from the machine, so obviously no order error could possibly

occur and the user could complete the task.

Sometimes the machine needs some time to process information. This gives some

device delay in the interaction. If the machine does not give any information to the

user about this processing delay, the user may think that an error has occured.

He/she may try to repeat the last action. If the user cannot do it, the only possible

action is leaving the interaction. This kind of error is called device-delay error.

The second and third interface design are reused to model device-delay error.

RGBFleInteraction is the interaction between a goal-based user and the flexible

interface. The goal-based user is relaxed, such that when a delay occurs the user

is forced to leave the interaction without completing the task. RReactModSystem

models interaction between a reactive user and the second interface. The reactive
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user is also relaxed such that when confronted to device delay, the user will leave

without waiting. Table 2 shows that in both interactions delay error occurs and the

user cannot complete the task.

To eliminate device-delay error, the interface should be modified. The fourth

and the fifth interface design are the modified versions of the second and the third

interface. In both interfaces, whenever a delay occurs, a waitlight will blink to

inform the user to wait. Table 2 shows that in the interaction between a reactive

user and the fourth interface (WRReactSystem) and the interaction between a goal-

based user and the fifth interface (WRGBFleInteraction) delay error does not occur

and the task is always completed.

This work shows that CSP can be used to build a formal user model. This user

model when confronted to machine interface design can show the presence/absence

of some errors and other properties. The analysis can always be done manually by

analysing the FSA diagram, but in many cases the diagrams become too complex.

Using model checker can simplify this process.

In this paper, in addition to task completion property, the errors are also formally

defined and checked. If an interaction does not satisfy task completion property then

an error must occur in the interaction. To find out which error occurs, the formal

definition of errors can be checked.

Since CSP is a process algebra, it is only possible to reason about traces of

events/actions in a process execution. This is one limitation of CSP. Other for-

malisms, such as HOL, enables reasoning about more general properties. For ex-

ample in their work Curzon et. al. [9,8,10,11] reason about user’s possession.

The ability to reason about traces of actions in a process execution could also

become the strength of CSP and other process-based formalisms. The user’s errors

presented in this paper are defined as sequences of user’s actions occuring in the

interaction with the chocolate machine. The definitions are realtively simple and

easy to check against the machine specification.
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Abstract

Formal approaches to software development require that we correctly describe (or specify) systems in order
to prove properties about our proposed solution prior to building it. We must then follow a rigorous process
to transform our specification into an implementation to ensure that the properties we have proved are
retained. Different transformation, or refinement, methods exist for different formal methods, but they all
seek to ensure that we can guide the transformation in a way which preserves the desired properties of
the system. Refinement methods also allow us to subsequently compare two systems to see if a refinement
relation exists between the two. When we design and build the user interfaces of our systems we are
similarly keen to ensure that they have certain properties before we build them. For example, do they
satisfy the requirements of the user? Are they designed with known good design principles and usability
considerations in mind? Are they correct in terms of the overall system specification? However, when we
come to implement our interface designs we do not have a defined process to follow which ensures that we
maintain these properties as we transform the design into code. Instead, we rely on our judgement and
belief that we are doing the right thing and subsequent user testing to ensure that our final solution remains
useable and satisfactory. We suggest an alternative approach, which is to define a refinement process for
user interfaces which will allow us to maintain the same rigorous standards we apply to the rest of the
system when we implement our user interface designs.

Keywords: Refinement, user interface, formal methods, user-centred design.

1 Introduction

User-centred design (UCD) and an iterative approach to building user interfaces

(UIs) allows us to keep users’ requirements central to our design and ensure that we

consider their feedback as we amend that design. At the same time we can ensure

that our interface designs reflect the requirements of both the user and the overall

system by incorporating them into a formal design process. We have previously

derived a way of integrating UI designs into a formal software development process

by way of formal models, [4] and [3], which ensure that the UI and system designers

are working towards the same end goal.

Having satisfied ourselves that we can consider notions of correctness of a UI

design above and beyond the user requirements and design principles, we now turn

1 Email: jab34@cs.waikato.ac.nz
2 Email: stever@cs.waikato.ac.nz
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our attention to the implementation of these UIs. We want to be sure that when our

design becomes an implementation we preserve the important properties we have

considered during the design stage.

Our system development approach is one where different parts of the system,

such as the UI and underlying application logic, are considered separately. This

means that as well as relating them during design stages and ensuring that each

part is correctly implemented, we must also ensure that the combination of the

parts also remains correct.

This then is our motivation for investigating refinement for UIs, to make sure

that what we implement is what we intended. We want all of the guarantees of

correctness for the UI that we have for the rest of the system. We therefore need

some structured and formal way of transforming our designs into implemented UIs,

that is we need a refinement process.

One consideration is how we go about generating the code for our UIs. Many

software development applications, (such as Visual Studio [12] or Eclipse [7]) utilise

‘drag and drop’ toolboxes of UI elements which allow quick development of UI

layouts and widgets and allow us to delay the programming of behaviour of these

widgets. It may be that these UIs are used as interim iterative prototypes and

that subsequently we use some other target language for our final implementation,

or it may be that we develop these prototypes into fully working UIs and systems

within these development environments. In either case there are different stages of

development where changes will be made to the UI as we get closer and closer to

our end product.

This reflects the incremental approach to system implementation we refer to

as stepwise refinement [15]. Irrespective of what the intermediate steps are (paper

designs, mock-ups, partially functioning UIs, full implementations etc.) we want a

way of maintaining correctness. This approach to UI refinement is different from

that proposed in works such as [6] and [11] in that we are not starting from a single

system specification which formalises the UI behaviour as one part of the system,

but rather extending traditional UI design methods in a non-traditional, formal

manner.

This paper consists of two parts. We start by examining some traditional notions

of refinement to see how conceptually they may be applied to UI designs. We will

use this as the basis for an informal description of UI refinement and show via some

small examples how this may be applied. In the second part we will look at how

refinement might be formalised, and introduce the idea of Sys || UI composition

using the µCharts language. We will conclude with a discussion about monotonicity

and its importance and future work.

2 Refinement

Refinement is a formal process which allows us to transform one system into an-

other in a manner which ensures that required properties of the original system are

preserved. By system we mean any description at any level of abstraction from

specification to implementation, or anything in between. Refinement rules can be

used to guide the transformation from one system to another, and can also be used

2
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to compare two systems to see if one is a correct refinement of another.

Different refinement methods exist for different formal languages, but generally

they can be categorised by a common understanding of what the underlying princi-

ples of refinement are. We are interested in how these general principles may apply

to the concept of UI refinement. That is, how well do they fit with our intuitions

about what refining UIs (and UI designs) actually is? We next look at some prin-

ciples of refinement individually to consider their suitability as principles for UI

refinement.

2.1 Principle of Substitutivity

The principle of substitutivity states that it is acceptable to replace one program

by another provided it is impossible for a user to observe that the substitution has

taken place.

Usually when we talk about substitution we are considering observable be-

haviours of systems in terms of either input/output traces, or interaction with other

parts of the system, i.e. behaviour devoid of any notion of visual appearance or

cognitive awareness of differences. For UIs, however, such visual and cognitive dif-

ferences are important; if we substitute one UI for another and they are visually

different then the user (who in this case is a real person and not some computer

process) will be able to tell that the substitution has taken place. Rather than con-

sidering substitutivity we consider the principle behind this concept, namely that

of considering programs as contracts.

In [13] Morgan states:

“A program has two roles: it describes what one person wants, and what another

person (or computer) must do.”

In this context, refinement must always provide the customer with the ability to do

at least the same things they could previously, or more. That is, we can replace

one thing with another as long as the customer gets at least what they had before

or better (for our purposes by customer we may mean either the end-user or some

member of the design team). This is similar to the principle of substitutivity in

that it gives conditions under which we can replace one thing with another, but the

requirement here is on maintaining utility rather than hiding the substitution. We

will refer to this as satisfying contractual utility.

As well as the behaviour/functionality of the UI we will also want to consider us-

ability aspects of the UIs, regardless of behaviour; if the replacement UI is perceived

to be harder to use than the original then the customer will not be satisfied.

2.2 Decreasing the Level of Abstraction

Through a refinement process our descriptions become less abstract as we add more

information, i.e. we become more precise about how data is stored or how operations

are carried out. This must be done in a manner which avoids inconsistency, so by

making more precise decisions about data and operations we must preserve previous

correct interactions. The new version should therefore be a specialisation of the

previous, more abstract one. Formally, information change must be monotonically

3
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increasing (or a least non-decreasing).

One way of adding more information to our UI designs is by defining the cate-

gories of the widgets used more precisely. Our formal models for UI designs rely on

the widget category hierarchy (originally given in [2]) which enables us to abstractly

describe widgets in terms of the type of behaviour they exhibit. An example of the

hierarchy tree for Event Generators is given in Figure 1.

Fig. 1. Event Generator Hierarchy Tree

We can also use the hierarchy trees to guide a refinement based on this idea

of specialisation. For example, we may start off by describing an abstract control,

which the user interacts with to choose a value. This is described in the formal

model of our early design as an Event Generator . At the next step, this could be

refined to a Selection Control , then subsequently as a Value Selection Control , and

finally be implemented as a Single Value Selection Control (e.g. a drop down menu

or slider). In this way we already have a process for reducing abstraction by simply

following the hierarchy trees.

Another way in which our UIs may become less abstract is in their appearance.

We may describe in more detail exactly where the widgets are located and what

appearance properties they have (shape, colour etc.), so our description becomes

more precise.

2.3 Removal of Nondeterminism

We do not generally expect to encounter nondeterminism in UI designs in the same

way that we do in system specifications. In system descriptions we ignore non-

essential details to postpone decisions about certain behaviours and so nondeter-

minism arises naturally and is acceptable. The intention of UI designs, however, is

to make explicit (so nothing is hidden) to designers and users not only what the UI

may look like, but also how it will behave. Nondeterminism arises from deciding

to hide information, so if we have nondeterminism we have hidden information, as

Hoare [10] states:

“nondeterminism arises from a deliberate decision to ignore the factors that in-

fluence the selection”
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If we are hiding information because we have not decided all of the behaviour,

then we consider our design incomplete. Whereas there may be parts of the sys-

tem operations which can remain nondeterministic without affecting our ability to

reason about the system this is not true of the UI. Reduction of nondeterminism

is not therefore a useful consideration for UI refinement since there should be no

nondeterminism to reduce!

3 Refinement and UIs

Having outlined some of the general principles of refinement we now look at how

they might apply to UIs. Our UI designs are developed from the requirements of

the users, and as such we expect them to include all of the behaviour which has

been identified as necessary. We also expect (given we are following a UCD process)

that the UIs will be developed following good design principles and with usability

for target users in mind.

We have previously described two distinct groups of behaviours of UIs: the

S Behaviours which represent the system functionality (where the UI interacts with

the underlying system to trigger operations) and the I Behaviours which represent

UI functionality, which changes things about the UI itself (for example moving from

one part of the UI to another, or changing the size of windows etc.) [3], [4]. This UI

functionality will not be included in the early requirements as it does not relate to

considerations of what the system will do, but describes how the user will interact

with the system and the experience of interacting.

We will consider the S Behaviours and the I Behaviours separately when we

begin to define UI refinement, and we will show that there are different requirements

for each of them.

Based on the descriptions we have given of the different ways of considering

refinement, we state that the following are properties of UIs which we expect to be

true for a UI to refine another.

For some arbitrary UIs (or designs) UIA and UIC we state that UIC refines UIA
when:

• we can substitute UIC for UIA and maintain contractual utility;

• the widgets of UIC are not more abstract than those of UIA;

• the layout and appearance of UIC is not less defined than that of UIA;

• the usability of UIC is not less than that of UIA.

3.1 Formal Models of UIs

In order to identify the properties of UIs that we are interested in we will use

the presentation models and presentation interaction models (PIMs) that represent

their designs. The syntax and semantics of these models, along with descriptions

of their use, can be found in [4] and [3], however we provide a brief description of

them here for clarity.

Presentation models describe a UI in terms of its component widgets. Each

5
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widget is described by a triple consisting of:

(Name,Category , {Behaviours})

We distinguish between S Behaviours and I Behaviours by prefixing the behaviour

name with an S or I accordingly. The presentation model, therefore, describes the

total possible behaviour of a UI (i.e. the complete functionality of its implementa-

tion).

A PIM on the other hand shows the dynamic behaviour between different states

of the UI. It consists of a finite state automaton with a relation between states

and component PModels within a presentation model (a PModel is a component

description of one part of the UI). When the PIM is in a particular state it indicates

that the UI represented by the presentation model related to that state is currently

active, and all behaviours of that presentation model are available to a user.

We now have a way of identifying behaviours of the UI and its design formally

and a notion of what properties we may wish corresponding UIs to have in order

to determine whether or not one refines the other. In the next section we examine

each of these properties in more detail and explain how we can identify them using

the models.

4 Informally Describing Refinement

4.1 Maintaining Contractual Utility

In order to maintain our contract with the customer the new UI needs to at least

provide all of the functionality of the previous UI (and any new functionality has to

be consistent with the old). We start by considering the system functionality of the

UI, that is the S Behaviours. If we provide a UI which enables a user to interact

with the system in n ways, then any replacement UI must at least provide the same

n ways of interacting. In fact, we make a stronger statement than that and say that

it must provide exactly the same n ways to interact. We will discuss this shortly.

We have previously described different types of equivalence between presentation

models which can be used to determine whether two UIs (or designs) are in some

way the same [4]. One of these types of equivalence is functional equivalence which

has the following definition:

Definition 4.1 If DOne and DTwo are UI designs and PMOne and PMTwo are

their corresponding presentation models then:

DOne ≡SysFunc DTwo =df S Beh[PMOne] = S Beh[PMTwo]

Where S Beh[P ] is a syntactic function that returns the identifiers for S Behaviours

in P .

We rely on the relation between the identifiers of behaviours and system opera-

tions to ensure that those behaviours with the same identifier have the same actual

behaviour.
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We use this to describe the requirement on S Behaviours that we consider is

needed for maintaining customer satisfaction and state that as long as UIC ≡SysFuncUIA
then contractual utility is maintained.

It may seem unusual to describe refinement in terms of equivalence in this way,

however this is because of the nature of interaction between user, UI and system.

We are not considering the total functionality of the system here, just the system

functionality given in the presentation model (by S Behaviours), which is the sys-

tem functionality made available via the UI.

It still appears that this requirement of equivalence is too strict. What if UIA
provides functionality a, b and c to the user and replacement UIC provides a, b, c

and d? We might think that this maintains contractual utility as the user can

still do everything they could previously, and in fact they are provided with an

added benefit as they can now also do d . However, we need to remember that we

are considering the UI in isolation from the underlying system. If we add some

widget to the UI intended to perform behaviour d , we have no guarantee that the

underlying system actually supports this behaviour. We may end up promising

something to the user by providing a widget which does not actually do what we

intended. In this case the user will certainly not be satisfied. It turns out that this

strictness subsequently restricts the set of valid refinements we allow for UIs but is

necessary to guarantee correctness.

We now turn our attention to the UI functionality, or I Behaviours. Again, the

user will expect to be able to do at least as much as they could before. However,

because UI functional requirements are not described fully prior to design stages

(as we have explained they are not part of user requirements necessarily but a

function of the UI itself) it is acceptable for these to increase. In this case if we

add new I Behaviours we do not run the risk of these being unsupported by the

underlying system as they relate only to the UI. We state that our requirement for

I Behaviours is:

I Beh[UIA] ⊆ I Beh[UIC ]

Where I Beh[P ] is a syntactic function that returns all of the identifiers for I Behaviours

in P (where, as before, if identifiers are the same then intended actual behaviour is

likewise the same).

As an example of these considerations we present two UI designs and their

presentation models. The UIs are for an application which allows a user to display

two different shapes. UIA, on the left of Figure 2 is the original design and UIC ,

on the right of Figure 2 a suggested refinement. The presentation models for the

designs are:

UIA is (CircleButt, ActCtrl, (S ShowCircle)),

(SquareButt, ActCtrl, (S ShowSquare)),

(ShapeFrame, SValRspndr, (S DisplayShape)),

(QuitButt, ActCtrl, (I QuitApp))

UIC1 is (CircleRB, RadioButton, (S ShowCircle)),

(SquareRB, RadioButton, (S ShowSquare)),
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Fig. 2. Design UIA and UIC

(ShapeFrame, SValRspndr, (S DisplayShape)),

(FileMenu, Container, ()),

(QuitMenuItem, ActCtrl, (I QuitApp)),

(QuitBox, ActCtrl, (I QuitApp)),

(MinBox, ActCtrl, (I MinWindow)),

(MaxBox, ActCtrl, (I MaxWindow))

From the presentation models we can derive the following:

S Beh[UIA] = {S ShowCircle,S ShowSquare,S DisplayShape}

I Beh[UIA] = {I QuitApp}

S Beh[UIC1] = {S ShowCircle,S ShowSquare,S DisplayShape}

I Beh[UIC 1] = {I QuitApp, I MinWindow , I MaxWindow}

Comparing these sets shows us that:

UIA ≡SysFunc UIC1

I Beh[UIA] ⊆ I Beh[UIC1]

That is, UIC meets the requirements we have described for maintaining contractual

utility and in that respect might be considered a correct refinement of UIA.

4.2 Less Abstract Widgets

For widget abstraction we are not concerned with behavioural properties, but rather

the category of, or actual, widget used. We have given an example of one part

of the widget category hierarchy in Figure 1. Similar hierarchy trees exist for

EventResponders and Displays.

For a widget description, becoming less abstract means moving down the relevant

hierarchy tree from the current position. As long as the previous category given is

a parent node of the new category then we have correctly refined that widget. It is

also acceptable for the widget category to remain unchanged (as we may already be

at a leaf node describing a particular widget or may have refined some other part

of the UI and left some widgets unchanged.) We need only ensure that if a widget

category has changed that we have not become more abstract (i.e. moved up the

tree) or that we have selected a widget category which is not a child of the previous

one, i.e. become incorrectly less abstract.

8
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In the example given in Figure 2, UIA has standard buttons whereas UIC1 has

radio buttons. As both of these are examples of ActionControls this is a satisfactory

refinement. If, however, we were to produce a design which uses a slider to control

the chosen shape then we would say that this is not a satisfactory refinement as a

slider is an instance of a SingleValueSelector , which is not a child of ActionControl .

This is an example of using the hierarchy and refinement to support design

guidelines by avoiding inappropriate use of widgets. The GNOME Human Interface

Guidelines [8] for example, describe the correct use for a slider as:

“... to quickly select a value from a fixed, ordered range, or to increase or decrease

the current value.”

This is not the intention of the control as used to select discrete shapes. Using

the hierarchy trees to support refinement allows us to avoid such incorrect usage

without the need to refer to the guidelines, and additionally may support more

inexperienced designers in this area.

4.3 More Defined Appearance

This concept relates to the position and style of the widgets as well as the overall

layout appearance (such as background colours, window size etc.). These are the

low-level details of the UI which are not included in the presentation model and so

we cannot use these, or PIMs, to check that a UI is more defined than some other

UI. However, in cases where the only refinement said to have taken place is that of

defining appearance, we can check, via the presentation model and PIM, that this

is really the case.

For example, if we have reached a satisfactory final design (perhaps using a

support tool such as Visual Basic) and wish to then implement it in some other

target language we may expect some of the visual details to change, but not the

behaviour. For small examples we may be able to check this by inspection, but

for any non-trivial UI we can do this by ensuring that the two UIs are functionally

equivalent, i.e. the sets of all behaviours in the presentation models are the same,

and therefore ensure our final UI correctly implements our ealier design.

4.4 Maintaining Usability

Although presentation models and PIMs were originally developed with the inten-

tion of incorporating UI designs into a formal software development process, they

can also be used to check for desirable design properties of UIs relating to usabil-

ity concerns (some examples of this are given in [5]). These are the same sorts of

properties we are interested in when we talk about maintaining usability. In order

to ensure that a user’s experience of using the UI does not get worse we need to

make sure that the level of usability we had in our earlier UI (as defined by the

desirable properties) is the same, or better, in the new UI. That is, we should not

introduce any usability problems where they did not exist before. This does not, of

course, take into account the idea of subjective satisfaction. It may be that a user

prefers the previous UI because of familiarity, aesthetics, or some other reason. We

are concerned here only with impersonal, measurable usability concerns.
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One way in which we can test for maintenance of usability is by examining

some of the conditions we can test for using PIMs, such as reachability and lack of

deadlock. If we have a UI which produces a PIM with strong reachability (by which

we mean any state can be reached from any other state) and no deadlock, then we

expect that these properties will be preserved in the PIM of the new UI, or we say

that usability has not been maintained.

To demonstrate this consider another possible UI for the shape application which

we give in Figure 3. The presentation model for UIC5 is:

Fig. 3. Design UIC5

UIC5 is MainWin : SquareWin : CircleWin

MainWin is (SquareCtrl, ActCtrl (I OpenSqrWin, S ShowSquare))

(CircleCtrl, ActCtrl, (I OpenCrcWin, S ShowCircle))

(MinCtrl, ActCtrl, (I MinWindow))

(MaxCtrl, ActCtrl, (I MaxWindow))

(FileMenu, Container, ())

(QuitMI, ActCtrl, (I QuitApp))

SquareWin is (ShapeFrame, SValResponder, (S ShowSquare))

(CloseBox, ActCtrl, (I OpenMainWin))

CircleWin is (ShapeFrame, SValResponder, (S ShowCircle))

(QuitButt, ActCtrl, (I QuitApp))

The PIMs for both the original design, UIA from Figure 2, and UIC 5, are given in

Figure4. The PIM for UIA is straightforward as there is only one PModel in the

presentation model, so the relation R is simply:

1 7→ UIA

1 is both the start state and final state. The PIM for UIC5 has three PModels,
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Fig. 4. PIMs for UIA and UIC5

leading to a relation R which is:

1 7→ MainWin

2 7→ SquareWin

3 7→ CircleWin

1 is the start state, and both 1 and 3 are final states.

The PIM for UIA consists of a single state and so we can be immediately satisfied

that it has strong reachability and no deadlock. If we look at the PIM for UIC5

we can see that we maintain the deadlock-free state (as we can always reach a final

state), but we no longer have strong reachability. It is not possible to reach state

2 from state 3. We cannot therefore say that the new UI maintains usability as it

has more restrictions on the availability of behaviours than the previous UI. This

breaks our requirement and so we state that UIC5 does not maintain the usability

of UIA and is, therefore, not a suitable refinement.

5 Summary of Informal Refinement Description

We have shown how we can use standard refinement concepts, such as contractual

utility and reduction of abstraction, to consider refinement of UIs and designs. We

have also shown how we can use presentation models and PIMs to examine some

of the properties of UIs which relate to these concepts. In order to move on and

formalise refinement for UIs we must consider the following: What can we formalise?

How can we formalise it? What will we achieve by this?

There are some things we have identified as being desirable for UI refinement

which relate to parts of the UI not covered by the models. For example, visual

aspects of making appearance less defined (by deciding on colour schemes, appear-

ance styles etc.) cannot be checked using presentation models or PIMs. The formal

models are concerned with behavioural aspects of UIs, types of widgets of UIs (by

which we mean their category) and dynamic movement within the UI, which de-

termines availability of behaviour. If we wish to create a formal definition of UI

refinement based on our existing models we must accept that there will be some

limitations.

We could argue that those things which we cannot test for are not important

considerations, and that the functionality of a UI is the same regardless of whether

its background is blue or yellow for example. However, we are mindful that usabil-

ity considerations are important, and these are things which may be affected by
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aesthetic decisions. We accept that these remain outside of our work and maintain

our belief that our methods should be used in conjunction with more traditional de-

sign methods, which includes usability testing designed to ensure we do not reduce

usability.

We will then formalise the properties which are captured by the models, namely

maintaining contractual utility by ensuring equivalence of S Behaviours and a sub-

set relation for I Behaviours; reducing abstraction by correctly refining widgets

based on the category hierarchy trees; maintaining usability by ensuring we do not

increase or introduce deadlock or reduce reachability.

For the remainder of this paper we will focus on the first of these, maintaining

contractual utility, and discuss ways of formalising this.

6 Formalising Maintenance of Contractual Utility

We must first decide which language or notation to use to describe our refinement

rules. In our earlier work on presentation models [4], we showed how they can be

integrated with system specifications using the Z language [1]. We reiterate here

that we do not want to try and describe our UIs as part of a Z specification (for

the reasons we have outlined concerning how UIs are developed), but we recognise

that it may be a useful language to help provide a basis for our refinement theory.

However, rather than trying to use Z to describe the desired properties of the formal

models, we will use a related language which has several advantages over Z, most

notably a visual appearance which is more intuitively acceptable as a notation for

UIs.

The language we will use is µCharts. 3 µCharts is a visual, Statechart-like lan-

guage used for describing reactive systems, which has both a logic and a refinement

theory [9], [14]. The language is visually represented by µcharts which are modular

in nature, that is, they can be composed together or embedded within states of

some other µchart. This ability to compose charts together and the existence of

a monotonic refinement theory for such composed charts is one of our reasons for

choosing the language.

In general we will not want to model entire UIs as µcharts, as not only does this

lead to complex and unwieldy visual representations due to the amount of detail of

the UI, but it goes against our desire to keep the formal models we use as simple

as possible and as closely related to the designs we are dealing with. What we can

do, however, is model the PIMs of our UIs as µcharts (it can be shown via simple

examples of total UI models in µCharts that this abstraction is in fact the same

thing). That is, the total behaviour exhibited in a full UI model is the same as that

exhibited by a correctly described PIM.

By modelling a UI and system pair as a composed µchart we can not only check

our informal requirements of functionality equivalence and subset inclusion, but we

can also examine how this relates to the monotonic refinement rules for µCharts

and what else this may tell us about UI refinement in particular and refinement for

interacting systems in general.

3 With a capital ‘C’ it is the name of the language whose primary objects are µcharts (lowercase ‘c’)
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7 Composing the UI and System

Returning to our earlier example of the simple shape application, we now show how

we would model this along with related parts of the underlying system as a composed

µchart. In Figure 2 we presented a UI design for a simple shape application, UIA.

We now give the composed µchart for the PIM of this UI, along with the underlying

system, in Figure 5.

ShapeUIA

ShapeUISShowCircle/DrawCircle

SShowSquare/DrawSquare

ShapeSystem

Init ShapeIsCircle

ShapeIsSquare

DrawCircle/

DrawSquare/

{DrawCircle,DrawSquare}

{SShowCircle,SShowSquare} {}

Fig. 5. Composed Chart for Shape Application

Because we want the user to interact only with the UI, and not directly with

the underlying system we constrain the external signals which are visible to the

chart using input and output interfaces. The set of signals given in the rectangle at

the left hand side of the chart, {SShowCircle, SShowSquare}, represent the input

interface to the chart. Only signals in this set will be accepted from the environment

(by which we mean from outside of the chart and for our considerations we can

imagine this to be the user) and responded to by the chart. The set of signals

given in the rectangle at the right hand side of the chart (which in this example

is empty) represents the output interface. Only signals in this set will be visible

outside of the chart. The rectangle at the bottom of the chart contains the set

of signals which the two parts of the composition can use to communicate with,

{DrawCircle, DrawSquare}.

The behaviour of the described system then is that it starts in the states repre-

sented by a double-lined oval, that is the top chart starts in the ShapeUI state and

the bottom chart starts in the Init state. If the signal SShowCircle is seen on the

input, then the top chart makes a loop transition and remains in the ShapeUI state

and outputs the signal DrawCircle. Feedback in µCharts is instantaneous, so at

the same time the bottom chart sees the DrawCircle signal and makes a transition

to the ShapeIsCircle state. Similarly, if the SShowSquare signal is input when the

charts are in their initial states then the transitions to ShapeUI and ShapeIsSquare

are made. For this example we assume the do nothing semantics of µCharts where

nothing happens if a signal appears for which there is no defined behaviour.

The meaning of a µchart is given in the underlying logic by way of a transition

model, which we simplify here as being the disjunction of all possible transitions
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of the chart (including a special do nothing transition). In [14] Reeve presents two

alternative views of refinement, one based on traces and an equivalent notion based

on partial relation semantics. For simplicity and brevity we will talk about trace

refinement in this paper.

8 Trace Refinement

When we talk about the traces of a µchart we mean the sequences of input and

output sets of signals that model the behaviour of the described system. It is

an abstraction of the state-based view and considers only the interactions of the

charts and as such it fits neatly with our PIM description of the UI which is a

similar abstraction. As an example, consider again the chart given in Figure 5. One

possible pair of sequence of traces for this chart is:

(〈{SShowCircle}〉, 〈{}〉)

another possibility is:

(〈{SShowSquare}〉, 〈{}〉)

where we just happen to have singleton traces. In fact, because we are following

the do nothing semantics for µCharts we can say that there are exactly two possible

traces which are:

(〈{SShowCircle}, ǫ 〉, 〈{}, ǫ0 〉)

(〈{SShowSquare}, ǫ 〉, 〈{}, ǫ0 〉)

where ǫ represents any sequence of input sets with elements drawn from SShowCircle

and SShowSquare and ǫ0 represents the corresponding sequence of empty output

sets.

There are two distinct types of refinement in µCharts. The first is behavioural

refinement, where we remove nondeterminism from a chart by redefining its be-

haviour, the second is interface refinement where we change the input and output

interfaces. We have already commented on nondeterminism and so it may appear

that behavioural refinement is not an important part of our considerations, how-

ever when we come to consider the composed chart as a whole (where one part of

the composition represents the underlying system which may be nondeterministic)

we cannot ignore it completely. Of more interest for the UI part of the composi-

tion, however, is interface refinement. Changing the input and output interfaces

changes the ways in which the environment can interact with the chart, which for

us means changing the ways a user interacts with the UI. We will show that this in

fact gives us exactly the same restrictions we have described on how we can change

I Behaviours and S Behaviours.

The definitions for input refinement (≈I) and output refinement (≈O) are:
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For arbitrary charts A and C

C≈I A =def ∀ i ; o • (i⊲(inC ), o) ∈ [[C ]] ⇔ (i⊲(inA), o) ∈ [[A]]

∧ outC = outA
C≈O A =def ∀ i ; o • (i , o⊲(outC )) ∈ [[C ]] ⇔ (i , o⊲(outA)) ∈ [[A]]

∧ inC = inA

where i⊲inx restricts the range of the sequence i to the signals in the set inx and

similarly for o⊲outx . So, informally we can say that interface refinement holds when

all (restricted) sequences of traces of the refined chart are traces of the original

chart. For simplicity we can consider [[A]] as the set of all traces of the chart A.

8.1 Example

Returning again to our simple shape application and the possible UI designs for

that system we will give an example of using trace refinement. In Figure 2 we gave

two possible UI designs for the shape application, UIA and UIC1. In Figure 6 we

give the µcharts for the PIMs of these designs.

Fig. 6. Sequential Charts for UIA and UIC1

Note that there are no explicit interfaces defined for these charts, this is a syn-

tactic shorthand for a chart where every signal is in the interface, that is there is no

filtering or restriction taking place. So the respective interfaces for these two charts

are:

inA = outA = {SShowCircle,SShowSquare,DrawCircle,DrawSquare}

inC1 = outC1 = {SShowCircle,SShowSquare,DrawCircle,DrawSquare, IMinWin,

IMaxWin}

In our earlier discussions on contractual utility we had stated that UIC1 was

an acceptable replacement for UIA as it had equivalent system functionality and

the UI functionality of the original design was a subset of that of the new design.

We now consider the traces to see if we can likewise deduce a refinement. At

first glance it appears that there will be a problem with this refinement as there is a
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trace of ShapeUIC1 which is not a trace of ShapeUIA, namely (〈{IMinWin}〉, 〈{}〉).

However, recall that it is the restricted traces we are interested in, therefore for a

trace (i, o) which is (〈{IMinWin}〉, 〈{}〉) we need to consider if (i⊲inShapeUIA
, o)

∈ [[ShapeUIA]]. If we apply the restriction we are left with the trace (〈{}〉, 〈{}〉)

which is a trace of the chart ShapeUIA. Similarly we can show that all (restricted)

finite sequences of i ’s and o’s which are traces of ShapeUIC1 are traces of ShapeUIA

which satisfies the requirement for ≈I (proof of this is beyond the scope of this

paper but we hope that the charts themselves are simple enough that the reader

may satisfy themself that this is true.)

9 Monotonicity

We stated earlier that the nature of trace refinement for µCharts reflected the

strictness on the conditions we had placed on contractual utility with respect to

S Behaviours. So far we have looked at an example of input interface refinement

where no such conditions are necessary, however if we now return to the composed

µchart we presented in Figure 5 we can start to understand why this is true.

One of our reasons for looking at UI refinement in terms of µChart refinement

was an attempt to define UI refinement formally in a way which would also provide a

monotonic refinement with respect to the composition of UI and underlying system.

By this we mean that any refinement of one part of the composition implies a

refinement of the specification as a whole.

In his description of refinement for µCharts [14], Reeve shows that the com-

position of µcharts is monotonic with respect to refinement, but requires certain

side-conditions to hold. Of most interest here is the second side condition given,

which states that for arbitrary composed charts A = (A1 || B) and C = (C2 || B)

it is necessary that outA1 ∩ Ψ = outC2 ∩ Ψ where Ψ is the feedback set the charts

communicate on. If we were permitted to add or remove S Behaviours from our

UI then we would be unable to meet this side condition.

Returning once more to our example in Figure 5, removal of any S Behaviours

(which are represented in the composed chart by output signals from the UI chart

which are in the feedback set) will change the feedback set and hence change the

intersection between feedback and outputs of ShapeUIA. Similarly if we were to

increase S Behaviours (for example we might add a transition to ShapeUIA which

responds to the input signal SShowTriangle and outputs DrawTriangle) it would

increase the feedback set and therefore also change the intersection. Of course, we

could always omit the new signal from either the feedback set or the output of

the chart which would ensure that the intersection between outputs and feedback

remained the same, but this would give a nonsensical specification which exactly

highlights the problem of adding S Behaviours to UIs where there is no correspond-

ing system operation.

10 Conclusions

In this paper we have discussed the idea of refinement for UIs and shown how we

can develop an informal view of this based on traditional notions of refinement. We
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have then shown how we can use a language such as µCharts to begin to capture this

formally. This work should not be seen as yet another attempt to apply some formal

method or model to UI design, but rather another step in our aim of incorporating

real-world UI design techniques into a formal software development process.

We have explained why we need such a refinement description for UIs, in order to

ensure that the properties and guarantees we have made about the early designs are

maintained when we implement those designs. We have also described a number of

different views of refinement based on traditional notions for system refinement and

shown how these may be applied to UIs. This has enabled us to develop an informal

notion of refinement which links these traditional views with the characteristics of

UIs we consider important and which we can capture using presentation models and

PIMs of UI designs. We have briefly discussed the idea of describing systems and

UIs in composition and introduced a way of doing this using the language µCharts.

Finally we have taken one view of refinement for µCharts, trace refinement, and

shown how this can capture one part of our consideration of refinement for UIs,

namely contractual utility.

This work gives us a foundation to move forward and complete the formal de-

scription of UI refinement within the context of the µChart language. The next

step is lift this refinement back into the partial relation semantics of µCharts and

extend the parts of UI refinement which we are considering. We also need to exam-

ine all of the side conditions required for monotonicity of refinement for composed

µcharts and consider their implications on our work. We keep in mind our original

aim, which was to find a way of allowing UI designers to develop and design UIs in

ways which are practical and intuitive (keeping in mind good design and usability

concerns) and at the same time enable formal practitioners to include such designs

into a formal software development process consisting of specification, verification

and refinement. We believe the work described in this paper is another step forward

for this aim.
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Abstract

Formal methods have been used successfully to investigate and develop various aspects of interactive sys-
tems. While the benefits of applying unambiguous, verifiable techniques are well-known, there are limit-
ations. Applying full formalisation requires a significant investment of time and resources and this may
be inappropriate for interfaces being developed in an exploratory manner. Lightweight formal methods
approaches are an attractive alternative, offering the benefits of a formal basis but allowing for partial
specification and partial analysis. This paper investigates a simple interactive system (a cash dispenser ma-
chine) using the Alloy structural modelling language. Using an exploratory, interactive approach, a series of
models are developed and used to demonstrate how functional and user-related aspects of the system may
both be incorporated and checked at an early stage of development. Finally, we reflect upon the process of
using Alloy to develop models and discuss some observations regarding the nature of the modelling activity
and the way in which users interact with the formal methods tools themselves.

Keywords: Formal methods, Alloy, interactive system, post-completion errors.

1 Introduction

Use of interactive computer systems now permeates society. Increasingly, reliance

is placed on systems which are directed by a human operator, often together with

one or more automated controller. This can be seen in a wide range of applications,

from highly safety-critical domains such as avionics, to less hazardous yet extremely

important areas of everyday life such as banking and e-learning. The correct oper-

ation of such a system depends not only on the functional behaviour of the system,

but also on the actions of the human operator and the interactions of both human

and automatic controllers with each other and with the underlying system.

Various means of modelling computer systems have traditionally been employed,

and more recent work has sought to extend the analysis by including a specific

model of user behaviour as a basis for investigating the effect of different patterns

1 Email: rboyatt@dcs.warwick.ac.uk
2 Email: jane@dcs.warwick.ac.uk

This paper has been presented at the
2nd International Workshop on Formal Methods for Interactive Systems

URL: http://www.dcs.qmul.ac.uk/research/imc/hum/fmis2007/

35

mailto:rboyatt@dcs.warwick.ac.uk
file:jane@dcs.warwick.ac.uk


of interaction. This has been done in a variety of ways and with a number of

different purposes in view. At one level, a user model can represent a specific view

or belief that a user might have about a given system. This may well relate to a

known human disposition to certain behaviour or belief. For example, a good deal of

work has been carried out on the topic of mode confusion (incorrect user behaviour

caused by confusion over the current internal state of the system). Identification and

formalisation of a range of design criteria related to mode confusion was carried out

by Leveson et al [14]. The power of formal analysis has been demonstrated in further

work on this topic, for example by Rushby [17], who used Murφ to formally specify

and automatically check both system and user behaviour. Buth [5] developed a

different approach to this scenario by using CSP to model the two aspects as CSP

processes. The FDR refinement-checking tool can then be used to discover whether

the parallel combination of these processes refines a required property.

Another approach to modelling user behaviour is to provide a generic description

of the cognitive processes which underlie users’ interactions with a system. This

work is strongly linked to the area of cognitive psychology in which generic models of

mental processes have been developed. Formal methods have also been used in the

investigation of these more general models. Examples of this approach include the

syndetic modelling (bringing system specification and cognitive model together) of

Duke and Duce [9]; Bowman and Faconti’s use [3] of process calculus and temporal

logic to formalise and explore a particular cognitive model; the work of Curzon et

al [8] which investigates cognitively plausible behaviour with respect to an abstract

cognitive model.

1.1 Some pros and cons of formal methods

The benefits of using formal methods for interface development are the familiar ones

of applying unambiguous, verifiable techniques in general. Interactions between

controller and system, and the interplay of different controllers, can be hugely com-

plicated. Use of a notation which can formally specify these interactions allows

the developer to check for the possibility of certain behaviours or of reaching cer-

tain system states. The value of applying formal methods in this context is clearly

demonstrated by Rushby’s work [17] on an avionics example which not only detects

the initial error scenario but also predicts further problems caused by attempts to

fix the original. In a safety-critical area such as this, investment in error-prevention

techniques is vital. Again, in the formalisation of generic cognitive models, the

use of formal notations provides a systematic means of describing a detailed and

subtle model and of bridging the gap between the system and the cognitive model

to enable meaningful analysis within a unified framework. Other work has used

further methodological features which are available when a formal specification has

been developed. For example, Bowen and Reeves [2] explore the use of refinement

in generating prototype GUIs as refinements of the specification.

Despite the advantages, there can also be resistance to the use of formal meth-

ods. Again, the same problems which are raised concerning their use in general

are also relevant to applications in interface design. Applying a full-strength formal

technique requires investment in skilled staff and training. This may be acceptable

for critical systems, but is likely to deter the application of such techniques in less
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sensitive areas, even though there may be a high level of interaction. To develop a

specification to the point where it provides a useful model of the system, the auto-

mated controller, or the human agent may represent a significant amount of work,

yet this may be necessary before it can be properly explored and analysed. However,

some of the concepts involved in interface design are likely to be experimental and

the opportunity to explore the effect of particular decisions in a speculative way

could be extremely useful.

A number of authors (for example [14,9]) stress the importance of developing a

readable specification which can be understood by the variety of professionals who

may be involved in a project. An understandable notation is needed to assist in

developing “good” specifications (an interesting concept in itself) and in facilitating

communication between all contributors. Some sort of bridging notation may be

needed to achieve this. Further, feedback from automated checks must be inter-

preted by humans. In addition, some aspects of interactive system behaviour may

be best explored by a combination of formal and empirical techniques.

Another consideration is the nature and descriptiveness of the formalism itself.

Some approaches lend themselves naturally to expressing and solving particular

types of problem. For example, much of the work concerning controller interaction

has been carried out using a state machine approach which can capture the discrete,

behavioural nature of control systems and which is amenable to automatic model

checking. On the other hand, a more general descriptive state-based approach may

be preferable for describing general properties of the system or abstract qualities

of a cognitive model. Concerns such as the need to align different views represent

challenging areas of on-going computer science research.

1.2 Lightweight formal methods

Work using formal methods for interface design has so far concentrated mainly on

the use of traditional methods. However, there are developments in formal methods

research which offer an alternative approach. This may provide a way forward with

the requirement to develop and investigate interfaces in a more exploratory and

experimental way. Lightweight formal methods are intended to provide a formal

basis for investigating limited aspects of system behaviour. The term has some-

times been applied to the partial application of a broader method. For example,

Easterbrook et al [10] describe three case studies in requirements modelling in which

formal methods were applied selectively to provide limited information which could

be fed back into the design process. The suitability of this type of approach at the

requirements stage is emphasised by Agerholm and Larsen [1] who use VDM tools

designed for lightweight application.

In addition to this, specific methods have emerged which are themselves “light-

weight” by nature. The concept of such a method is set out by Jackson and

Wing [12] who emphasise the differences between this and a more traditional ap-

proach. They characterise the respects in which a lightweight method will be limited

in its scope as: partiality in language; partiality in modelling, partiality in analysis

and partiality in composition. The trade-off here is that a formal basis can be used

to provide automatic feedback in a more focused way in order to direct an ongo-

ing development. Tools can be used by developers who are not necessarily formal
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methods experts and may provide a more “programmer-friendly” interface. Such

approaches are likely to be used much earlier in the development process to explore

requirements and to validate aspects of an evolving specification.

The lightweight methodology may seem to go against the grain of the traditional

approach to formal methods. However, a more limited scope can be very effective

at, for example, providing counterexamples which expose design flaws. It does not

promise full verification or full system coverage. One notable lightweight approach

is Alloy [11] and this is the notation used in the investigations below.

These developments in formal specification to some extent reflect changing prac-

tices in the software industry. A trend in modern software development is towards

the use of agile development methods which accept and account for the evolutionary

changes necessary in system development. In contrast to traditional approaches,

agile techniques allow a greater degree of flexibility and capacity for exploratory

development. However, such exploration is both expensive and cumbersome to per-

form with implementations – the mechanisms and irrelevant details of the program-

ming language complicate matters considerably. Implementation details introduce

irrelevant concerns and an unnecessary level of complexity that could be avoided by

focusing on the requirements and initial specification. Lightweight formal methods

allow for easier exploration of a specification.

1.3 Aims of this paper

This paper investigates aspects of formal interface specification, considered particu-

larly from the perspective of a lightweight approach. The notation used is Jackson’s

Alloy language which combines a capacity for general state description with beha-

vioural exploration. It is supported by the Alloy Analyser which uses powerful

SAT-solving techniques to check properties across a limited state space.

We report on the development of a series of models in Alloy to investigate how

successfully various properties of interest in an interactive system may be repres-

ented and checked by the analyser. The subject area of the models is not in itself

new, but is used as a vehicle to explore the possibilities for interface modelling with

a lightweight approach and to identify issues for further discussion and research.

We take the example of a simple cash machine as the basic specification and,

in several stages, explore the way in which it can be defined and checked both for

general functional flaws in the specification itself, and for some possible interface

problems. In particular, we chose the “post-completion error” property as an ex-

ample of a general, abstract property which has been identified as a cognitive pitfall

that can give rise to systemic error. This has already been formalised and checked

using formal techniques, for example in HOL by Blandford et al [7,8]. However, the

purpose of our work is to see how such a property can be checked using a lightweight

approach in an on-the-fly manner within a developing specification. In addition, we

consider how the model can be adapted and developed to explore different patterns

of interaction.

The discussion section considers the appropriateness of the method to invest-

igating these properties, discusses issues arising from the experience and indicates

areas which this case study has indicated would be suitable for future work. In ad-
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dition, it is used as an opportunity to discuss a slightly different cognitive aspect of

the work, that is, the experience of the user in working with the modelling notation

itself, and the way in which formal methods tools, as interactive systems, influence

user behaviour. Just as general classes of erroneous user interaction emerge in the

study of general interactive systems, so classes of “interaction” error are observed

when working in an interactive way with the Alloy analyser.

2 Modelling in Alloy

The Alloy language [11] developed by Daniel Jackson is inspired by the state-based Z

notation [18]. It allows the user to express complex structures and constraints using

a relational language, combining first-order logic with relational calculus. However,

the syntax of the language is specifically designed to be accessible and understand-

able, thus facilitating the development of formal models in a notation more recog-

nisable to non-specialists. At one level, models will appear familiar to those used

to object modelling, and comparison may be made to UML’s Object Constraint

Language [15].

Basic structures in the model are described using signatures. These introduce a

named set of basic “atoms” together with relations which provide additional inform-

ation about the relationships between them. Logical expressions constrain further

the possible instances of a model. They are also used to define operations by de-

scribing the state change associated with the operation. This allows the specifier to

capture an operational view of the model’s dynamic behaviour and traces can be

defined and explored in the system.

The Alloy language is compact, yet still provides an expressive and flexible

modelling notation the usefulness of which is demonstrated by a growing body of

case studies (such as [19]). There is no single methodology to which modelling must

conform, and hence a variety of different paradigms may be used.

Properties of interest can be expressed as logical predicates which can be checked

using the Alloy Analyser. This tool (available from the Alloy website 3 ) can be used

to find, if possible, an instance of a given property which satisfies the definitions

of the model. The analyser works by employing SAT (propositional satisfiability)

solving techniques to identify an appropriate instance. To make this analysis pos-

sible, a limit must be placed on the size of the model’s state space. Hence, when

checking a property, the user provides direction as to the size of the signatures to

be checked. If an instance is found, satisfiability is demonstrated. If not, the con-

clusion must be that the property is unsatisfiable within the scope checked. This

obviously does not prove a property for all possible cases as theorem proving would,

but it does provide a quick, automatic way of exploring specifications and generat-

ing counterexamples. Many errors and flaws in logical thinking can be exposed by

counterexamples generated from a very small state space.

There are obviously limitations to the approach: this is recognised in the concept

of a lightweight formal method. The following sections describe the way in which

we have used the language and the analyser to explore ways of specifying and

3 http://alloy.mit.edu/
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investigating the development of functional specifications in which considerations

of cognitive behaviour are incorporated right from the start.

2.1 A basic model

As an example we consider a simple cash machine, or automatic teller machine

(ATM), whose primary function is to automatically dispense cash to customers

but may provide additional functionality such as balance enquiry. Performing any

financial transaction is dependent upon a customer’s ability to successfully authen-

ticate themselves to the ATM. We will model an ATM that allows a customer to

both query their account balance and to withdraw cash from their account. It is

necessary to model the means by which the customer will authenticate and as a con-

sequence we must consider the insertion of a bank card and PIN entry. Our model

must be capable of examining the behavioural properties of the ATM to capture

the interaction between customer and the user interface.

Signatures are one of the essential constructs of the Alloy language and are used

to represent a set of objects. The ATM example initially declares the signature

ATMState which will be used to represent the state of the ATM machine. Next,

several other signatures are declared, all of which extend ATMState. Note that

the ATMState signature is declared with the abstract keyword to ensure that any

ATMState is one of AwaitCard, AwaitPin, AwaitInst, RemCash or RemCard.

abstract sig ATMstate {}

one sig AwaitCard, AwaitPin, AwaitInst,

RemCash, RemCard extends ATMstate {}

sig ATM {

card : lone Identifier,

pin : lone Identifier,

state : one ATMstate,

balance:Identifier -> one Int,

op:OP

}

Signatures have an optional body of a collection of relations called fields, each

with a fixed type. The body of the signature ATM consists of several fields used

to represent the current state of the ATM machine. For example, the first field

in the ATM signature defines a relation labelled card which connects ATMs to

an Identifier. The field balance is a relation connecting ATMs to Identifier to

Integers. Note the presence of the multiplicity prefixes , such as lone and one,

in relation declarations and used to introduce constraints onto the relations. For

example, the state relation means that each ATM has exactly one ATMstate.

Predicates are constraints upon the model and can be used to model the dynamic

behaviour of the ATM. Using predicates to represent operations we can connect

two possible states of the ATM machine: the before (a) and the after (a’). The

predicate does not describe how to operationally transform one state into another

but describes how the two are related. The model contains several operations,

for example, the entercard predicate defines the relationship between two states:
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Fig. 1. Example of Alloy’s visualisation output

firstly when the ATM is waiting for a bank card to be inserted and then second

after a bank card has been inserted and the ATM is waiting for the PIN to be

entered. We define the state beforehand (AwaitCard) and afterwards (AwaitPin).

The entercard predicate is as follows:

pred entercard [a,a’:ATM, c:Identifier] {

a.state = AwaitCard && a’.state = AwaitPin &&

a’.card = c && a’.pin = a.pin &&

a’.balance = a.balance

}

The structure of the signatures and the use of relations to describe relationships

such as balance demonstrate the way that Alloy can model complex structures and

general system state. In this respect, it is closer to a state-based method such as

Z rather than a finite-state model-checking approach. Specifications can be written

with reference to sets of infinite cardinality such as, in this case, integers.

Even at this early stage the user can ask Alloy to show some example states by

executing a run command. This asks Alloy to generate an instance that satisfies

a given constraint. For example, the following commands direct Alloy to find,

if possible, an instance of the entercard operation. Alloy does not produce a

graphical representation until we direct it to show us a specific instance. The

visualisation output produced is shown in Figure 1:

pred showec [a,a’:ATM, c:Identifier] {

entercard[a,a’,c]

}

run showec for 2

The predicate shown asks for Alloy to find an instance consisting of two ATM states,

a and a’, and an Identifier c which satisfy the entercard predicate above. The

options we provide to the run command indiciate that, when running the showec

predicate, there should be at most two instances of each top-level signature (e.g.

ATM) thereby limiting the size of the instances that can be found.

The model can be further expanded to include operations such as entering a

pin number, requesting cash, taking cash, viewing the balance and returning the
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card. These can be defined in a similar manner to entercard. Clearly, a customer’s

interaction with the ATM will consist of a sequence of the available operations, and

this leads to the consideration of valid traces of operations from a defined initial

state. The Alloy Analyzer features several library modules including a module

util/ordering, used to define a trace of operations by declaring the initial state (with

the init predicate and first function), the next state (with the next function)

and the final state (with the last function). This allows the dynamic behaviour

of the ATM machine to be modelled by considering interactions through a series of

operations. The ordering library module is generic, usable with any signature type

and not specific to this example.

2.2 Checking for post-completion errors

We consider a specific type of omission error called a post-completion error. Post-

completion errors occur when a user achieves their main goal but neglects a sub-

goal. In the context of our ATM example, the user may achieve the stated goal of

withdrawing cash but then forget to retrieve their card, resulting in a completion

error. Determining the required ordering of the goals could be determined through

a task analysis [13].

To capture the completion and non-completion of the goals and sub-goals, we

must first introduce the idea of a transaction. We define a transaction to be a

portion of a trace that begins with a user entering their card into the machine and

ending with the removal of the card. Transactions are defined as follows:

pred transaction {

traces && (AO/last[]).op = OUTCARD &&

OUTCARD !in (ATM - AO/last[]).op

}

OUTCARD represents the operation of the user removing their card from the ma-

chine, so we define this to be the last operation in the trace and prevent it from

appearing any earlier in the transaction. We also declare signatures to represent

our goal (retrieving the cash) and subgoal (retrieving the card). We want to ensure

that all subgoals are met by the time the last primary goal is satisfied. Both the

Goal and Subgoals signature are declared with appended facts, which are used to

state something that must be true about the model.

one sig Goal {goals : set ATMstate} {goals = RemCash}

one sig Subgoals {subgoals : set ATMstate}{subgoals = RemCard}

The appended facts state that the primary goal is reaching the state RemCash and the

sub-goal is reaching the state RemCard. We could, for example, include multiple sub-

goals that might include the printing of a receipt. Checking for the post-completion

property in the model introduces another Alloy construct, the assert command.

Assertions are used to state something we expect to be true as a result of the

model. Examining these assertions with the check command directs Alloy to find

a counterexample. Exhaustive search is possible for a finite state only, so the check

command allows the user to specify the size of signatures to be examined. The

assertion regarding goals and subgoals is as follows:
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assert goalsmet {

transaction => let m = AO/max[state.(Goal.goals)] |

some m => all sg: Subgoals.subgoals | state.sg in AO/prevs[m]

}

This assertion states that within a transaction, all subgoals must have been achieved

in states previous to that in which the primary goal is satisfied. Using the check

command on the first version of the ATM model we are able to find the counter-

example shown in figure 2. By examining the trace we can detect a problem with

the dynamic behaviour of the model. The user has been able to achieve the primary

goal (removing cash) before the completion of a subgoal (removing card). The auto-

matic check reveals that a counterexample to the assertion exists within the limited

scope checked. If no such counterexample had been found it is still possible that

one could exist in a larger scope. The partial nature of the lightweight approach

means that proof of correctness for the general case is not possible. We now explore

the model further to identify the problem.

2.3 Developing and exploring the model

Using Alloy to examine the first version of the model identifies a specific counter-

example (as shown in figure 2). The counterexample is presented as a trace, a

sequence of states that shows the primary goal is achieved before the subgoal has

been satisfied. Although the Alloy Analyzer guarantees to find a counterexample if

one exists, it does not guarantee to find the smallest one or the same one each time.

The user is able (with practice!) to interpret the counterexample with respect to

the model and identify the cause. Alloy advocates and allows for an exploratory

approach towards modelling, encouraging small experiments on models to further

understand and develop them. There are several strategies we can adopt to further

understand the model and the counterexample. We can ask the Alloy Analyzer to

find the ‘next’ counterexample (if one exists) which presents us with further evid-

ence as to the problem. We may execute further complementary checks to aid our

understanding. These may take the form of more specific directed checks to home

in on the root of the problem. The immediacy of feedback allows us to explore a

possible solution in a manner difficult to achieve with full formalisation approaches.

By examining the counterexample generated for the first version of the model

we can see that a trace has been found where the user is allowed to remove their

cash before they have removed their card. This trace is a clear violation of the

stated ordering of subgoals and goals. By examining the trace we can observe that

in ATM2 the current state is AwaitInst (indicated by the ‘(state)’ label in the

diagram). At ATM3 the state is now RemCash and at ATM4, RemCard, showing

that the model incorrectly allows a valid transition (via a cash request operation)

from awaiting an instruction to allowing the user to remove cash, and then into

a state in which removal of the card is expected. To rectify this, an additional

relation, pending, is introduced into the state of the ATM to represent the money

that the user has yet to remove from the dispenser. Modifying the behaviour of

the requestcash predicate ensures that the RemCard state is entered into before

the RemCash state. After introducing these changes we can immediately execute
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Fig. 2. Counterexample trace identifying a post-completion error in the CashMachine model.
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the original check to see if Alloy can now find a counterexample. After introducing

these additional elements, successful execution of the previous checks indicates that

the modified model has no post-completion error within the scope of the analysis.

Two further extensions of the original model of the cash machine were developed.

The first extension removes the requirement for the card to be entered before the

PIN, allowing either to be entered first. This is a relatively simple extension to

the possible dynamic behaviour of the model with, for example, the entercard

predicate modified as follows:

pred entercard [a,a’:ATM, c:Identifier] {

(a.state = AwaitCard or a.state = StartTrans) &&

a’.card = c && a’.pin = a.pin &&

nocashchange[a,a’] &&

(a.state = AwaitCard =>

((a.pin = c && a’.state = AwaitInst) or

(a.pin != c && a’.state = RemCard))) &&

(a.state = StartTrans => a’.state = AwaitPin)

}

Whereas the original predicate only allowed the initial state to be AwaitCard, we

now admit an additional valid initial state, StartTrans, which represents a trans-

action that will begin with the user entering their PIN rather than their card. The

constraints on valid next states must also be modified. Depending on whether the

user has entered their card or their pin first, the predicate to constrain possible next

states is altered to allow AwaitInst or RemCard, and AwaitPin respectively. After

these modifications, we can now re-execute the original post-completion check, to

ensure we have not accidentally reintroduced the error.

A fourth version of the ATM model is another evolutionary step in the develop-

ment of the model. It introduces the ability for the user to cancel their transaction

at any time. This requires the additional of a new predicate, cancel, used to rep-

resent a transaction being cancelled and the ATM returning to the initialised state.

This predicate is as follows:

pred cancel [aa,aa’:ATM] {

noidchange[aa,aa’] && nocashchange[aa,aa’] &&

( (some aa.pending && aa’.state = RemCash ) or

(no aa.pending && some aa.card && aa’.state = RemCard) or

(no aa.pending && no aa.card && init[aa’]) )

}

To account for the new predicate and new CANCEL state we must incorporate

changes into the traces model. Again, we are always able to refer back to the original

post-completion error checks to ensure we have not reintroduced a problem. The

immediacy of feedback with this approach to modelling allows us quickly to explore

avenues of development for a model and also to understand the consequences of

our changes. The process of analysing the model is not a protracted one and can

be performed at any stage making it ideal for models which will undergo repeated

enhancement. The next section will explore the idea that Alloy, and more generally

lightweight formal methods, are well suited to the exploratory and experimental
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development of interactive systems.

Full listings of the cash machine models are available in a separate technical

report [4] covering the development of these Alloy models.

3 Discussion: the Alloy model

The models outlined here demonstrate the possibility of incorporating a cognitive

perspective into an exploration of themes which might arise at the early stages of

development of an interactive system. Other methodologies certainly could (and

have) been used to tackle system specification and interface concerns, but there

are a number of distinctive features of this approach which have become apparent

through this exercise.

With an interactive approach, important ideas can be brought into the frame

right from the start. If analysis of cognitive aspects of interaction is delayed till the

stage when the basic structure of the system has been laid down and the pattern

of the interface is set, any flaws may be difficult to remedy. In this interactive

approach, once a check such as the post-completion predicate has been set up it

can be re-run for each iteration for no extra effort. In a similar way, patterns of

expected or likely user behaviour could be incorporated into the model and their

effect in conjunction with the system specification could be observed.

One notable aspect of Alloy models is the way in which different types of prop-

erties can naturally be accommodated and explored. The expressive power of the

notation allows us to represent some of the important structures of the system in

a natural way. Thus, the idea of user accounts and the effect that a user’s balance

has on their interaction with the machine can be expressed quite naturally. At the

same time, behavioural aspects and trace behaviour can also be explored on the

same model. Both of these views are limited, but provide a quick and easy way of

considering the two aspects. This also means that aspects of user behaviour relat-

ing to either perspective may be explored. For example, the user may have certain

beliefs about the state of the system (such as the current balance for a cash ma-

chine, or the current mode of operation in a flight management system) or they may

interact according to certain patterns (for example, pressing buttons in a particular

order because that is what they have done before).

Although the level of this analysis is fairly basic, it does raise some interest-

ing general questions about the specification of interactive systems and the role

of formal methods. Most “heavy-duty” formal methods observe a system from a

particular perspective. For example, much work on controllers uses a finite state

machine approach which is amenable to model checking, and this has been very

effective in exposing errors of interaction. The tendency is to separate out issues

of the interface from the functional specification, considering interaction separately

from the internal complexity of the actual system. This is excellent for providing

a separation of concerns and for obtaining tractable representations to check for

certain properties. However, two issues emerge.

Firstly, errors arising from cognitive behaviour may relate to either or both of

the observational perspectives. For example, a mental model which is based on

a misunderstanding of the system state may result in user action which causes
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deadlock. In order to take account of such things, a specification must be able to

reconcile both perspectives. Otherwise, the notation we use may limit the errors

that can be detected. This leads to the second point. Formal descriptions of inter-

active systems which separate out different views of the system need to be able to

explain how these different views are formally related. In general, this may not be a

simple task. For example, work such as that by Schneider and Treharne [20] which

combines B abstract machine system descriptions with CSP controller specifications

clearly outlines the complexity of integration. However, without a formal basis for

integration, the possibility of additional errors is introduced. Further, an under-

standing of the theoretical integration of different perspectives does not necessarily

explain what constitutes compatibility between different views. In order to decide,

for example, whether the model of a controller is “consistent” with a specification

of the underlying system we need to understand what that relationship actually is.

Is the view of a controller or interface in some way refined by (an abstraction of)

the actual system? Formal methods research such as that of Reed et al [16] indic-

ates that subtle relationships may be involved in expressing suitable compatibility

requirements.

These issues go far beyond the use of a single lightweight notation and the explor-

ation of a few simple properties for one small example. These wider considerations

have been prompted by working in an environment where ideas may well be at a

“planning stage” and clear demarcations are not appropriate. We have certainly

found Alloy’s claims of suitability for deployment at an early stage to be well foun-

ded. Rapid feedback from the analyser in finding counterexamples and exposing

flaws allowed development to proceed in a manner which has some similarity with

the rapid prototyping approach to code development. Erroneous thinking could

be quickly exposed and the ideas fed back into the process. Incorporating at this

stage ideas of good practice derived from cognitive research means that such con-

siderations can quite naturally become part of the early design process. This seems

to have advantages over waiting until fuller system and interface specifications are

available, where verification may be more costly and in which the correction of errors

may already be an involved and non-trivial task. This type of approach, which does

not require large upfront investment in training or in developing full specifications

and which can provide automatic feedback without any need for user-directed proof,

also seems much more likely to be acceptable in areas where high dependability is

not such an issue. Interactive systems in these areas may benefit greatly from a

lightweight approach both to formal methods and to issues of cognitive psychology.

Some authors, such as Butler et al [6] in their work on mode confusion, stress

the need to involve end users and experts in human factors as part of the modelling

process. This has tended to involve rewriting the model in a more approachable

notation or providing a mock-up system from the specification. This introduces

another layer of indirection and possible source of error. Alloy’s approachable syntax

and the feedback that can be provided by the analyser may provide hope that

interaction could take place more directly with an actual formal model. However,

this is perhaps overly optimistic as our experience of observing students working

with Alloy models seems to indicate. This issue is explored further in the following

section.
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4 Discussion: writing specifications

The experience of using Alloy and of developing the models proved to be as in-

structive as the exercise itself. This aspect was not something we had foreseen as

emerging from a modelling exercise, but the experimental nature of model building

with Alloy provides some interesting, if troubling, reflections on the specification

activity itself. A further perspective on this has been provided by our work with

students.

Using the Alloy analyser can be a somewhat frustrating process. There is cer-

tainly a degree of skill required in adjusting the display settings to avoid a confusion

of spaghetti lines, and thought is required to understand the feedback provided.

However, this is to be expected as part of learning to use a new system. More

worrying is the fact that checks on quite simple models all too often result in unex-

pected counterexamples. In fact, this happens with such depressing regularity that

the reaction may often be (as frequently encountered in student laboratory sessions)

to think that the tool is wrong. Sadly, it is almost invariably the user’s fault. As

Jackson says:

Then the sense of humiliation sets in, as you discover that there’s almost nothing

you can do right. What you write down doesn’t mean exactly what you think it

means. And when it does, it doesn’t have the consequences you expected. [11,

pXIII]

Modelling without feedback does not subject our ideas to the exacting scrutiny that

happens when code is compiled and tested. Of course, proving properties of a formal

specification is one way of exploring it and demonstrating that it has “correct”

behaviour. However, many errors discovered when using Alloy relate to validation,

that is, to building “the right program”. By seeing the examples it generates, the

user realises that they have not modelled the system they had in mind. Or perhaps,

the requirement is only articulated as a result of behaviour viewed in the model.

Verifying a property of a specification is only helpful if it specifies the system we

want. A range of errors to do with validation were observed. Some were due to lack

of clarity over what the system should do or even from something as basic as a cut-

and-paste error. However, some were directly to do with a misconception over the

formal notation. That is, the user has a correct mental model of what the system

should do and believes that the formal specification captures this. In this case, the

mental model and the system requirement may correspond, but the specification

does not. The formal notation has itself become a barrier and a potential source of

error.

Such misconceptions and errors are of course frequently encountered when learn-

ing a new language. A more experienced user will know the language and avoid the

errors. However, work such as that of Vinter et al [21] suggests that errors in mental

constructions of logical expressions persist (albeit occurring less frequently) even in

expert users of a notation. Their results confirm, in the context of formal methods,

previous psychological studies which show that logical thought and reasoning is it-

self subject to cognitive bias and systematic misconstrual. Observation of students’

interactions with Alloy suggests that this would be a useful vehicle for exploring

various cognitive aspects of formal specification. For example, 4th year under-
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graduates learning Alloy for the first time appear to have different obstacles and

misconceptions to 2nd years. It is easy to conjecture that several years’ entrench-

ment in non-formal development methods is the cause, but further investigation

would be needed to examine the apparent differences more closely.

Although an interactive tool has many advantages in developing a specification,

it has to be noted that there can also be drawbacks. There is a danger that a more

“agile” approach to development can become part of a hacking culture in which

blind trial and error is used as a substitute for thought and reasoning. It can also

give rise to an unjustified belief of correctness if a user misinterprets the feedback

of the tool. These observations remain anecdotal but warrant further investigation.

5 Conclusion and future work

This work has examined the feasibility of using a lightweight formal method to

investigate established principles of cognitive behaviour at an early stage of system

development. The models developed here represent a first attempt at defining and

exploring cognitive concepts within the Alloy framework and demonstrate that such

ideas can usefully be incorporated and feedback from the automatic analysis fed

into the continuing development process. This work also raises issues concerning

the users’ understanding of the formal notation itself and of the types of errors

that may arise through cognitive mistakes relating to the logical structure. Further,

it recognises that a formal methods tool such as the Alloy analyser is itself an

interactive system and cognitive aspects of user behaviour are just as much an issue

here as, for example, a user’s interaction with a cash machine. Indeed, the question

of interpreting logical notation and cognitive influences on logical reasoning provide

additional aspects for consideration in this context.

A lightweight approach is obviously not suitable for all purposes. For full veri-

fication, or for a very detailed exposition of a complex system, a more traditional

formal method will be needed. In addition, the exploratory approach of the Alloy

analyser does not encompass support for refinement or code generation which are

available for some methods (for example, the B-tool 4 and AtelierB 5 ).

Having used the rather general idea of the cash machine in order to experiment

with these ideas, we now plan to extend our work to model specific cases studies of

known error situations to see how effective Alloy can be in discovering and predicting

possible problems. There are several aspects we wish to explore. Firstly, it may be

that a partial method such as Alloy in some circumstances leads into and guides

the application of a “full strength” method which can give stronger guarantees.

However, there are also situations in which Alloy can generate a solution to a

problem, and this may be sufficient in itself. Secondly, we plan to investigate further

the points raised in this paper about the interaction of different views of a system,

both in terms of the different errors that each may expose and from the perspective

of reconciling different views. In addition, we intend to investigate further the

cognitive aspects of using formal methods themselves via an analysis of students’

errors and perceptions in using Alloy. We wish to determine whether the classes of

4 http://www.b-core.com/
5 http://www.atelierb.societe.com/index_uk.htm
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interaction error we appear to observe have explanations in cognitive science and if

there are ways to mitigate the effects.
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Abstract  

We do not interact with systems without first performing some physical action on a physical device. 

This paper shows how formal notations and formal models can be developed to account for the 

relationship between the physical devices that we actually press, twist or pull and their effects on 

systems.  We use state diagrams of each but find we have to extend these in order to account for 

features such as bounce-back, where buttons or other controls are sprung.  Critical to all is the fact that 

we are physical creatures and so formal models have to take into account that physicality. 

Keywords: physicality, interaction modelling, affordance, natural interaction, physical devices 

1 Introduction 

For some years, we have been interested in understanding what makes some 

interactions with physical devices seem ‘natural’ whilst others need to be carefully 

learnt.  Part of this lies in the fact that interacting with ordinary objects in the physical 

world is natural to us, even as babies we reach out, explore our own hands, touch our 

mothers’ faces, then play with balls and toys.  Many aspects of physical interaction 

are informed by culture and things we have learnt about the technological world, but 

much is still common and would be equally natural if a person from two hundred or 

even two thousand years ago were suddenly transported to the present. 
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One aspect of our studies has been to try and unpack which properties of physical 

interaction are essential to make them comprehensible, and which can be relaxed 

[5,9,10].  This can then be used to understand how to make digital interactions 

themselves more natural, and thus inform several forms of design: 

• pure digital interaction on a computer screen (although even this requires physical 

devices, such as the mouse) 

• novel tangible interactions where physical objects are endued with digital 

properties (as found in tangible interaction, and ubiquitous computing) 

• more mundane devices such as mobile phones or even electric kettles 

A critical method for us has been to analyse in detail ordinary commonly used 

artefacts such as an electric kettle or mini-disk controller (already looking very 

dated!).  We assume that when such devices appear easy to learn and use the 

designers have often embodied, either explicitly or implicitly, their own 

understanding of what makes interaction natural.  So by detailed analysis we 

gradually mine the experience, often tacit, of successful designers. 

In this paper we will not attempt to define ’naturalness’ itself, but we describe 

how, as part of this broader work, we use separate but connected models of physical 

devices and of their digital effects.  By separately modelling these we can discuss the 

physical aspects of a device and also the extent to which this relates sensibly to the 

digital aspects.  In some ways this is similar to architectural models, from Seeheim 

onwards [16], that separate presentation from functionality, but in these models the 

different levels are all principally digital, with only Arch/Slinky making an explicit 

attempt to discuss physical level of interaction [19].  However, even Arch/Slinky puts 

physical interaction as an additional (lowest) layer whilst we shall see that physical 

devices embody aspects of at least dialogue-level interaction. 

In the next section we unpack the way in which physical devices relate to their 

digital effects on a system’s logical state and the kinds of feedback that occur.  

Section 3 then reviews some critical related work.  The bulk of this paper goes step by 

step through a number of example devices and systems of increasing complexity and 

builds up ways of describing these in terms of state diagrams and develops a formal 

model of each.  Finally we reflect on the lessons learnt and further work required to 

obtain a complete model of physical interactions with digital devices. 

2 Physical Devices and Feedback 

When we use the term physical device in this paper we are using the word slightly 

differently than is common.  We use it to mean the actual physical button, knob or 

other controls on their own.  For example, when a light switch has properties when 

torn from the wall and unwired – that is the physical device is the switch whether or 

not it is connected to a light.  In the case of a mobile phone think of the phone with its 

innards removed – you can hold it, press its buttons etc., whether or not you get any 

digital feedback.  Sometimes the term ‘physical device’ would be used for the phone 

together with its digital functionality, but by separating the two we aim to understand 

better the relationship between them. 
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Feedback is a critical aspect of interaction, both with digital entities and with the 

physical world, and plays a major role in the theory and practice of usability: effective 

feedback was one of Shneiderman’s principles of direct manipulation [17], one of 

Nielsen’s heuristics [14] and a substantial issue in the early formal modelling of 

interactive systems captured in various forms of observability [3]. 

Once we think of the physical device and the digital effects separately, we can 

look at different ways in which users get feedback from their actions.  Consider a 

mouse button: you feel the button go down, but also see an icon highlight on screen. 

 

Figure 1.  Multiple feedback loops 

Figure 1 shows some of these feedback loops.  Unless the user is implanted with 

a brain-reading device, all interactions with the machine start with some physical 

action (a).  This could include making sounds, but here we will focus on bodily 

actions such as turning a knob, pressing a button, dragging a mouse.  In many cases 

this physical action will have an effect on the device: the mouse button goes down, or 

the knob rotates and this gives rise to the most direct physical feedback loop (A) 

where you feel the movement (c) or see the effect on the physical device (b). 

In order for there to be any digital effect on the underlying logical system the 

changes effected on the device through the user’s physical actions must be sensed (i).  

For example, a key press causes an electrical connection detected by the keyboard 

controller.  This may give rise to a very immediate feedback associated with the 

device; for example, a simulated key click or an indicator light on an on/off switch 

(ii).  In some cases this immediate loop (B) may be indistinguishable from actual 

physical feedback from the device (e.g. force feedback) in other cases, such as the 

on/off indicator light, it is clearly not a physical effect, but still proximity in space and 

immediacy of effect may make it feel like part of the device. 
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The sensed input (i) will also cause internal effects on the logical system, 

changing internal state of logical objects; for a GUI interface this may be changed 

text, for an MP3 player a new track or increased volume.  This change to the logical 

state then often causes a virtual effect (iii) on a visual or audible display; for example 

an LCD showing the track number (iii).  When the user perceives these changes (d) 

we get a semantic feedback loop (C).  In direct manipulation systems the aim is to 

make this loop so rapid that it feels just like a physical action on the virtual objects. 

Finally, some systems affect the physical environment in more radical ways than 

changing screen content.  For example, a washing machine starts to fill with water, or 

a light goes on.  These physical effects (iv) may then be perceived by the user (e) 

giving additional semantic feedback and so setting up a fourth feedback loop (D). 

For the purposes of this paper we will not care much whether the final semantic 

effect and feedback is virtual (loop (C)) or physical (loop (D)) as it is the physical 

device that we are most interested in. 

3 Related Work 

The most obvious connection to this work is Gibson’s concept of affordances [11].  

For a simple physical object, such as a cup, there is no separate logical state and 

simple affordances are about the physical manipulations that are possible ((a) in 

Figure 1) and the level to which these are understood by the user: Norman’s ‘real’ and 

perceived affordances [15].  For a more complex, mediated interface the effect on the 

logical state becomes critical: the speaker dial affords turning but at another level 

affords changing the volume. Hartson [12] introduces a rich vocabulary of different 

kinds of affordances to deal with some of these mediated interactions. 

The SSD framework [1] deals with this relationship between the physical device 

and logical state.  It considers three aspects of the relationship: sensable – the aspects 

of the physical device can be sensed or monitored by the system, sensible – the 

actions that the user might reasonably do to the device, and desirable – the attributes 

and functionality of the logical system that the user might need to control.  This is 

used to explore the design space and mismatches between the sensible, sensable and 

desirable may suggest options for re-design.  In Figure 1, the sensable aspects 

correspond to (i), whilst the sensible ones refer to possible actions (‘real’ affordances) 

of the device (a) that the user might reasonably perform.  The desirable part of the 

framework refers to the internal possibilities of the logical state. Note what is sensible 

to do with a device depends partly on perceived affordances and partly on the user’s 

mental model of the device and its associated logical state. The concept of fluidity, 

introduced in Dix et al. [6] and expanded in our work leading to this paper, is focused 

on the way in which this mapping is naturally related to the physical properties of the 

device.  Whereas the SSD framework is primarily concerned with what it is possible 

to achieve, fluidity is focused on what is natural to achieve.  

There are few more formal approaches to ubiquitous and tangible interaction, a 

notable exception being the ASUR framework [7], which focuses on the arrangement 

of devices, people and software components in the environment. In term of level, this 

work connects most closely to general interactive systems specification using finite 

state techniques. This paper largely uses finite state models, partly because these can 
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easily be transformed into different standard notations, which are then amenable to 

analysis such as model checking [13].  However, in our final discussion we conclude 

that richer models will be needed to capture the full details of human interactions.  

Thimbleby’s recent work has included Fitts’ Law modelling of the layout of controls 

together with finite state models [18], so, like our own work, taking into account the 

physicality of devices. 

The work that is closest in concept to our own is Interaction Frogger  [20].  This 

discusses three kinds of feedback functional feedback, augmented feedback and 

inherent feedback, which correspond almost exactly to the loops (A), (B) and (C) 

respectively.  Physical feedback in the environment (loop (D)) is not explicitly 

described in their work, but would presumably fall under functional feedback.  As 

well as feedback, the Frogger work looks at feedforward against each loop, where 

feedforward is, rather like Norman’s perceived affordance, about the different ways a 

device/system can expose its action potential.  Critically too, this work, like our own, 

is interested in what makes interaction natural and brings out particular qualities that 

impact this: time, location, direction, dynamics, modality and expression. 

4 Exposed States and Physical–Logical Mapping 

4.1 Example – up/down light switch 

One of the simplest examples of a physical device is a simple on/off light switch.  In 

this case the switch has exactly two states (up and down) and pressing the switch 

changes the state (Figure 2.i). 

Actually even this is not that simple as the kind of press you give the switch 

depends on whether it is up and you want to press it down or down and you want to 

press it up.  For most switches you will not even be aware of this difference because it 

is obvious which way to press the switch … it is obvious because the current state of 

the switch is immediately visible. 

Note that the switch has a perceivable up/down state whether or not it is actually 

connected to a light and whether or not the light works.   

The logical system being controlled by the device also has states and figure 2.ii 

shows these in the case of the light bulb simply on or off. (In fact the light bulb may 

also be broken, but we are ignoring faults for this discussion). 

   
 (i) (ii) 

Figure 2.  Light switch (i) physical device (ii) logical states 
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Of course in the case of a simple light switch the states of the physical device are 

in a one-to-one mapping with those of the logical system being controlled. In previous 

work we have used the term exposed state [9] to refer to the way that perceivable state 

of the device becomes surrogate for the logical state and makes it also immediately 

perceivable. In the case of turning on an incandescent light bulb in the same room as 

the light switch, this is a moot point as the semantic feedback itself is immediate and 

direct.  However, in some cases there may be a delay in the semantic response (e.g. 

neon lights starting up, kettle when first turned on) or it may be hidden (e.g. external 

security lighting); in these case the feedback inherent in the device is not just very 

obvious, but may be the only immediate feedback. 

4.2 Formal Model 

We can model this kind of behaviour more generically.  We denote by UA the set 

of potential user actions such as ‘push up’; these may be particular to a specific device 

‘push button A’ as our environment affects our action possibilities.  We use PA to 

denote the set of perceivable attributes of the world “light is shining”, “switch is up”.  

The full perceivable state of the world is composed of the different perceivable effects 

and there may be masking effects if light 1 is on we may not be able to tell that light 2 

is on also.  However, for simplification we will just assume these are individually 

identifiable – at least potentially perceivable. 

The physical device we model as a simple state transition network: 

DS      –  physical states of device 

DT    DS  DS    –   possible device transitions 

In the light switch every transition (only two!) is possible, but in some situations 

this may not be the case.  Hence the physically possible transitions are a subset of all 

conceivable from–to pairs.  Some of these transitions are controlled by user actions: 

action:  UA    DT    –  n–m partial relation 

Note that this relation is n-to-m, that is the same user action may have an effect in 

several states (with different effect) and a single transition may be caused by several 

possible user actions (e.g. pressing light switch with left or right hand).  In addition 

neither side is surjective, some physically possible transitions may not be directly 

controllable by the user (e.g. lifting large weight, pulling out a push-in switch) and 

some user actions may have no effect in the device in any state (e.g. blowing your 

nose).  However, for exposed-state devices we will normally expect that the states are 

completely controllable by the user within the physical constraints of the device: 

controllable-state   action is surjective 

Aspects of the user’s state may be perceivable by the user: 

ddisp:  DS  PA 

And in the case of exposed state each device state is uniquely identifiable by its 

visible or other perceivable attributes: 

exposed-device-state    ddisp is injective 

Finally the logical system also has states which themselves may be perceivable 

via the feedback loops C or D. 

LS  –  logical states of system 

ldisp:  LS  PA 
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For any system we can define a map describing which device states and logical 

states can occur together: 

state-mapping:  DS   LS   

The precise nature of this mapping depends on the operation of the system.  In 

some cases like the light switch this is a one-to-one mapping between the physical 

device and logical states and this is precisely what we mean by exposed state. 

exposed-state      state-mapping is one-to-one 

Note also that user actions such as pressing a button are not simply ‘events’, but 

are protracted over time and vary in force.  An additional way in which the user gets 

feedback on the state of the device and appropriate actions is by ‘trying out’ an action, 

often unconsciously, and if there is a small give in the device continuing the action 

and increasing pressure until the user action causes a change in state of the device. 

The importance of this effect is hinted at by Gaver when he introduced sequential 

affordances [8], and it is clearly part of design practice, but is not discussed more 

explicitly, to our knowledge, in the HCI literature.  We do not explore this fully in this 

paper, but some aspects are discussed that are critical to the argument. 

5 Bounce Back Buttons 

5.1 Example – push on/off switch 

A more complex behaviour occurs with bounce-back buttons or other devices where 

there is some form of unstable state (pressed in, twisted) where you need to maintain 

constant pressure to maintain the state.  Figure 3.i shows a typical example of a 

computer on/off switch.  One press and release turns it on, a second turns it off. 

   
 (i) (ii) 

Figure 3.  (i) On/Off control with bounce back – is it on or off now? 

(ii) On/Off button with indicator light 

Note, following the discussion at the end of the last section, that the user action 

here, – pressing the button – is not discrete, but involves pressing until it ‘gives’ then 

releasing.  While you maintain pressure the button stays in, it is when you release that 

it comes out again.  However, the button comes out not because you pull it out with 

your release of pressure, but because it is internally sprung – the bounce-back. 

Bounce-back buttons are found everywhere, from keyboards, to mice to 

television sets.  They typically do not expose the state of the underlying system as 

there is just one stable state of the physical device and it is the history of dynamic 

interactions with it that is important (on or off, what channel).  The temporary 

57



DIX, GHAZALI AND RAMDUNY-ELLIS 

8 

 

 

unstable states of the device are maintained by the continued pressure so are 

distinguishable, while they are maintained, but the physical device itself does not 

maintain a record of its interaction in the way a rocker switch does. 

Because the device does not itself expose the state of the underlying system 

(there is no feedback loop A for the state) we get potential problems of hidden state 

[9].  Sometimes this is not an issue because the semantic feedback (loop C or D) is 

sufficient – for example, switching channels on a television set.  However, even 

where there is semantic feedback this may be ambiguous (switching channels during 

advertisement break) or delayed (the period while a computer starts to boot, but is not 

yet showing things on screen).  In such cases supplemental feedback (loop B) close to 

the device is often used, such as a power light on or near the switch (Fig 3.ii). 

Where the device does not have an intrinsic obvious tactile or audible feedback 

(e.g. click of the switch or feeling of ‘give’ as it goes in) then supplemental loop (B) 

feedback may be given for the transitions as well as the states.  Simulated key clicks 

or other sounds are common, but also, more occasionally, simulated tactile feedback 

can be used, as in the BMW iDrive. 

From a design consideration indirect feedback, whilst less effective, is useful in 

situations where the complexity of the underlying system exceeds the potential states 

of the device.  In particular, bounce-back controls are used precisely (but not only) 

when we wish to transform user’s continuous actions into discrete events. 

5.2 Formal Model 

We can inherit much of the same machinery from simple exposed-state devices.  

However, in addition to transitions controlled by the user we have bounce-back 

transitions.  We label them Z (after Zebedee and the fact that Z and S are used for left- 

and right-handed helices).  In the example here there is only one action leading to the 

states and thus it is clear what kind of user tension needs to be released in order for 

the bounce-back to happen.  Sometimes (and we will see an example later) there is 

more than one tension simultaneously for a state, so we need to label the bounce-

backs by the kind of release of tension (in terms of user action) that is being released. 

Z:  UA    DT  

The states that are the subject of bounce-back transitions are transitory states for 

that user action: 

 a  UA   transitory-states(a)   {  d  DS, st.  (d,d’)  Z(a)  } 

Furthermore a transitory state for a user action cannot be the source of the same 

user-controlled transition and must have been reached by that user action: 

 a  UA 

 transitory-states(a)     dom( action( a ) )  =  {} 

 transitory-states(a)     range( action( a ) )  

Figure 4 shows the example of the computer switch with the bounce-back 

transition shown as a zig-zag line (spring) and the transitory state (IN) dotted. 

While exposed state devices can have a one-to-one mapping between logical 

states and physical states, here the relationship is based on the events.  Formally we 

define this first by associating events from a set Ev with physical state transitions: 

trigger:  DT  Ev 
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This mapping may be partial as not every transition will cause an event and the μ 

‘no event’ has been added to explicitly mark this.  Also it is typically the case that 

only user-controlled transitions cause events (dom trigger  range action), because 

once you have pressed a switch you are committed.  However, there are exceptions 

such as the ‘drop’ (release the button) when you drag and drop with a mouse. 

  

Figure 4.  States of bounce-back button 

These events then cause transitions in the logical system: 

doit:  Ev  LS  LS 

Figure 5 shows the physical device STN annotated with an event (a) and the 

effect of the event on the logical state (computer power).  Note that in this example 

(and it is common!) there is no reason why the system could not have been designed 

with exposed state, for example a button that stays depressed and requires an extra 

push to release it.  This design choice is often motivated by the aim to have a smooth 

surface although in the example in Figure 3.ii the switch is part of an embellishment 

anyway, so even this aesthetic reason seems to be absent. 

 

   
 (i) (ii) 

Figure 5.  (i) physical states changes trigger event (a) 

(ii) logical state changes based on events 

5.3 Recapitulation – the exposed state switch 

Using this expression of push-back we could in principle use this to model the 

exposed state switch capturing the fact that pressure has to be initially exerted and 
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some slight give is felt until the switch eventually yields and flips to the new state.  

Figure 6.i shows this with transitory states for when the switch is up and just being 

pushed down.  If you release before putting sufficient pressure on it snaps back to UP, 

but if the pressure is sufficient the switch yields and goes to the new state. 

This yielding is rather like bounce back in that once the critical point is reached 

the device just goes of its own accord.  However, we have drawn it slightly different 

(less of a spring and more of lightening bolt) in order to emphasise that this is going 

‘with’ the user’s action and it is the point at which the ‘commitment’ occurs. 

   
 (i) (ii) 

Figure 6.  Capturing initial pressure on exposed state switch 

(i) detailed model using bounce-back 

(ii) more convenient shorthand 

Note that in figure 6.i a transition is included for “press up” in the Up state, which 

simply leaves the switch in the UP state.  This distinguishes ‘press down’, for which 

there is a little give with a small pressure, from ‘press up’, for which there is no give.  

Thus we can begin to capture some of the nature of Gaver’s sequential affordances. 

In fact to model this completely we would need to include degrees of pressure 

and the fact that there is no just one half pressed-down state, but a whole series 

requiring increasing pressure.  This is not captured by a finite state diagram or 

description and would require a full status–event description as we are talking here 

about interstitial behaviour (the interaction between events) and status–status 

mapping (more pressed = more down) [4].  This is also reminiscent of Buxton’s three-

state model for pointing devices, where the degree of finger pressure is one of the 

critical distinctions between abstract states [2]. 

Figure 6.i is rather complicated and whilst useful in order to clarify detailed 

behaviour, would be a little noisy for real design use.  Figure 6.ii shows a shorthand 

that emphasises the slight give of the press down action in the UP state by the comic-

book-style movement arcs.  In fact, we will omit even this as in all the cases in this 

paper every action we examine has this slight give property.  This form of shorthand 

would be useful in cases where some controls are operated on the slightest pressure – 
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typically fully electronic ones.  Formally we can capture this by a simple ‘has-give’ 

predicate over user actions in particular states. 

6. Time-dependent devices 

6.1 Example – Track/Volume Selector 

Our next level of complexity includes devices such as keyboards with auto-repeat or, 

tuning controls on car radios where things happen depending on how long you have 

been in a state. Figure 7.i shows a mini-disk controller.  The knob at the end can be 

pulled in or out turned to the left or right.  Figure 7.ii shows this physical state 

transition diagram of the device.  This would probably be better described using two 

STNs one for in-out and one for left-right, but as they are coupled in a single control 

we are showing all the transitions to give an idea of the total complexity of even such 

a simple thing as one knob! 

   
 (i) (ii) 

Figure 7.  (i) minidisk controller (ii) device states 

Whether the knob is pulled in or out determines whether it is affecting the volume 

or track selection and the amount of time it is pushed to the left or right moves the 

volume/track selection up or down.  The former is a simple mode effect … and a 

tension mode carries its own feedback, so is a good design feature.  However, we 

shall focus on the left-right twists and their time behaviour. 

To do this figure 8.i shows just the left-right part of the diagram (actually in the 

‘out’ condition) for when it is controlling track selection and figure 8.ii shows the 

state diagram for the logical system, the selected track.  Like figure 5 we use event 

labels to match the two.  However, for this device we have had to augment the device 

transitions with additional timed transitions.  Figure 8.i is thus not the raw device 

states, but something slightly different as it also includes implicit events.  From a 

usability point of view these have a different status as the user is not performing clear 

actions.  For example, a very easy ‘undo’ is more critical than for more deliberate 

user’s actions.  However we have still treated these timed events in the device as the 

user is aware that they are holding the device in tension – while the exact times when 
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events are triggered is not totally under the user’s control (unless they have a 

millisecond clock in their heads!), still the fact that it is being held is readily apparent. 

   
 (i) (ii) 

Figure 8.  minidisk (i) time augmented device (ii) logical states 

6.2 Formal Model 

Notice that everything in figure 7.ii, with the exception of CENTRE-IN, is a tension 

state.  However, there are actually two kinds of tension demonstrating why we needed 

to label transitory states and bounce-backs by user actions in section 4.2. 

In Figure 8.i we draw the timed events as if they were transitions, however we 

model them simply as an aspect of the state.  This is because for the user the system 

does not make little transitions to the same state, it simply stays in the tension state.  

There may also be real timed transitions, but these are more often in response to 

things happening in the logical state, which we discuss in the next section.  So all we 

need to do is say in which state and how often and frequently the timed events occur. 

time-trigger:  DS x Time x Kind   Ev 

Here Time is as in gap between moments rather than time on the clock, and Kind 

is either PERIODIC or SINGLE 

Note that this is another example of interstitial behaviour and again shows that a 

more fine-grained model would need to use a full status–event description.  Also to 

express precisely the semantics of time-trigger we need to use a real-time model.  

Timed events regarded as part of the device would typically be in a tension state.  

Note that this is an example of the design principle from status–event analysis that 

normally trajectory dependent effects (those where the path of movement matters, not 

just its end point) should take place in tension states [3]. 
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7. Controlled state and compliant interaction 

7.1 Example – Washing Machine and Electric Kettle 

Finally we come to devices where the state of the physical device is affected by the 

underlying logical system as well as vice versa.  Consider a washing machine control 

knob that sets the programme (Figure 9.i) or an electric kettle switch (Figure 9.ii).  In 

each case the user can control the device: twisting the knob to set the programme or 

pushing up or down the kettle switch to turn on an off the kettle.  However, in 

addition the underlying logical system can also effect the physical device.  In the case 

of the washing machine as the clothes are washed the dial usually moves round to act 

as a display of the current state of the programme.  In the case of the kettle, when the 

water boil many kettles both switch themselves off and at the same time release the 

switch.  We say that this kind of device has controlled state.  

In fact both systems also exhibit compliant interaction [9] where the system 

control of the physical device operates in a compatible way to the user control:  with 

the kettle the user can turn the switch off or the system can.  Of course there are 

usually limits to compliant interaction: the kettle does not turn itself on and the user 

turning the knob to the end of the wash cycle does not magically wash the clothes! 

 

   
 (i) (ii) 

Figure 9.  compliant interaction (i) washing machine knob (ii) kettle switch 

Figure 10 shows the state diagram for the kettle switch and also the state of the 

power and water.  Strictly there are two sub-systems in the kettle the power  

(ON/OFF) influencing the water temperature (continuous scale), but for simplicity we 

have shown the water state as simply boiling vs. not boiling and only as sub-states of 

the POWER-ON state.  The arrows between the device and logical state show that 

there is an exposed state for the electrical power system.  The little lightening arrow 

from the water’s BOILING state shows that simply being in the state, by itself, 

triggers the system action ‘system down’. Like user actions in the physical world this 

is protracted and lasts as long as the kettle is boiling, it is not simply an event at the 

moment boiling is first sensed.  This possibility of an autonomous action is shown by 

the dashed transition on the state diagram for the physical switch. 

Note how the system action and the user action to switch off the kettle are both 

operating in exactly the same way on the physical device.  Note also that if the user is 

pushing up when the system is trying to switch the kettle off there is a conflict and 

whether the switch goes off or not depends on who is stronger!  For most electric 

kettles the automatic switching off is usually weaker than the user’s ability to hold the 
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switch up (usually simply releasing a catch) so it is possible to boil the kettle when 

dry.  You could imagine a kettle design where the power was switch off by the system 

when the water was boiling irrespective of whether the user allows the switch to go 

down, in this case we would have similar device states, but a different logical state 

transitions and no exposed state mapping. 

 

 

 (i) (ii) 

Figure 10.  electric kettle (i) kettle switch (ii) power and water 

7.2 Formal Model 

To deal with these kinds of devices we need to add a set of system actions SA and 

have a mapping that says which systems actions are triggered by which logical states: 

sys-trigger:  LS   set(SA) 

These system actions will then have their effect on device state transitions just 

like user actions: 

sys-action:  SA    DT    –  n–m partial relation 

Just like user actions it is possible that a single system action may gave different 

effects in different device states and that several system actions might be possible in a 

single device state.  However, when it is an exposed state system, like the kettle, it is 

likely that the system actions are very specific for a particular state.  Indeed if there is 

a state-mapping, then there should be some consistency between the system state(s) 

that correspond to a device state and the system actions pertaining to each: 

 a  SA, s  LS 

 a    sys-trigger(s)       d  DS  st.  (d,s)  state_mapping 

 a  SA, d  DS 

 d    dom(sys-action(s))       s  LS  st.  (d,s)  state_mapping 

The first of these says that if a logical state can trigger a system action then at 

least one of the device states consistent with that logical state must take account of 

that system action.  The second says the converse, that if a device state can be affected 

by a system action then it must be possible for one of the logical states consistent with 

that device states to generate the action. 

Either of these conditions may be broken, but would suggest that some aspect of 

the physical device is not being fully utilised, or some signal from the logical device 
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is being ignored.  This may be an intended effect of the combination, but certainly 

merits checking. 

Finally for this example, the logical system state itself was more complex.  We 

had two subsystems power and water, which we represent by abstraction functions:  

power:  LS   PowerState 

water:  LS   WaterState 

When the two sub-systems are orthogonal (any combination of sub-system states 

is possible) and between them completely define the logical state, then LS is simply 

the Cartesian product of the sub-system states and the abstraction functions are simply 

the component mappings. 

Given such sub-system mappings we can define what it means for the system to 

exhibit exposed state relative to a sub-system: 

exposed-state wrt. power      (power  state-mapping) is one-to-one 

Discussion 

We have used a number of examples to show different ways in which the physical 

states of a device can interact with the logical states of the system.  These have 

reinforced the importance of distinguishing the two and being able to talk about the 

sometimes quite subtle differences between what might appear to be similar controls. 

Each example has dealt with a different property that we have introduced in 

previous work: exposed state, hidden state, bounce-back, controlled state and 

compliant interaction.  For each of these we have (i) discussed examples informally, 

then (ii) expressed the examples using parallel state transition networks for the 

physical and logical states and (iii) given these semantics using a formal model.  We 

have introduced the formal model piecewise as each property requires additional 

elements in the model. 

For practical design the variants of STNs would seem more appropriate than the 

model, although the later gives the former a more precise semantics.  The simpler 

examples and the relationship between the physical and logical STNs could be dealt 

with using standard notations and certainly could be translated into state-charts or 

similar notations. However, as we looked at more complex properties such as bounce-

back we had to extend standard state-transition networks to represent the additional 

effects.  This exposes design issues such as the appropriate use of tension states. 

One of the reasons for these extensions is that human action and physical device 

interaction is not simply a matter of ‘events’ occurring and their discrete effects on 

state.  In real life we interact continuously and experience continuous responses; we 

exert force and feel pressure.  However, we also experience discontinuous effects, 

both with physical devices (when the light switch snaps to a new position) and even 

more so in digital interactions.  This suggests that a deeper semantics based on status–

event analysis is still needed in order to map the still discrete formal modelling of this 

paper into something approaching the physics of real life. 
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Abstract

Engineering natural and appropriate interactive behaviour in ubiquitous computing
systems presents new challenges to their developers. This paper explores formal
models of interactive behaviour in ubiquitous systems. Of particular interest is the
way that these models may help engineers to visualise the consequences of different
designs. Design options based on a dynamic signage system (GAUDI) are explored
using different instances of a generic model of the system.

Key words: interactive systems, model checking, ubiquitous
computing, human computer interaction

1 Introduction

Ubiquitous computing within a built environment is an important and rapidly
evolving technology for providing information and services to users (for exam-
ple, sporadic visitors or residents). These systems are relatively conventional
within the spectrum of innovations in ubiquitous computing. Nevertheless
they present interesting engineering challenges, particularly in terms of their
impact and usability to the people in the system.

Over the last few years there has been significant development of technolo-
gies, platforms and middlewares that will support these systems. There have
also been valuable ethnographic studies designed to observe the effects that
these technologies have in transforming the working or living arrangements
of those who occupy these spaces. There is however little research devoted
to the issues of engineering these systems, particularly in relation to human
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engagement and experience. While some researchers focus on the technologi-
cal challenges of building sensors, actuators and computing devices that can
be integrated into ‘real’ environments, an equally important aspect relates to
investigating and improving how people engage with these technologies and
how these issues can be understood in the design stages. Users can still find it
difficult to engage and appropriate the supported activities. It is not surpris-
ing therefore that discussion about the definition and the utility of ubiquitous
computing (consider for example [1,2,16]) continues despite many substantial
and significant achievements.

Users of ubiquitous computing systems are typically immersed within them,
surrounded by and affected by their consequences. Although the user might
engage with the environment, the system in which she is embedded makes
assumptions based on where the user is, what she is doing and her personal
tastes. Weiser describes “calm computing” that “weave themselves into the
fabric of everyday life until they are indistinguishable from it” [19]. Others
have used terms like implicit interaction [17] or proactive systems [18] to de-
scribe the potential of these systems to make assumptions about the user.
More recently authors like Rogers [16] have reminded the community of the
importance of engagement commenting that, in reality, systems that antici-
pate the users’ wishes or desires can be controlling or confusing.

Because of the potential complexities of these systems, models are required
to enable designers to consider the implications of choices about styles of
interaction and the effects on action of context. Analysis based on modelling is
required before fielding the system so that design decisions may be considered
early before expensive commitments have been made. This analysis should
consider interaction issues associated with the usability of the system, the
device and the experience that users have of the system. This paper explores
issues of user experience and ease of interaction with the system by addressing:
how to understand novel requirements relating to ubiquitous systems in built
environments; how these are mapped into the design; and how modelling
techniques can be used to explore an option space for the design of the system.
These ideas will be explored by considering a system to provide navigation
support through situated displays.

2 Related work

There are a variety of ways that usability can be explored in ubiquitous com-
puting systems. Analysis may use scenarios aimed at capturing typical or
extreme situations. It may use personas aimed at challenging designer as-
sumptions about who might be using the system. When the user engages with
the system, the effects of the interaction both personally in terms of personal
devices, and publically in terms of shared displays in the built environment,
should be transparent and intuitive. The system should not take the initiative
away from the user in a controlling way. Informal analysis techniques such

2
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as cognitive walkthrough, co-operative evaluation or heuristic evaluation can
provide useful early feedback of some aspects of the design. However new and
challenging characteristics are of particular relevance in these systems:

(i) how context can change the meaning of the actions [12] in ways that
might confuse users

(ii) how context might trigger changes in the information that flows around
the system

(iii) how the right information reaches the right person at the right time,
without controlling or confusing the user.

A well designed system can create a designed experience for the user. For
example, consider designing an environment in a hospital to allay the anxiety
of an out-patient visiting an unfamiliar hospital, aiming to reach a specified
consulting room for a specific appointment time. Properties such as those
relating to experience can be difficult to analyse. They are critically depen-
dent on physical and textural characteristics only available in the live target
environment. A prototype system explored in the live environment may have
safety or commercial consequences, consider for example a prototype running
in a busy airport. Deploying a system that is close to product when many
downstream design commitments have already been made will be expensive
to redesign.

An important part of requirements elicitation is to establish what scenarios
or personas represent the important characteristics of the design to form the
basis for analysis. This process can be carried out through interview. How-
ever other techniques help to elicit the scenarios that are used. For example,
a richer understanding of the experience that users have may be obtained by
using cultural probes [7] to elicit snapshot experiences. These probes may
be used to discover properties. Tools can be used to check these models to
produce counter-examples that may themselves form the basis for valuable
scenarios. These cultural probes are fragments provided by users that can be
used to help understand experience of an existing system. The aim is that
these snapshots should be used to establish what is required of a new design.
Eliciting snapshots involves subjects collecting material: photographs, notes,
sound recordings, that they believe capture important features of their envi-
ronment. These snippets may make sense as part of a story. The information
gleaned may help understand characteristics of the current system that cut
across a range of scenarios.

A range of formal models can be developed capturing different character-
istics of ubiquitous systems that can be explored either through simulation or
through property checking. This can happen prior to implementing a system
and therefore provide the means to explore, relatively cheaply, alternative
design options. Two key concerns in the modelling process are to identify
relevant properties and to capture aspects relating to the deployment of in-
formation, scheduling of activities, and issues of location.

3
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The focus of this paper is to explore a particular kind of model that de-
scribes aspects of a user’s implicit action while moving through a built en-
vironment. This space includes public displays, mobile devices and sensors
[8]. Interaction between user and activity may be impacted unexpectedly by
location, the current status of the task at hand and other external effects
generated by the ubiquitous environment. It may be affected by other users
carrying out different tasks. A similar analysis [8] focussed on timing issues, in
particular the timeliness and relevance to person and location of message de-
livery, using the uppaal model checking tool [3]. In the main models are used
to explore the interaction between user and device to characterise and analyse
initialisation, mode confusion and post-completion problems for example, see
for example [12]. It may also be appropriate to explore the way in which in-
formation in the environment provides resources for the user as they carry out
their activities in the style discussed by [4]. To illustrate the proposed style
of analysis we use an example based on a dynamic signage system installed
at Lancaster University. Alternative designs and properties of the system are
explored. The models and properties incorporate simple user assumptions.

3 The GAUDI system

The GAUDI system [10] is designed to help people find their way in a complex
built environment such as a large office building. Static signage and directories
are replaced with dynamic situated displays. The user interface of the imple-
mented system consists of two parts. The interface provided by GAUDI shows
labelled photographs of all the office owners as well as the meeting rooms in
the building on a large touchscreen. A visitor can touch the photograph or
name of the person she wants to visit, which will then initiate navigation sup-
port. Situated displays are arranged throughout the building (similar to the
interactive doorplates described in [9]). When a visitor selects a person to see
on the large touchscreen, all the situated displays in the building will display
arrows. These arrows all point towards the target office. Together they in-
dicate the path a visitor needs to follow to get there. GAUDI will continue
to show these arrows either until the visitor touches the display at her target
location, or until a time out period has expired. GAUDI, in its original form,
may be considered to be calm technology:

• it does not interfere with people’s ‘everyday life’, that is it (subtly) enhances
rather than replaces an existing analogue system

• it can be used without thinking about it, i.e., the only explicit interaction
required is touching a destination (and possibly the display at the target
location)

• it provides support when and where it is needed, e.g., if displays are present
at all decision points.
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A number of simple properties are appropriate for the analysis of the inter-
active behaviour of this system that reflect these characteristics of calmness.

P1: the directions provided will always get the visitor to their required des-
tination subject to simple assumptions about the passenger following the
directions shown on the nearest dynamic sign

P2: the throughput of new visitors who need this facility will be sufficiently
low that the arrival of a new visitor will not have the effect of changing the
route and therefore confusing the visitor currently following the path.

In practice the set of required usability properties are particular to the
application and the domain. They may be derived from users through an
exploration of snapshot experiences as discussed in [8]. Consider the following
plausible example:

S1: photographs produced by subjects of anonymous and narrow corridors
with comments like:
• “It is very easy to lose my bearings in spaces such as this one”
• “When I get lost who do I ask, all the doors are closed?”
• “How near am I to my destination?”

In practice the variety of elicited snapshot experience requires organization to
ensure that subsets of facilities are not neglected. Snapshot experiences may
be used to trigger further narratives. The analyst might enquire of a user who
has generated a snapshot: “Can you think of situations where this particular
feature has been important?” By these means they may inspire a scenario that
would not otherwise have been gathered. These documented experiences can
also be converted into properties that the new design should satisfy. Hence
the comment relating to S1: “It is very easy to lose my bearings in spaces
such as this one” could lead to properties such as:

P3: when a visitor moves into a location where there is more than one possible
exit the sign should indicate the direction which the visitor should travel

P4: it should always be possible to see the next sign in the path

P5: the user should be able to visualise where they have come from and where
they are going to and how far they have got in their journey

P6: if the visitor makes a wrong turn then signs should continue to lead the
visitor to their destination.

The problem with the current version of GAUDI is that if the visitor is
too slow getting to the destination, they will lose the route and be stranded.
A new visitor will have to be told to wait until the delay has completed or
the previous visitor has reached their destination before choosing the room
that they wish to reach. In practice if the delay is long enough and visitors
who are unfamiliar with the environment arrive infrequently enough then this
system will be adequate. However visitors may arrive more frequently than
anticipated or arrive in bursts. The next section explores a model of GAUDI
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like systems that can be used to explore possible alternatives. The aim is to
make this model generic in the sense that it can be used to explore a set of
alternatives.

4 Modelling the System

Alternatives to the GAUDI system may be designed to satisfy desirable prop-
erties more or less effectively. In this study the uppaal system [3] is used to
capture the characteristics of these alternatives. This is partly because it was
envisaged that timing issues would be important in understanding the system
and partly because uppaal provides useful and robust facilities for animating
the system model. In uppaal, processes are modelled as communicating timed
automata and can be animated to explore specific paths based on derived sce-
narios. Properties of the system, such as P1-P6 in the previous section, can
be investigated using model checking techniques. An important focus of these
models is how users interact with the system in terms of the implicit interac-
tions that take place in the built environment. This will be discussed further
in later sections. It must be emphasised that a variety of approaches could
have been used to explore models of these system alternatives. Particular
approaches would have made it easier to capture other aspects of the models.
For example, KLAIM [6] or π calculus [14] would have been more expressive
of location and mobility. While others would have allowed an alternative style
of analysis. For example, PRISM [11] would have made it possible to explore
statistical properties of the system.

The model that is described in this section can be generalised and is poten-
tially relevant to a range of similar types of system involving public displays,
sensors and mobile devices. In principle a generic form of the model may
be tailored to appropriate versions of the system. The model’s structure is
based on a publish-subscribe communication mechanism. A central distrib-
utor broadcasts messages to listening processes (in this system the processes
are either visitors or sensor/displays). The physical and human capabilities
are also defined in the model. The model emulates a two storey building with
a staircase linking the two floors. The space is defined using co-ordinates.
The co-ordinates describe regions of the room rather than points — that area
around the co-ordinate in which the sensor / display recognises the presence
of another device. These regions may be rooms, corridors or staircases. The
model captures the visitor or visitor’s mobile device reading the information
on the sensor / display when in the region of a particular co-ordinate position.

Three versions of the systems are modelled to indicate the range of possible
designs. Each of the designs involves a different degree of explicit interaction.
In the implemented version of the system the only user engagement that can
occur takes place at reception when the visitor selects a destination and at the
destination itself when they press the display at the doorplate having reached
the destination office. The two variations reflect changes in the proactive
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nature of the interaction and the degree of engagement of the users. Version
2 makes the situated displays sensitive to the presence of visitors to avoid the
problem that arises because the frequency of completely novice visitors will
make the one at a time approach of the existing system unacceptable. Version
3 acknowledges the possibility that more than one visitor can be in the same
space at the same time and so supports user initiated action to obtain further
information updates directly to the visitor’s personal device.

4.1 The distributor

Two models for the the distributor were developed. They are presented in
Figure 1 and Figure 2 (state transitions have been labelled to help the de-
scription that follows). The first model (Figure 1) is used to characterise the
distributor of the original version of the GAUDI system (which will be refer-
enced as version 1). The second model (Figure 2) is used to characterise the
distributor of the two additional versions that have been developed (versions
2 and 3).

The distributor has a general format. After initialisation, its behaviour is
triggered by a request (routeup? – 1© in both Figure 1 and Figure 2). In
version 1 the request to the distributor is made when the visitor is in reception.
In the case of versions 2 and 3 (Figure 2) the triggering request occurs when
the sensor / display recognises the presence of the visitor in its space. The
information sent with the request tells the distributor which room number
the visitor is looking for (the room identifier roommsg is used to index route

which is an array of directions holding all the paths along the space – and
select the appropriate route), and which display to use (needed in versions 2
and 3).

As a result of being triggered the distributor broadcasts one or many mes-
sages using the channel mchan 2©. In the case of version 1, messages are sent to
all locations (the process counts through the location values using the variable
xi 3©). On each increment the direction associated with the route at that lo-
cation is sent (using the shared variable xdir = route[roomsg+xi]). In the
case of version 2 and version 3 the routeup? request carries information re-
garding the current position of the visitor using the shared variable xi (room =

xi), and a single message is broadcast using xdir = route[roommsg+room].
These messages are broadcast to all the combined sensor / displays in the sys-
tem. Through shared variables, the messages contain both the direction that
is to be displayed by the display / sensor and a tag (in this case the room)
that is used by the display / sensor to decide whether the message is relevant.

When the distributor has completed distribution (in version 1 Figure 1)
it either waits until a timeout has elapsed (t>=delay) or it is notified by
the visitor that it has arrived arrive? before allowing another to request a
destination. This handover is not required for versions 2 and 3.

The direction information is absolute (North, South, East, West, Up or
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Fig. 1. The GAUDI distributor

Fig. 2. The sensitive distributor

Down). It is assumed that the hand-held device of the visitor could be used
to adjust direction to the orientation of the visitor. This aspect of the design
is not considered in more detail in these models. The implemented version of
GAUDI differs from these models in that each sensor/display holds the whole
route so that if the display is moved to a new location it picks up the new
direction and adjusts itself accordingly. Maintaining multiple copies of arrays
of directions is not an option using the sort of modelling technique described.
Because the time to distribute all the messages for the space is insignificant,
this can be seen as practically equivalent.

4.2 The sensor / display process

A single process is modelled that combines sensor and display. In all versions of
the process, the visitor sends a request to read information (using route? 1©)
and the sensor / display then sends a result (using direct! 2©) which includes
the direction to be displayed contained in shared variable xsign. Version 1
(Figure 3) receives messages from the distributor (via mchan 3©) and updates
its own display using the function updatedisplay(). This function checks
whether the message is relevant to the current location. The visitor can only
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Fig. 3. The combined sensor and display

t<=0

lbutt==butt
route?

lbutt = xbuttdisp=blank

direct!
xsign=disp

routeup!
ybutt=lbutt,
butt=lbutt,
xloc=loc

mchan?
updatedisplay()

Fig. 4. The sensitive sensor and display

read the relevant display when they are “within range of the sensor”. This
is modelled by linking the visitor’s co-ordinate position to a channel that can
be used to communicate with the sensor / display in the visitor’s location if
there is one (see section 4.3).

Version 2 and 3 of the sensor / display includes a further trigger (Figure 4)
that requests an update from the distributor routeup!. The requests include
a message that contains the route number and location of the visitor who
requires the information (ybutt and xloc). As a result of the request this
version of the sensor / display receives a specific broadcast message via mchan

as before.

In summary the display/sensor has three important characteristics.

(i) It knows its location. The relevant direction and route channels that are
used in the mapping of co-ordinates are part of the instantiation of the
process.

(ii) It receives messages from a central server. It filters those messages that
relate to its location.

(iii) It represents an access point for a “mobile” process which communicates
with it. The mobile process calculates the channels from its location.

4.3 The visitor

The visitor process describes simple human characteristics of the visitor as
well as the visitor’s personal device. It knows:
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• its position as defined by an (x, y) co-ordinate

• when it is in the “neighbourhood” of a sensor / display

In version 1 (Figure 5) the visitor communicates its requested route to the
dispatcher using press. This initiates the download of the whole route to the
displays in the space. In all versions the visitor process detects its position
using a function sensorlink() that maps its co-ordinates (initially the visitor
is in the reception area which is on the ground floor, co-ordinates (0, 0)). This
function returns the channel loc that is to be used to communicate with the
nearest sensor / display. If the value returned is NS then there is no nearest
sensor but if there is a sensor, a request is made to the sensor / display
using route[loc]! and the value returned via direct[loc]? is stored in
dir. This direction is used to update the co-ordinates using the function
updatecoord(). The visitor process “remembers” the direction last read if
there is no sensor / display in a given location (i.e., loc has the value NS). The
visitor process follows the direction indicated by the sign (using the function
updatecoord()).

This description of a visitor process captures assumptions about how a
visitor will behave in the environment. Clearly different user assumptions
could be made. For example if a stochastic model like PRISM [11] were used
instead the visitor might remember the direction with a given probability
and in so doing estimates of likely error behaviour could be explored. The
current visitor process makes further assumptions about its movement. The
direction is updated in the obvious way. If the direction is “North” then the y
co-ordinate is incremented, if “West” then the x co-ordinate is decremented.
When the visitor reaches a direction “Down” and is not in a stairwell then
it has reached its destination. If it is in the stairwell on the first floor and it
reads “Down” then it descends to the ground floor and so on.

Further assumptions are made that if the process is likely to hit a wall
then the co-ordinate that would have been updated is unchanged and the
other co-ordinate is updated in the same direction (if the x-co-ordinate was
to be incremented then the y-co-ordinate would be incremented and so on).
This policy works in the present case because sensor / displays are located in
the corners.

In summary the model supports a generic notion of mobility achieved by
relating space to the channels that are used to communicate with the display
/ sensor. The visitor process in addition captures a set of simple assumptions
about the user which can be explored further:

(i) It can read the direction from the sensor display.

(ii) It remembers the direction it has read and continues to use it even when
the display is not visible.

(iii) It moves correctly in response to the direction that has been read.
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arrived

t<=1

loc==NS

sensorlink()

((dir!=down)||(loc==SF))
updatecoord()

(dir==down)&&(loc!=SF)
arrive!

direct[loc]?
dir=xdir

loc!=NS
route[loc]!

press!
xi=i

initsenschans()

Fig. 5. The visitor

arrived

loc==NS

sensorlink()

((dir!=down)||(loc==SF))
updatecoord()

(dir==down)&&(loc!=SF)

direct[loc]?
dir=xdir

loc!=NS
route[loc]!
xbutt=bp

initsenschans()

Fig. 6. The visitor who can elect to receive a direction

Each of these elements could be manipulated and could be used as mechanisms
for exploring user errors. Alternative or further assumptions could equally
be made, for example about what visitors do when there is a possibility of
collision.

All models use the same floor layout which is different from Lancaster
University but is of similar complexity. Version 2 of the system assumes
that the sensor is sensitive to the visitor’s position and therefore the visitor
variant sends the route each time (Figure 6). The third version of the model
performs the same activity as the second except that the elective refreshing
of the visitor’s handheld display is also modelled. An additional unlabelled
branch in the model specifies the possibility that the visitor does not request
an update to its display. In this case direction information used by visitor
is determined by the last request that was made by the visitor (this happens
non-deterministically in the model). Hence if the user “forgets” to update the
display it will continue to use a prior direction even though it could have been
updated through a visitor’s request.
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arrived

loc==NS

sensorlink()

((dir!=down)||(loc==SF))
updatecoord()

(dir==down)&&(loc!=SF)

direct[loc]?
dir=xdir

loc!=NS
route[loc]!
xbutt=bp

initsenschans()

Fig. 7. The explicit visitor process

5 Evaluation

Modelling the system allows exploration of the implications of alternative
designs by exploring sequences of modelled states. These state sequences can
be thought of as paths that provide the basis for scenarios. There is no space
for detailed analysis of the system. Instead the three types of activity that
were carried out are briefly described.

5.1 Scenario exploration

The model provides a framework within which specific scenarios can be ex-
plored. Scenarios that have been gathered through a process of interviewing
users may be “stripped down” to steps in the model. When animated, the
steps taken within the model may be understood and visualised by the analyst
in the broader context of the physical textures, siting of displays and other
features of the real system. Hence the model animation is used as a trigger
for the domain specialist to rehearse and to visualise what the designed sys-
tem would be like. The model generates questions for the designer about the
choices that have been made. These questions can be explored and discussed
with a usability specialist or even re-expressed as a narrative that could be
of value to explore with users and to allow them to experience the properties
that are important.

Additionally, when properties fail in uppaal, a trace is provided by the tool.
These traces need to be explored (sometimes extended) through animation in
order to build an understanding of the root of the problem being highlighted.

5.2 Property exploration

The model provides a basis for exploring properties. They may be automat-
ically checked against the properties derived as important either by identify-
ing snapshot experiences or other properties of the system. This process of
property checking may generate traces that would form the basis for further
scenarios [5]. Hence for example the version of these models that were used for
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checking properties included specific timing information. This was to ensure
that the system would not dwell endlessly at a particular state. The following
properties have been checked.

• Reachability: checking that the model behaves in a way that is consistent
with the proposed system. For example that the user will arrive at the
required destination if they follow the signs. This can be achieved using
properties such as A<>(P1.dir==down)&&(P1.loc!=SF), that the visitor
(P1) will always reach a location that is not the stairwell where the direction
of the display is down. Note that timing in the particular model used was
designed so that the model always progresses because without it it is always
possible that the process can dwell in a state forever and therefore fail to
reach its destination.

• Visibility: checking that there is always another sign in the line of sight
of the current display in the direction that the visitor should travel. This
is achieved by adding an observer process, see below, and checking that a
variable that is set each change of position to ensure that the next display
is in sight is always true.

It is also possible to use this model to check security and privacy properties,
for example to check that the public display closest to the user can never
combine with information displayed on the user’s personal device to betray
private information about another user.

Situations where a property breaks can be at least as interesting as whether
the property is satisfied. Counter-examples may demonstrate failures in the
system but they may also indicate situations where properties of the informa-
tion may not be satisfied but may be unproblematic from a usability point
of view. Alternative models that make different assumptions about visitor
dwell time will enable the exploration of counter-examples where visitors might
spend longer than expected reading displays and travelling between locations.
These counter-examples to properties may be used as the basis for scenarios.

5.3 Observer processes

Observer processes provide further opportunities to check properties of the
system. They can be used to act like observational scientists spotting in-
teresting events and calculating whether these events have properties in the
context of the ongoing execution of the system. Hence for example an ob-
server was used to check whether a visitor can always see the next sign in
the direction of the arrow that is on the nearest sensor / display. In order
to achieve this the observer process is signalled each time a visitor reaches
a new location, and a message is sent to the observer giving the direction it
reads from the sensor / display and the visitor’s destination. The observer
uses this information to calculate from the current location whether there is
a straight line in terms of the (x, y) co-ordinates to another sensor / display.
The observer sets a variable depending on whether the display can be found.
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Other examples of observer processes are described in [8].

6 Discussion and Conclusions

An important benefit of formal modelling of human interactions in ubiquitous
systems is the ability to evaluate user characteristics prior to building the sys-
tem. This applies both to testing whether user requirements are met in a
particular model and to improving a model iteratively so that it eventually
meets the set requirements. This may enable developers to modify the cur-
rent design/model in a targetted way and speed up the development process.
Another benefit is that the elicited traces are gathered by a formal process
and therefore the designer can be quite clear why the scenario based on the
trace is of interest.

One potential disadvantage of the proposed approach relates to scalability.
While there are no inherent limitations, it is possible that models become too
complex to fully check them within reasonable time or memory limits. This
can result either from poor modelling (e.g., using the wrong abstractions) or
the fact that the model requires multiple instances of the same process. Ways
to overcome this particular problem include the use of multiple, smaller models
(potentially at the expense of being able to prove certain properties for the
entire system) or multi-tiered models with several layers of abstraction.

A second issue is the mapping between informal usability requirements,
the model and the implementation of the system. In order for the model to
have any value, it needs to be tightly linked to the system implementation,
i.e., the system needs to implement the model. Similarly, the formal require-
ments used to check against the formal model need to accurately represent
the requirements identified in the elicitation phase. Potential solutions to
these issues include formal and/or (semi-)automatic processes to derive an
executable implementation from the formal model or tools supporting both
processes (compare for example, [13,15]).

Finally, creating, evaluating and modifying a formal model of a ubiquitous
system introduces a further step into the development process, which can
incur increased costs and lengthen the time to completion of a project. In
addition, formal modelling may require a different set of skills from developers,
which may have the same effect. This issue is however counterbalanced by the
advantages listed above as well as by the potential savings resulting from
identifying problems early on in the development process.

The main value of uppaal was through its provision of animation facil-
ities and time. The modelling technique makes it necessary to use rather
complicated “patterns” to capture communication and to support mobility.
Another problem with the techniques is that there are no clear pathways to-
wards stochastic modelling. Questions remain about whether modelling such
as this will require not only consistent families of model but also a variety of
modelling techniques.
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By making interaction requirements explicit, modelling can also pave the
way to define more clearly what is meant by ‘calm computing’ in the context
of a particular system. The next step is to integrate and use the approach
described in this paper in the context of a larger and more complex project.
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Abstract

Well-designed interfaces use procedural and sensory cues to increase the salience of appropriate actions and
intentions. However, empirical studies suggest that cognitive load can influence the strength of procedural
and sensory cues. We formalise the relationship between salience and cognitive load revealed by empirical
data. We add these rules to our abstract cognitive architecture developed for the verification of usability
properties. The interface of a fire engine despatch task used in the empirical studies is then formally verified
to assess the salience and load rules. Finally, we discuss how the formal modelling and verification suggests
further refinements of the rules derived from the informal analysis of empirical data.

Keywords: human error, formal verification, salience, cognitive load, model checking.

1 Introduction

The correctness of interactive systems depends on the behaviour of both human and
computer actors. Human behaviour cannot be fully captured by a formal model.
However, it is a reasonable, and useful, approximation to assume that humans
behave “rationally”: entering interactions with goals and domain knowledge likely
to help them achieve their goals. If problems are discovered resulting from rational
behaviour then such problems are liable to be systematic and deserve attention in
the design. Whole classes of persistent, systematic user errors may occur due to
modelable cognitive causes [16,11]. Often opportunities for making such errors can
be reduced with good design [6]. A methodology for highlighting those designs that
allow users to make systematic errors, even when behaving in a rational way, is
important. It will allow such designs to be significantly improved.
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Well-designed interfaces increase the sensory salience of signals that are used to
cue actions that are frequently forgotten or are performed in the wrong sequence.
Chung and Byrne [8] found that a sensory signal has to be highly visually salient
in order to ensure that a task-critical step, buried deep down in the task structure,
is not forgotten. The specificity of the cue is important. Making a target action
more salient by moving it to an area of the interface which is likely to be the focus
of attention is often insufficient. The cue has to be indicative of the type of action
required – e.g., a red flashing arrow pointing at the button to be clicked. Low level
perceptual studies [7] have shown that an individual is unable to process visually
salient features if cognitive control functions are not available to maintain the active
goal. This suggests that sensory cues are not always noticed under high workload
scenarios.

Non-sensory cues, known as procedural cues (internal to the cognitive system),
can be used to retrieve previously formulated intentions (expert procedural knowl-
edge) enabling the next procedural step to be performed. Remembering that, and
so doing, after performing x always do y if z is true is an example of following a
procedural cue rule. Sensory cues (external to the cognitive system) can also be
used to retrieve intentions (expert procedural knowledge). For example, if sensory
cue p is attended to then it may indicate that q should be the next step if r is true.

People make slip errors frequently, but do not make them every time. Empiri-
cal studies [1] suggest that cognitive load can influence the frequency of errors by
affecting the strength of procedural and sensory cues. In this paper, we formalise
the relationship between salience and cognitive load revealed by the informal anal-
ysis of empirical data. We then incorporate these rules into our abstract cognitive
architecture [9,17] developed earlier from abstract cognitive principles, such as a
user entering an interaction with knowledge of the task and its subsidiary goals,
and choosing non-deterministically between appropriate actions. This extension re-
fines non-determinism by introducing a hierarchy of choices governed by the salience
(strength) of procedural and sensory cues, and the level of cognitive load imposed
by the task performed.

As an assessment step for our extension, we formally model the fire engine
despatch task used in the empirical studies [1]. One reason for doing this is to
check whether the systematic errors identified during the experiments can also be
detected by the formal verification of the same task, thus indicating that our ex-
tended cognitive architecture generates behaviours corresponding to those of real
people. Another reason is that possible mismatches between the two sets of be-
haviours can suggest new empirical studies leading to refinements of our salience
and load rules and their formalisation within the cognitive architecture.

Contribution
Summarising, the main contribution of this paper is the following:

• An investigation into the formal modelling of salience and cognitive load.
• A formalisation of the connection between salience and cognitive load revealed

by empirical studies.
• An extension of our verification framework involving salience and load rules, and
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a hierarchy of salience levels.
• A formal modelling, as an assessment step, of the task used earlier in our empirical

studies.

Related work
There is little related work on salience and cognitive load. Cartwright-Finch and

Lavie [7] developed a theory that a high extraneous load only reduces perception
of a sensory cue when cognitive control functions are not available to maintain the
active goal. More generally, work on human error has shown that the provision
of visual cues can strengthen procedural cueing providing they manage to capture
attention [8].

Duke et al. [10], and Bowman and Faconti [4] use Interactive Cognitive Sub-
systems (ICS) [3] as the underlying model of human information processing. Their
models deal with information flow between the different cognitive subsystems and
constraints on the associated transformation processes. As a result, the above work
focusses on reasoning about multi-modal interfaces and analyses whether interfaces
based on several simultaneous modes of interaction are compatible with the capa-
bilities of human cognition.

In the related area of safety-critical systems, Rushby et al. [19] focus on mode
errors and the ability of pilots to track mode changes. They formalise plausible
mental models of systems and analyse them using the Murφ verification tool. The
mental models though are essentially abstracted system models; they do not rely
upon structure provided by cognitive principles.

2 Cognitive Architecture

Our cognitive architecture is a higher-order logic formalisation of abstract principles
of cognition and specifies a form of cognitively plausible behaviour [5]. The archi-
tecture specifies possible user behaviour (traces of actions) that can be justified
in terms of specific results from the cognitive sciences. Real users can act outside
this behaviour of course, about which the architecture says nothing. However, be-
haviour defined by the architecture can be regarded as potentially systematic, and
so erroneous behaviour is similarly systematic in the design. The predictive power
of the architecture is bounded by the situations where people act according to the
principles specified. The architecture allows one to investigate what happens if a
person acts in such plausible ways. The behaviour defined is neither “correct” nor
“incorrect”. It could be either depending on the environment and task in question.
We do not attempt to model the underlying neural architecture nor the higher-
level cognitive architecture such as information processing. Instead our model is an
abstract specification, intended for ease of reasoning.

2.1 Cognitive Principles

In the formal user model, we rely upon abstract cognitive principles that give a
knowledge level description in the terms of Newell [15]. Their focus is on the internal
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goals and knowledge of a user. These principles are briefly discussed below. Their
formalisation in SAL is described in Sections 2.2 and 3.

Non-determinism
In any situation, any one of several cognitively plausible behaviours might be

taken. It cannot be assumed that any specific plausible behaviour will be the one
that a person will follow where there are alternatives.

Relevance
Presented with several options, a person chooses one that seems relevant to the

task goals. For example, if the user goal is to get cash from an ATM, it would
be cognitively implausible to choose the option allowing one to change a PIN. A
person could of course press the wrong button by accident. Such classes of error
are beyond the scope of our approach, focussing as it does on systematic slips.

Salience
Even though user choices are non-deterministic, they are affected by the salience

of possible actions. For example, taking money released by a cash-point is a more
salient, and thus much more likely, action to take than to terminate the interaction
by walking away from the machine without cash. In general, salience could be
affected by several factors such as the sensory (visual) salience of an action, its
procedural cueing as a part of a learned task, and the cognitive load imposed by
the complexity of the task performed.

Mental versus physical actions
There is a delay between the moment a person mentally commits to taking an

action (either due to the internal goals or as a response to the interface prompts)
and the moment when the corresponding physical action is taken. To capture
the consequences of this delay, each physical action modelled is associated with
an internal mental action that commits to taking it. Once a signal has been sent
from the brain to the motor system to take an action, it cannot be revoked after a
certain point even if the person becomes aware that it is wrong before the action
is taken. To reflect this, we assume that a physical action immediately follows the
committing action.

Pre-determined goals
A user enters an interaction with knowledge of the task and, in particular, task

dependent sub-goals that must be discharged. These sub-goals might concern infor-
mation that must be communicated to the device or items (such as bank cards) that
must be inserted into the device. Given the opportunity, people may attempt to
discharge such goals, even when the device is prompting for a different action. Such
pre-determined goals represent a partial plan that has arisen from knowledge of the
task in hand, independent of the environment in which that task is performed. No
fixed order other than a goal hierarchy is assumed over how pre-determined goals
will be discharged.
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Table 1
A fragment of the SAL language

Notation Meaning

x:T x has type T
λ(x:T):e a function of x with the value e
x′ = e an update: the new value of x is that of e
{x:T | p(x)} a subset of T such that the predicate p(x) holds
a[i] the i-th element of the array a
r.x the field x of the record r
r WITH .x := e the record r with its field x updated by e
g → upd if g is true then update according to upd
c [] d non-deterministic choice between c and d
[](i:T): ci non-deterministic choice between ci with i in range T

Reactive behaviour
Users may react to an external stimulus, doing the action suggested by the

stimulus. For example, if a flashing light comes on a user might, if the light is
noticed, react by inserting coins in an adjacent slot.

Voluntary task completion
A person may decide to terminate the interaction. As soon as the main task

goal has been achieved, users intermittently, but persistently, terminate interactions
[6], even if subsidiary tasks generated in achieving the main goal have not been
completed. A cash-point example is a person walking away with the cash but
leaving the card. Users also may terminate interactions when the signals from the
device or environment suggest that task continuation is impossible due to some
fault. For example, if the cash-point signals that the inserted card is invalid (and
therefore retained), a person is likely to walk away and try to contact their bank.

Forced task termination
If there is no apparent action that a person can take that will help to complete

the task then the person is forced to terminate the interaction. For example, if, on
a ticket machine, the user wishes to buy a weekly season ticket, but the options pre-
sented include nothing about season tickets, then the person will give up, assuming
the goal is not achievable.

2.2 Cognitive Architecture in SAL

We have formalised the cognitive principles within the SAL environment [14]. It
provides a higher-order specification language and tools for analysing state ma-
chines specified as parametrised modules and composed either synchronously or
asynchronously. The SAL notation we use here is given in Table 1. We also use the
usual notation for the conjunction, disjunction and set membership operators. A
simplified version of the SAL specification of a transition relation that defines our
user model is given in Fig. 1, where predicates in italic are shorthands explained

5
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TRANSITION
[](g:GoalRange,slc:Salience): CommitAction:

NOT(comm) ∧
finished = notf ∧
(HighestSalience(slc, g, status, goals, ...)
∨
HighSalience(slc, g, status, goals, ...) ∧
NOT(∃h : HighestSalience(LowSLC, h, status, goals, ...)
∨
LowSalience(slc, g, status, goals, ...) ∧
NOT(∃h : (HighSalience(LowSLC, h, status, goals, ...) ∨

HighestSalience(LowSLC, h, status, goals, ...))) ∧
(g 6= ExitGoal ∨ MayExit)

→

commit′[act(Goals[g].subgoals)] =
committed;

status′ = status
WITH .trace[g] := TRUE
WITH .last := g
WITH .length :=

status.length + 1

[]
[](a:ActionRange): PerformAction:

commit[a] = committed → commit′[a] = ready;
Transition(a)

[]
ExitTask:

goals[TopGoal].achieved(in, mem) ∧
BrokenState(in, mem, env) ∧
NOT(comm) ∧
finished = notf

→ finished′ = ok

[]
Abort:

NOT(ExistsSalient(...)) ∧
NOT(goals[TopGoal].achieved(in, mem)) ∧
NOT(comm) ∧
finished = notf

→
finished′ = IF Wait(in, mem)

THEN notf
ELSE abort ENDIF

[]
Idle:

finished = notf →

Fig. 1. Cognitive architecture in SAL (simplified)

later on. Below, whilst explaining this specification (SAL module User), we also
discuss how it reflects our cognitive principles.

Guarded commands
SAL specifications are transition systems. Non-determinism is represented

by the non-deterministic choice, [], between the named guarded commands
(i.e. transitions). For example, CommitAction in Fig. 1 is the name of a family
of transitions indexed by g. Each guarded command in the specification describes
an action that a user could plausibly take. The pairs CommitAction – PerformA-
ction of the corresponding transitions reflect the connection between the physical
and mental actions. The first of the pair models committing to a goal, the second
actually taking the corresponding action (see below).

Goals structure
The main concept in our cognitive architecture is that of user goals. 5 User goals

are organised as a hierarchical (tree like) goal–subgoals structure. The nodes of this
tree are either compound or atomic:

atomic Goals at the bottom of the structure (tree leaves) are atomic: they consist
of (map to) an action, for example, a device action.

compound All other goals are compound: they are modelled as a set of task
subgoals.

5 Note that we are omitting from the description of the goal structure its aspects related to the relevance
of goals. They are not used in the work described here, for the omitted detail see [18].
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In this paper, we consider an essentially flat goal structure with the top goal con-
sisting of atomic subgoals only. We will explore the potential for using hierarchical
goal structures in subsequent work.

In SAL, user goals and aims are modelled as an array, Goals, which is a param-
eter of the User module. Each element g in Goals is a record with the following
fields:

guard A predicate, denoted grd, that specifies when the goal g is enabled, for
example, due to the relevant device prompts.

choice A predicate (choice strategy), denoted choice, that models a high-level
ordering of goals by specifying when the goal g can be chosen. An example of the
choice strategy is: “choose only if g has not been chosen before.”

achieved A predicate, denoted achieved, that specifies the main task goal when
g is the top goal, not used for atomic goals.

salience A value, denoted slc, that specifies the sensory salience of g.

cue A function, denoted cue, that for each goal h returns the strength of g as a
procedural cue for h.

subgoals A data structure, denoted subgoals, that specifies the subgoals of the
goal. It takes the form comp(gls) when the goal consists of a set of subgoals
gls. If the goal is atomic, its subgoals are represented by a reference, denoted
atom(act) to an action in the array Actions (see below).

Goal execution
To see how the execution of an atomic goal is modelled in SAL consider the

guarded command PerformAction for doing a user action that has been previously
committed to:

commit[a] = committed → commit′[a] = ready;
Transition(a)

The left-hand side of → is the guard of this command. It says that the rule will
only activate if the associated action has already been committed to, as indicated
by the element a of the local variable array commit holding value committed. If the
rule is then non-deterministically chosen to fire, this value is changed to ready to
indicate there are now no commitments to physical actions outstanding and the user
model can select another goal. Finally, Transition(a) represents the state updates
associated with this particular action a.

The state space of the user model consists of three parts: input variable in,
output variable out, and global variable (memory) mem; the environment is modelled
by a global variable, env. All of these are specified using type variables and are
instantiated for each concrete interactive system. The state updates associated with
an atomic goal are specified as an action. The latter is modelled as a record with the
fields tout, tmem and tenv; the array Actions is a collection of all user actions. The
three fields are relations from old to new states that describe how two components
of the user model state (outputs out and memory mem) and environment env are
updated by executing this action. These relations, provided when the generic user
model is instantiated, are used to specify Transition(a) as follows:
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out′ ∈ {x:Out | Actions[a].tout(in,out,mem)(x)};
mem′ ∈ {x:Memory | Actions[a].tmem(in,mem,out′)(x)};
env′ ∈ {x:Env | Actions[a].tenv(in,mem,env)(x) ∧ possessions}

Since we are modelling the cognitive aspects of user actions, all three state up-
dates depend on the initial values of inputs (perceptions) and memory. In addition,
each update depends on the old value of the component updated. The memory
update also depends on the new value (out′) of the outputs, since we usually as-
sume the user remembers the actions just taken. The update of env must also
satisfy a generic relation, possessions. It specifies universal physical constraints on
possessions and their value, linking the events of taking and giving up a possession
item with the corresponding increase or decrease in the number (counter) of items
possessed. For example, it specifies that if an item is not given up then the user still
has it. The counters of possession items are modelled as environment components.

PerformAction is enabled by executing the guarded command for selecting an
atomic goal, CommitAction, which switches the commit flag for some action a to
committed thus committing to this action (enabling PerformAction). A goal g may
be selected only when one of the disjuncts specifying its salience level (see Section 3)
is true. The last conjunct in the guard of CommitAction distinguishes the cases
when the selected goal is ExitGoal or not. ExitGoal (given as a parameter of the
User module) represents such options as “cancel” or “exit”, available in some form
in most interactive systems. We omit the definition of MayExit from Fig. 1 here,
since it is irrelevant for this paper.

When an atomic goal g is selected, the user model commits to the corresponding
action act(Goals[g].subgoals). The record status keeps track of a history of
selected goals. Thus, the element g of the array status.trace is set to true to
indicate that the goal g has been selected, status.last records g as the last goal
selected, and the counter of selected goals, status.length, is increased.

Task completion
In the user model, we consider two ways of terminating an interaction. Voluntary

completion (finished is set to ok) can occur when the main task goal, as the user
perceives it, has been achieved (see the ExitTask command). Forced termination
(finished is set to abort) models random user behaviour (see the Abort com-
mand). Since the choice between enabled guarded commands is non-deterministic,
the ExitTask action may still not be taken. Also, it is only possible when there are
no earlier commitments to other actions.

In the guarded command Abort, the condition of forced termination (no enabled
salient actions) is expressed as the negation of the predicate ExistsSalient (the lat-
ter states that there exists a goal for which one of the predicates HighestSalience,
HighSalience or LowSalience is true). Note that, in such a case, a possible action
that a person could take is to wait. However, the user model will only do so given
some cognitively plausible reason such as a displayed “please wait” message. The
waiting conditions are represented in the specification by predicate parameter Wait.
If Wait is false, finished is set to abort to model a user giving up and terminating
the task.
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3 Salience and Load Rules

In this section, we discuss the connection between the salience of cues and cognitive
load observed in empirical studies and expressed as salience and load rules. We
then formalise these rules within our verification framework and incorporate them
into our cognitive architecture.

Cognitive load
Slip errors are made frequently, but they are not made every time. The frequency

of these errors is determined by causal factors internal (goals) and external to the
cognitive system. After formulating goals, new information may interfere with the
ability to retain previous formulations. We designed an experimental paradigm [2]
that manipulated the availability (and awareness) of both procedural and sensory
cues that were needed to overcome performing erroneous “springs to mind” actions.
Our hypothesis was that slip errors were more likely when the salience of cues was
not sufficient to actively influence attentional control. If processes are directed by a
passive (off-line) attentional control system then errors associated with performing
“springs to mind” actions are more likely. A simulation of a ‘Fire Engine Despatch
Centre’ was developed. The overall objective was to send navigational information
to fire engines enabling the fastest possible incident response times. Training trials
were used to ensure that participants became familiar with the sequence of actions
required. Cognitive load was manipulated by the complexity of routes imposed and
the quantity of task irrelevant information displayed.

We found that the difficulty associated with performing a proceduralized task
significantly influences the likelihood of making a slip error. The inherent difficulty
of the task at hand can be referred to as intrinsic cognitive load. Our experiments
have shown that this load can influence the strength of procedural cues used to
perform future task critical actions (background intrinsic cognitive load). Another
load type, known as extraneous load, has been shown to influence the awareness
individuals have of sensory cues when intrinsic load is high. Extraneous load is
imposed by information that does not contribute directly to the performance of
a specific goal. Activities such as attempting to find relevant information on the
device display (visual search) or manipulating the user interface in an attempt
to find relevant information (interactive search), that do not foster the process of
performing a goal can be classified as extraneous. Our findings suggest that sensory
cues will only be low in overall salience when both the intrinsic and extraneous load
imposed on the individual is high. These findings are compatible with Cartwright-
Finch and Lavies [7] theory that a high extraneous load only reduces perception of
a sensory cue (or distractor) when cognitive control functions are not available to
maintain the active goal.

The informal analysis of our empirical data suggested the following connections
between salience and cognitive load [2]:

sensory When both the intrinsic and extraneous load is high, the salience of sen-
sory cues may be reduced.

procedural High intrinsic load reduces the salience of procedural cues.
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Next we formalise these connections within our verification framework.

Formalisation
In our formalisation, salience can take one of the following three values: HighSLC,

LowSLC and NoSLC, whereas both the intrinsic and extraneous load can be either
HighLD or LowLD. First, we had to capture the meaning of “reduced salience” in the
above rules. We decided to interpret this as salience going from high to low. Then
the sensory salience rule is expressed as follows:

if default = HighSLC ∧ intr = HighLD ∧ extr = HighLD
then sensory = HighSLC ∨ sensory = LowSLC
else sensory = default

(1)

Here, intr and extr represent the intrinsic and extraneous load, respectively. The
variable default denotes the salience of a sensory cue without taking into account
the cognitive load experienced, whereas sensory denotes the actual sensory salience
of that cue. Note that our formalisation is non-deterministic, i.e., we assume that a
sensory cue can be salient (and thus be noticed by people) even under the high cog-
nitive load condition. This reflects the modality may in the corresponding informal
rule.

In the cognitive architecture, we need a predicate that specifies when the sensory
salience of a goal is high. Thus, rule (1) is translated into the following definition
of SensSalient:

SensSalient(arb,g,status,goals)(inp,mem,env) =
IF goals[g].slc(inp,mem,env) = HighSLC ∧

status.intrinsic = HighLD ∧ extraneous = HighLD
THEN arb = HighSLC
ELSE goals[g].slc(inp,mem,env) = HighSLC ENDIF

Here, goals[g].slc(inp,mem,env) is the default salience (as determined in any
specific case by HCI experts) of the goal g. The parameter arb represents a possible
value of the actual sensory salience. This value is chosen non-deterministically as
an index of the guarded command CommitAction (see Fig. 1).

The procedural salience rule is formally expressed as follows:

if default = HighSLC ∧ intr = HighLD then procedural = HighSLC
else procedural = default

(2)

In the cognitive architecture, this is translated into two predicates, ProcHigh and
ProcLow, that specify when the procedural salience is high and low, respectively:

ProcHigh(g,status,goals)(inp,mem,env) =
goals[status.last].cue(g)(inp,mem,env) = HighSLC ∧
status.intrinsic = LowLD

ProcLow(g,status,goals)(inp,mem,env) =
goals[status.last].cue(g)(inp,mem,env) = LowSLC ∨
goals[status.last].cue(g)(inp,mem,env) = HighSLC ∧

status.intrinsic = HighLD
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HighestSalience(arb,g,status,goals)(inp,mem,env) =
atom?(goals[g].subgoals) ∧
goals[g].grd(inp,mem,env) ∧ goals[g].choice(g,s) ∧
(ProcHigh(g,status,goals)(inp,mem,env) ∨
ProcLow(g,status,goals)(inp,mem,env) ∧

SensSalient(arb,g,status,goals)(inp,mem,env))

HighSalience(arb,g,status,goals)(inp,mem,env) =
atom?(goals[g].subgoals) ∧
goals[g].grd(inp,mem,env) ∧ goals[g].choice(g,s) ∧
goals[status.last].cue(g)(inp,mem,env) = NoSLC ∧
SensSalient(arb,g,status,goals)(inp,mem,env)

LowSalience(arb,g,status,goals)(inp,mem,env) =
atom?(goals[g].subgoals) ∧
goals[g].grd(inp,mem,env) ∧ goals[g].choice(g,s)

Fig. 2. Levels of salience

Hierarchy of choices
Next we discuss how the sensory and procedural salience influence the choice of

goals in our cognitive architecture. Recall that the underlying choice principle is
non-determinism – any “enabled” goal can be chosen for execution. The addition
of salience refines the notion of enabledness by introducing a hierarchy of choices
into our cognitive architecture. We started with a version that included a two-
level hierarchy, high salience and low salience. A goal was defined to have the high
salience, if either of the predicates SensSalient or ProcHigh was true, otherwise
its salience was defined as low. We also assumed that high salience goals have
priority over low salience ones. However, with this version of the architecture, our
verification efforts described in Section 5 produced errors (and the corresponding
behaviours of the model) not observed during our empirical studies. The analysis
of the counter examples suggested a refinement of the two-level hierarchy which
yielded a new version specified in Fig. 2.

The new version consists of three levels of salience. Assuming the choice strategy
and the guard for an atomic goal is true, its salience belongs to the highest level, if
(i) its procedural salience is high, or (ii) its procedural salience is low, and sensory
salience is high (see Fig. 2). It belongs to the middle level (high salience), if it is
not procedurally cued, but its sensory salience is high. Such a goal is only chosen,
if there are no goals in the highest level. Finally, the lowest level includes all the
remaining atomic goals whose choice strategy and guard are true.

4 Fire Engine Despatch Task

In this section, we describe the task we chose to model for the assessment of our
development of the cognitive architecture.

The overall objective of the task was to send navigational information to fire
engines enabling the fastest possible incident response times using the interface
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Fig. 3. ‘Fire Engine Despatch’ interface

shown in Fig. 3. When commencing the task an individual has to decide which call
to prioritize before clicking on the ‘Start next call’ button. Choosing call priority
involves clicking on the radio button that is located alongside the required call ID
(see the bottom right part of Fig. 3). However, call priority is actually set only when
the ‘Confirm priority change’ button is clicked. Clicking on this button updates the
visual confirmation of the selected call, located at the top of the priority selection
window (ID 4 in Fig. 3). The selected call is then processed by clicking on the ‘Start
next call’ button.

The second part of this task is to construct the optimal route and send the
necessary information to fire engines. This is done using the bottom left part of the
interface from Fig. 3 which is displayed only when a call has been processed. At this
point, the location of the nearest fire engine and the location of the incident are
displayed as waypoints on the map in the upper part of the interface. Depending
on the availability of GPS signals, there are two options for constructing route
information: automatic and manual. The most appropriate automatically generated
route could only be used when GPS signals are being received by the fire engine
attending the incident. When GPS signals cannot be relied upon, a route must
be constructed based on waypoint information in the local area. The indicator
located above the telephone image informs which option must be used. The leftmost
drop-down menu supports manual route construction by allowing the user to select
waypoints and add them to the route by clicking on the ‘Add’ button. The selected
waypoints are then displayed in the text box below. One of the automatically
generated routes can be selected by clicking on the menu just above the ‘Add’
button. Selecting the wrong route construction method is regarded as a mode
error.

The constructed route is sent by clicking the ‘Get/Send route information’ but-
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ton, thus finishing the task. However, before this step is taken, a fire engine des-
ignated as the backup unit must be selected. This selection involves clicking the
radio button alongside one of the units in the centrally located menu. Again the
backup unit is only set once the ‘Route complete’ button has been clicked.

5 Task Verification

In this section, we instantiate our generic architecture, thus deriving a user model
for the ‘Fire Engine Despatch Task’. This model is then used for the verification of
correctness properties for the interface described in the previous section. 6

In this paper, we consider one usability property. It aims to ensure that, in any
possible system behaviour, the user’s main goal of interaction (as they perceive it)
is eventually achieved. This is written in SAL as the following LTL assertion (here
F means “eventually”):

F(Perceived(inp, mem, env))(3)

The main purpose of our verification is to find out how close, with respect to
the errors detected, its results are to the data of our empirical studies. Since the
actual experiments essentially consisted of two subtasks, we split the task (and its
user model) into two parts: setting call priority (top goal CallPriorityGoal) and
sending route information (top goal SendRouteGoal).

5.1 Call Priority

We assume that the user model for this (sub)task includes three atomic goals:
SelectPriorityGoal, ConfirmPriorityGoal and StartCallGoal. As an example,
SelectPriorityGoal is the following record:

choice := NotYetDischarged
grd := λ(inp,mem,env): inp.PrioritySelection
slc := λ(inp,mem,env): HighSLC
cues := λ(g):λ(inp,mem,env):

IF g = ConfirmPriorityGoal THEN HighSLC ELSE NoSLC ENDIF
subgoals := atom(SelectPriority)

Thus, this goal may be selected only if the priority selection menu is displayed.
The choice strategy NotYetDischarged is a pre-defined predicate that allows one
to choose a goal only when it has not been chosen before. We assume that the
sensory salience of this goal is high, since the visual attention, at this point in task
execution, should be in the correct area. The salience of this goal as a procedural
cue for the call confirmation action is high, but it should not cue other actions. The
corresponding action SelectPriority is defined as follows:

tout := λ(inp,out0,mem):λ(out):
out = Default WITH .PrioritySelected := TRUE

tmem := λ(inp,mem0,out):λ(mem):
mem = mem0 WITH .PrioritySelected := TRUE

6 Due to the shortage of space, we omit here the formal specification of the interface. The SAL sources for
this example are available at http://www.dcs.qmul.ac.uk/research/imc/hum/examples/fmis07.zip .
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Here Default is a record with all its fields set to false thus asserting that nothing
else is done.

The definitions for the other two goals are similar. Their sensory salience is
assumed to be high. ConfirmPriorityGoal serves as a procedural cue of high
salience for the goal StartCallGoal, whereas the latter being the last step in the
procedure does not cue other actions. Finally, the top goal CallPriorityGoal for
the call priority subtask is defined as follows:

load := λ(inp,mem,env): LowLD
achieved := λ(inp,mem,env): inp.WaitMsg
subgoals :=

comp({SelectPriorityGoal, ConfirmPriorityGoal, StartCallGoal})

It includes all three atomic goals as its subgoals. Since setting call priority is a
cognitively simple procedure, we assume that the intrinsic load for this task is low.
Finally, the component achieved defines the perceived goal of the task. The latter
is regarded as achieved when a wait message is displayed by the interface. The
latter happens only once the processing of the selected call has been started. Note
that the interface specification ensures that this state can never be reached, if the
priority setting procedure was not properly (as described in Section 4) executed.

The user model derived by the above instantiation of the generic architecture is
parametric with respect to the extraneous load. This parameter can be manipulated
in different verification runs, as was done in the empirical studies.

Verification
For both extraneous load conditions, verification of property (3) fails. The

counter examples indicate that the user model starts by immediately executing
StartCallGoal. This corresponds to the empirical studies which found this initial-
isation error to be systematic. Its main cognitive cause is that the required action of
choosing priority is the first one in the procedure, and thus is not procedurally cued.
This suggests that the initialisation error is unlikely to be eliminated by increasing
the sensory salience of the relevant menu options. On the other hand, “sequencing”
the interface so that the ‘Start next call’ button becomes available only when call
priority has been set should eliminate this error. Verification of the task with a
modified interface confirms this.

Next we check whether the task goal is achieved assuming the first step was
taken correctly. This is expressed as a slightly modified property (3):

X(commit[SelectPriorityAction]=committed)⇒ F(Perceived(inp,mem,env))

Here X is the LTL operator “next”. The property states that the task goal is
eventually achieved, if the first thing that the user model does is committing to
SelectPriorityAction. Verification of the modified usability property is successful
for both extraneous load conditions. Again, this corresponds to the results of our
empirical studies which found that the action of confirming priority is almost never
omitted presumably due to its high procedural cueing by the previous action of
selecting priority. Next we consider the second subtask.
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5.2 Sending Route Information

We assume that the user model for this (sub)task includes the following atomic goals:
DecideModeGoal, GPSGoal, ManualGoal, ClickAddGoal, SelectBackupGoal,
ConfirmRouteGoal and SendRouteGoal. For DecideModeGoal, the essential com-
ponents are specified as follows:

grd := λ(inp,mem,env): inp.ModeDisplayed 6= NoMode
slc := λ(inp,mem,env): LowSLC
cue := λ(g):λ(inp,mem,env):

IF g = GPSGoal ∨ g = ManualGoal THEN HighSLC ELSE NoSLC ENDIF

Here ModeDisplayed denotes the required mode for route construction. It can take
one of the following three values: ModeGPS, ModeManual and NoMode. This goal
can only be selected when the mode indicator is displayed and shows the required
mode. It is procedurally cued by the action of starting a new call which ends the first
subtask. We assume that this cueing is low, since the mode indicator is displayed
after some delay during which a person is likely to be engaged in a complex process
relevant to the route identification and construction. Because we split the whole
despatch task into two subtasks, the procedural cue for DecideModeGoal is specified
to be the top goal SendRouteGoal. The sensory salience of DecideModeGoal is low,
since the mode indicator is displayed in a different area from the route construc-
tion menus. Finally, the memory update for DecideModeAction specifies that the
indicated mode of route construction is stored in memory:

tmem := λ(inp,mem0,out):λ(mem):
mem = mem0 WITH .mode := inp.ModeDisplayed

The essential components for SelectBackupGoal are defined as follows:

grd := λ(inp,mem,env): inp.BackupSelection
slc := λ(inp,mem,env): HighSLC
cue := λ(g):λ(inp,mem,env):

IF g = ConfirmRouteGoal THEN HighSLC ELSE NoSLC ENDIF

The salience of the procedural cues, GPSGoal and ManualGoal, for this goal is high.
Finally, for the top goal SendRouteGoal of the subtask of sending route we have
the following definitions:

load := intrinsic
achieved := λ(inp,mem,env): inp.SuccessMsg

The variable intrinsic is a parameter of our user model. It denotes the intrinsic
load associated with the route construction procedure and depends on the con-
struction method. As previously, the model is also parametric with respect to the
extraneous load. The perceived task goal is to send route information. Achieving
this goal is indicated by a success message displayed by the interface.

Verification
As mentioned in Section 3, initially we used a hierarchy with two salience levels.

For this version of the cognitive architecture, verification of property (3) produced
erroneous behaviours that were not observed in the empirical studies. Namely,

15

97
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after selecting the backup unit, the user model was executing SendRouteAction
instead of ConfirmRouteAction which is procedurally cued with high salience by
SelectBackupAction. This lead to the introduction of additional salience level,
prioritising the goals with high procedural salience (e.g., ConfirmRouteAction)
over those whose sensory salience is high (e.g., SendRouteAction). The modified
version of the cognitive architecture was used for further verification.

To simplify the analysis of the counter examples produced, we introduced two
additional correctness properties:

G(mem.RouteConstructed⇒ (mem.mode 6= NoMode))(4)
G((out.ConfirmRoute ∨ out.SendRoute) ⇒ mem.BackupSelected)(5)

The first one is relevant to the mode error and states that the memory component
RouteConstructed (updated by GPSAction and ClickAddAction) can only be true,
if the user model attended to the mode indicator and stored its value in mem.mode.
The second property states that the buttons ‘Confirm Route’ and ‘Get/Send Route’
can only be clicked, if a backup unit has been selected (indicated by the memory
component BackupSelected which is updated by SelectBackupGoal. It is relevant
in the situations when the action of selecting backup is omitted (termination error).

We start with property (4). Its verification fails for all load conditions: the
user model omits the action of attending to the mode indicator. These results are
inconsistent with respect to the empirical studies which found that only both the in-
trinsic and extraneous load being high leads to the systematic mode error. However,
these inconsistencies are false positives. Our verification did not miss erroneous be-
haviours. Rather, it indicated problems that were not seen in specific experiment
when this task was performed by humans. This suggests that our salience and load
rules and/or the hierarchy of salience levels need further refinements. We intend to
explore this in future work.

Next we verify property (5) relevant to the termination error. In this case, the
correlation with the empirical data is closer. For all load conditions but intrinsic
being high and extraneous being low, verification of (5) yields the same results as
the empirical studies. In the case when both the intrinsic and the extraneous load
is high the omission of selecting backup is observed. When the intrinsic load is low
verification of (5) is successful. This corresponds to low error rates for these load
conditions in our empirical studies (non-systematic error). On the other hand, the
single mismatch occurring when the intrinsic load is high and the extraneous load is
low is potentially more serious than previous false positives. In this case, verification
is successful, even though our empirical data indicates a systematic error.

One possible explanation for this mismatch is that our judgement about salience
values for some goals was inappropriate. In fact, verification yields the termination
error when, for SelectBackupGoal, the salience of procedural cueing is set to high
and the sensory salience is set to low (in the original specification, these values
were low and high, respectively). Furthermore, the new value for procedural cueing
could be reasonably argued for, though admittedly the new value for the sensory
salience is probably more difficult to defend. Another possible explanation is that
our rules are simply too coarse. Whichever the case may be further experiments
are necessary.
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6 Conclusion

In this paper, we added to our cognitive architecture the concepts of procedural
and sensory salience. We formalised the connection between both salience types
and cognitive load imposed by the complexity of the task performed. We then
refined the underlying principle of non-deterministic choice of goals by introducing
a hierarchy of choices governed by the salience of goals. Verification attempts using
the new version of the cognitive architecture suggested further refinements to the
hierarchy of salience levels.

As an assessment step for these developments, we undertook the formal mod-
elling of the fire engine despatch task used in our empirical studies. Our goal was to
check the consistency between the behaviours generated by our cognitive architec-
ture and those exhibited by human participants of our experiments. We found that,
with respect to the initialisation error, verification yielded results that are consistent
with the human behaviour observed during the experimental studies. For the mode
error, our verification produced false positives in some cases. On the other hand,
in the single case when the intrinsic load is high and the extraneous load is low,
verification missed the termination error found to be systematic in the experiments.

The inconsistencies shown in the results of the formal verification and the exper-
iment in no way reduce the significance of our work. Rather they warrant further
refinements of our formal rules and new empirical studies. In fact, this provides
a good example of the cyclic nature of our research methodology. The results of
our original experiment have led us to informal salience and cognitive load rules.
Since those results have been obtained by manipulation of factors (cognitive and
perceptual load) that are known to apply to other domains [20,12,13], we expect
our rules to be generic. Their formalisation and the subsequent formal verification
raise some questions and suggest new experimental hypothesis. These hypothesis
need to be tested in future experiments that will allow us further refine our rules
and again assess them in formal verification.
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Abstract

Recoverability is an important principle of usability design that supports robustness of a user interface.
While the need to avoid human errors is very important, recovery from errors is equally important for any
successful interaction between the user and the interface. One way to achieve this is for the user interface to
request a confirmation which can either be accepted or rejected by the user. Apart from normal behaviour
(where errors are unpredictable but the users are alert to the confirmation), we also consider behaviour of
users for whom habituation reduces the attention to the content of the confirmation request as well as users
who are unconfident.
Users become habituated when an interface requests too many confirmations while an unconfident user is
one who panics on seeing a confirmatory message, due to the fear to have committed an error. We then
propose the design of an interface that could detect habituated users and analyse it with respect to a user
habituation.
We take a formal approach to modelling recoverability, confirmation-possibly-habituated users and uncon-
fident users. We use Communicating Sequential Processes (CSP) to model the various properties and use
the failures model in CSP to verify them in the context of an interaction between a user and the interface.
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1 Introduction

Recoverability is an important principle of usability design that supports robustness

of a user interface. It is defined as the “ability of the user to take corrective action

1 Email: siraj@iist.unu.edu
2 Email: pkrishna@staff.bond.edu.au
3 Email: antonio@iist.unu.edu

This paper has been presented at the
2nd International Workshop on Formal Methods for Interactive Systems

URL: http://www.dcs.qmul.ac.uk/research/imc/hum/fmis2007/

101

mailto:siraj@iist.unu.edu
mailto:pkrishna@@staff.bond.edu.au
mailto:antonio@iist.unu.edu


Shaikh, Krishnan, Cerone

once an error has been recognized” [2]. Whereas features such as predictability and

customizability may help avoid user errors, the possibility of such errors during any

interaction is undeniable. Recovery from an error therefore is important to any

successful interaction between the user and the interface.

Underlying recoverability is the notion of reachability, essentially the “possibility

of navigation through the observable system states” [2]. If starting from a state

where an error is detected the user can reach a state where the error can be undone

(or redone), then the error is recoverable. This is also seen as a special instance of

reachability, known as reversability, where a user wants to get to some state prior

to the current state.

While a robust interface may always provide reversability, this may not be the

adopted or preferred choice of action. Once an error is recognised, a user may simply

start a fresh interaction and choose to ignore the option of reversal. This may be

because the user is a novice and does not understand the recovery option made

available (for the purposes of this paper we will refer to such users as unconfident).

Such undesirable scenario can be classified as a form of forward error recovery that

describes the “possibility for recovery if the effects of interaction are not revokable”

[2]. This is opposed to the desired path for recovery that we purport in this paper,

which is backward error recovery that relies on the reversability of the system.

Our effort is concerned with improving user interface design to provide error

recovery. Our use of formal methods helps us to model error recovery in precise

terms and analyse it for the purpose of conformance with the user’s expected be-

haviour. For this purpose, it is important to have a model of a typical user that

specifies normal user behaviour, common user mistakes and how users recover from

such mistakes.

We motivate the characteristics of our model via a simple example. Consider a

simplified e-voting interface that

(i) requires users to authenticate themselves;

(ii) presents a choice where, if they have already voted, they can check what they

did but cannot correct it, or, if they have not voted yet, then they can vote;

(iii) while they are voting the system presents a list of valid candidates for their

constituency and allows them to select candidates or rank them (depending on

the type of election), cast the vote and obtain a confirmation receipt; and

(iv) if they are only checking their previous vote, they have to enter the code from

their confirmation document and the vote is displayed.

Even the most expert of users could select a wrong candidate or order candidates

incorrectly before casting the vote. Hence the user interface should request the user

to confirm the choice before the vote is cast. Of course, the interface should not

ask for confirmation every time the user reorders the list or chooses a different

candidate.

In general, as errors made by a user are often unpredictable a good system will

allow for errors but will support the user in detecting and recovering from them.

The interface needs to provide a context for such detection and recoverability. One

way to achieve this is to ask for confirmation before an important behaviour reaches
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a point after which it would not be possible to recover. To model this we require that

after every key action (which signifies important behaviour) and before a particular

behaviour is committed (indicated by a commit action), the user must be given

the choice to either accept the current state, or reject it. The presentation of this

choice provides recoverability, that is a state where it is possible for the user to

recover. Note that this does not mean that the user has committed an error and

must recover. It only indicates the possibility that an error occurs. When the reject

action is chosen the system must go back (demonstrating reversability) to a state

where it is possible to do the commit action again. The selection of a key action

should result in a form of checkpointing so that reversability can be supported.

Specifically, choosing to vote is a key action, casting the vote is the commit

action. The user is asked to confirm and if this is followed by a yes, it is a sign

of acceptance while if it is followed by a no, it is a rejection. After a rejection

the system must not ask users to re-authenticate themselves; rather it should go

to the state where they can select or rank the candidates. That is the selection of

candidates is undone and the system reverts to an intermediate state (an example

of backward error recovery).

A user interface that asks for confirmation at every step is tedious to use and

would typically cause habituation in users. A habituated user is likely to always

accept when asked to confirm an action, and never exercise reject. Such behaviour

is also seen in web browsers that often prompt the user whenever they leave a secured

site. For expert users, who are very confident in using any computer system, a form

of quick habituation is common: the user might actually get already habituated

at the second confirmation request. This form of quick habituation makes the

problem critical also for those systems, such as an e-voting system, which are used

only occasionally and for a short time. Habituated users could mistakenly conclude

that the interface of the e-voting machine is the same as the one they are used to

and hence not pay close attention to the confirmatory prompts from the system.

There are two aspects that we address with respect to habituated users. First,

to check that an interface does not cater to habituated users. That is, the choice

to accept or reject an action must be always present. Secondly, to possibly detect

a habituated user, and if found, alert the user for further interaction.

The rest of this paper is organised as follows. Section 2 introduces CSP notation

and features that are relevant to our usage in this paper. Section 3 describes some

of the key concepts and the properties that we concern ourselves with in this paper.

Section 4 describes the user interface and user model in CSP; in particular, in Sec-

tion 4.1 we analyse some of the properties of these models. Section 5 develops these

models further and addresses the issue of detecting a habituated user. Section 6

concludes the paper with a discussion along with some future work.

2 CSP

In this section we introduce the basic building blocks of Communicating Sequential

Processes (CSP) [4,10,11], describing the notation and features of the language

relevant to our usage in this paper.

A CSP system is modelled in terms of processes and events that these processes
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can perform, where events may be atomic in structure or may consist of distinct

components. The CSP expression a → P describes a process that initially per-

forms event a and then behaves as process P . For example, consider a process

PRINT ONE that only accepts one document and prints it off, represented by

events accept and print ,

PRINT ONE = accept → print → STOP

This describes a process that can perform the event accept and then print , after

which it simply stops. Process STOP is the simplest CSP process that can be

described; it has no event transitions and does not engage in any events. Process

PRINT ONE would simply make no further progress once it reaches STOP . We

develop the process further to describe PRINTER recursively as

PRINTER = accept → print → PRINTER

This allows PRINTER to accept documents, print them off and return to the orig-

inal state to accept more documents.

The external choice operator 2 provides the option of running either of the two

processes P or Q when put together as (P 2 Q) where the choice between these two

processes is determined by the first event that is performed, which can be chosen

by the environment. The parallel operator |[A]| is used to force P and Q to run

in parallel and synchronise on events in the set of events A, whereas any of their

events that are not in A are performed independently. This is written as (P |[A ]|Q)

We briefly introduce the failures model in CSP, which is used for the purpose of

analysis in this paper. The failures model allows us to reason about events that a

process is ready to perform. It is not possible to judge whether a certain event will

always be performed by a process as its environment may not allow it to do so. The

approach taken in this model is to reason about processes in terms of events that

they are not able to (or fail to) perform. A failure (tr ,X ) of a process P is the set

of all events X which P would refuse after performing the events in the sequence

tr . The set of all possible failures of P is written as failures [[P ]]

For example, for a → P there are two possibilities. First, if a has not occurred

then it has performed an empty trace 〈〉 and is able to refuse any event other than

a. Second, event a has occurred in which case the rest of the failures are those of

P . More formally,

failures [[a → P ]] = {(〈〉,X ) | a /∈ X }

∪ {(〈a〉 a tr ,X ) | (tr ,X ) ∈ failures [[P ]]}

where x a y denotes appending x with y .

P is said to be failure refined by Q which is written as P ⊑F Q if all failures of

P are also all the failures of Q

failures [[Q ]] ⊆ failures [[P ]]

3 Formal specification of Recoverability

In this section we formalise the properties of reversability and recoverability. We

assume a set of key actions and for each member of this set we assume a set of
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confirm, accept and reject actions.

Although for realistic interfaces we need a set of key actions, we simplify the

exposition by assuming a single typical element for the whole set of key actions.

Moreover, we consider a single confirm event that allows a user to either commit

to the execution of the key action (denoted by an accept event) or to refuse the

execution of the key action (denoted by a reject event). We also consider a menu

event that allows a user to initiate a key action.

3.1 Reversability

We formalise reversability in a process P after a key action denoted by event a as

for every trace w and set of events S , whenever

(w a 〈a〉,S ) ∈ failures [[P ]]

there exist traces w ′ and w ′′ such that

(w a 〈a〉 a w ′ a 〈reject〉 a w ′′ a 〈a〉,S ) ∈ failures [[P ]]

That is, after the key action, one can choose the reject event and reach a state where

it is possible to select the key action and continue to exhibit the same behaviour as

before.

Trace w ′ indicates moving forward before being asked to accept or reject (with

the reject event being chosen for this definition) while trace w ′′ represents first

moving back (i.e., the undo) and then perhaps redoing some of the actions necessary

before being able to select the key action. As we are assuming that behaviour w ′′

exists, the idea of reachability is built into our definition of reversability.

3.2 Recoverability

For some process P executing a key action a, we say that P provides recovery for

a if it allows the user a choice to perform either accept or reject when asked to

perform the confirm event on key action a. Formally,

(〈menu, a, confirm〉, {accept , reject}) /∈ failures [[P ]]

Once P asks the user to confirm key action a, P does not fail to perform either

accept or reject for a.

Furthermore, for every trace w where confirm is not in w ,

(〈menu, a〉 a w , {accept , reject}) ∈ failures [[P ]]

That is, the offer to accept or reject what has been achieved thus far cannot be

made before the user interface asks the user to confirm the choice.

3.3 Recoverability with session integrity

The notion of recoverability presented in Section 3.2 provides no hints to what the

user recovers to in case a is rejected. That is, following a reject event, we do not

know whether the user (intentionally or otherwise) terminates the interaction and

starts an entirely new interaction, or whether the user remains engaged within the

same session of interaction and is allowed to repeat action a.
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We formalise a property where session integrity is preserved. We consider an

event new session to start a new session and an event reset session that prema-

turely terminates a current session.

For some process P executing a key action a, we say that P provides recover-

ability with session integrity if following a reject event it allows the user to return to

the menu event, and does not require the user to perform reset session. Formally,

(〈new session,menu, a, confirm, reject〉, {menu}) /∈ failures [[P ]]

and

(〈new session,menu, a, confirm, reject〉, {reset session}) ∈ failures [[P ]]

Once a user acts to reject an action a, P does not fail to return to event menu but

does fail to perform reset session.

4 Modelling the interface and user

We model the user and the user interface of the system as CSP processes, where the

different actions carried out by a user and provided by the interface are modelled

as events in CSP. We describe Interaction to be the set of all possible events that

a user could possibly interact on with the interface.

Interaction

set

Interaction = {new session, reset session, end session,menu,

input , confirm, accept , reject , commit , continue task}

The set Interaction is helpful as it allows us to distinguish between actions that

represent some interaction (such as entering a value, pressing a button, reading

a display and judging the output) between the user and the interface and those

that represent some hidden or internal action such as a habituated event, which

indicates a user’s mental state of being. This set captures the possible actions that

are relevant to both the user and the interface.

We model the user interface as the process UINT . It allows a new session event

that leads to a new session denoted by the process SES . Once a new session starts,

we have a menu event which allows the user to initiate a new key action. The start

of a key action is denoted by a kaction event which is essentially internal to the

system and hidden from the user. For the sake of simplicity, we only consider a

single input event as a key action here. Once the user engages in an input event,

it is then asked to confirm the value of that input. The interface provides the user

with various choices at this stage, which are modelled using the external choice

operator in CSP.

• The first choice allows the user to reject the input value and return to the menu

event. This is important as it provides the user an option to re-enter input in

case of an error.

• The second choice allows the entire session to be reset using the reset session

event, effectively ending the current session.
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• The third choice allows the user to perform accept for the input value, followed

by a commit event to indicate the completion of the key action. Once the user

has made the final commitment, it is provided with two further choices at this

stage, to either

· continue with the current session using continue task that allows the user to

return to perform menu, or

· end the current session using end session, effectively terminating the current

run of actions and returning to the initial state of the user, ready to engage in

a new session.

User Interface

process

UINT = new session → SES

process

SES = menu → kaction → input → confirm →

(reject → SES 2 reset session → UINT 2 accept → commit →

(continue task → SES 2 end session → UINT ))

The exact behaviour of the USER depends on the behaviour that we wish to

model. First, we consider a normal user represented by process USER. We in-

troduce two further processes to simulate users who may engage in some specific

erroneous behaviour. The USER process is modelled to synchronise with UINT

on a new session and then behave as the ACT process, which models correct be-

haviour with respect to the various interactions with the session SES . The user

performs input , confirms the value and performs accept if the input is correct or, if

the input is not correct, performs reject and returns to the menu (menu event) to

perform input again. Once successful, the user may end the session or continue the

task performing further inputs.

Anormal user

process

USER = new session → ACT

process

ACT = menu → input → confirm →

(reject → ACT 2 accept → commit →

(continue task → ACT 2 end session → USER))

We consider another user HUSER who may get habituated during a session.

Once initiating a new session the users behaves as the HACT process, who may

either behave as a normal user, interacting as expected with the interface, or who

may at any stage of the interaction get habituated at performing (possibly repeated)

confirmation events and therefore accepts all input values without examining the
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input value. The choice between reject and accept events in ACT and its absence in

HACT represents the cognitive model that a habituated user does not pay attention

to the confirmation requests and continues as if they did not exist. Therefore such

behaviour devoids any possibility of recovering from a user error.

Apossibly habituated user

process

HUSER = new session → (ACT 2 HACT )

process

HACT = menu → input → confirm → habituated → accept →

commit → (continue task → HACT 2 end session → HUSER)

Finally, we consider a user UCUSER who, in case of an error in performing input ,

does not resort to desired means of recovery and acts unconfidently as modelled by

the UCACT process. The user as a response to being asked to perform confirm

for an input value chooses the reset session events and ends up prematurely termi-

nating the session. The UCACT process represents the cognitive model where the

user is unconfident (representing typical novel or non-expert users). When asked for

a confirmation unconfident users naturally assume they have made mistakes, oth-

erwise the computer would not ask for such confirmation. Such users then panic,

and rather than reject the input and start from an intermediate state they wish to

restart the process hoping not to make a mistake the next time. So for unconfident

users the interface should not make the reset option available.

An unconfident user

process

UCUSER = new session → UCACT

process

UCACT = menu → input → confirm →

(reject → UCACT 2 reset session → UCUSER 2 accept → commit →

(continue task → UCACT 2 end session → UCUSER))

For the purpose of analysing the whole system, the user interface UINT is com-

posed in parallel with one of the user processes, where the interaction between the

two is modelled as parallel synchronisation on the set Interaction. We analyse each

of the three user behaviours described above, defining a system process for each of

them.

8
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System

process

SYS = UINT |[ Interaction ]| USER

HSYS = UINT |[ Interaction ]| HUSER

UCSYS = UINT |[ Interaction ]| UCUSER

4.1 Analysing the system

We use the model-checker FDR to analyse the system and specify the desired prop-

erty of the system using a simple CSP process. The property we are concerned with

is the ability of the user to recover from committing a key action in case of an error,

that is, if the user makes an error while entering the input value, it is allowed to

recover from this error before committing the value. We specify the SPEC process

to model the interaction that lies at the heart of this property. The process provides

a menu event followed by a kaction event to show the initiation of a key action by

the user. This is followed by the confirm event which allows the user to confirm

the choices made (or the input value entered in our case) for this key action. The

user is then provided with two options, either to choose accept and then commit or

to choose reject for the value entered. Regardless of the option chosen, the process

returns to perform the initial menu event.

Specification

process

SPEC = menu → kaction → confirm →

(accept → commit → SPEC 2 reject → SPEC )

The FDR tool allows us to check whether a system, once a key action is initiated,

would always provide the user with a choice to return to the menu before committing

to this key action. We achieve this by using FDR to perform a refinement check on

the respective system process with respect to SPEC . Events in a system process

that do not appear in SPEC are explicitly hidden allowing the model-checker to

observe only events that are common to both processes.

4.1.1 Analysing a normal user

We analyse the system SYS where the user behaves as desired with respect to the

interactions involved. This is a case where the user confirms the input performed,

and if correct performs accept , otherwise reject . Once a correct input is accepted,

the user may proceed to terminate the session or return to the menu event to

perform another input.

9
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Analysing a normal user

assert

SPEC ⊑F SYS \ {new session, end session, input , continue task}

The system SYS satisfies the refinement check. This means that, every time the

USER process is given a choice to perform either accept or reject for an input, it is

allowed to do so by the UINT process, and more importantly, it is ready to engage

in either of these. Formally, following a confirm, the USER process never refuses

an accept or reject . Thus SPEC is failure refined by SYS , where

failures [[SYS ]] ⊆ failures [[SPEC ]]

4.1.2 Analysing a habituated user

We analyse the system HSYS where the user behaves as described for the HACT

process. This is a case where the user behaviour possibly rules out the possibility

of engaging in a reject event, following a habituated event that shows that the user

has developed habituation in engaging in (possibly repeated) confirmations.

Analysing a habituated user

assert

SPEC ⊑F HSYS \ {new session, end session, input , habituated ,

continue task}

The system HSYS does not satisfy the refinement check. After performing the

confirm event, the process HSYS allows the possibility of an accept event but refuses

the reject event. More formally,

(〈menu, kaction, confirm〉, {reject}) ∈ failures [[HSYS ]]

whereas

(〈menu, kaction, confirm〉, {reject}) /∈ failures [[SPEC ]]

hence SPEC is not failure refined by HSYS

failures [[HSYS ]] * failures [[SPEC ]]

4.1.3 Analysing an unconfident user

We now analyse the system UCSYS where the user behaves as described for the

UCACT process. This is a case where due to an error in input, the user may reset

the entire session rather than simply returning to the menu event.

Analysing an unconfident user

assert

SPEC ⊑F UCSYS \ {new session, reset session, end session, input ,

continue task}

10
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The system UCSYS fails the refinement check. The FDR tool demonstrates this

failure by showing

〈menu, kaction, confirm,menu〉

as a possible trace of UCSYS where it refuses to engage in either accept or reject

after confirm. This is essentially an instance of an interaction where UCUSER ends

up prematurely resetting a session, as FDR shows the particular trace of UCUSER

that leads to this

〈new session,menu, input , confirm, reset session, ...〉

This means the process UCSYS simply refuses to engage in either accept or reject ,

that is

(〈menu, kaction, confirm〉, {accept , reject}) ∈ failures [[UCSYS ]]

whereas

(〈menu, kaction, confirm〉, {accept}) /∈ failures [[SPEC ]]

(〈menu, kaction, confirm〉, {reject}) /∈ failures [[SPEC ]].

Hence SPEC is not failure refined by UCSYS

failures [[UCSYS ]] * failures [[SPEC ]]

5 Detecting user habituation

In this section we extend the user interface to allow it to detect possible habituation.

The user interface will offer the user a choice to accept a false input, which, if

accepted, will allow the interface to detect that the user is possibly habituated and

may therefore end up accepting an incorrect input. The interface then alerts the

user to be careful when asked to confirm an input. The purpose of alerting a user

in such a way is to go even further than recovery and prevent user errors to occur

in the first place.

The revised user interface process UINT H provides the same features as UINT

along with an extra feature to possibly detect user habituation. We add an extra

choice branch to initiate a checkHabituation event. The event allows the user to

perform an input and confirm it as usual. It then manipulates the confirmation

so as to provide the user to accept a false input, which we denote as false accept .

The user is also allowed to reject this manipulated confirmation - a choice that we

expect a careful user to make. In case a false accept is performed, the interface

detects the user’s habituation, and prompts the user with AlertUser to caution him

against accepting false inputs.

The user processes are also modified for the purpose of analysis with respect

to UINT H . We consider the normal user process USER as it is. The process

models a user who checks for an input and performs an accept or a reject event as

appropriate. In this sense, we do not expect the user to perform a false accept . This

gives us the advantage that we do not have to modify the USER process. We only

slightly modify the HUSER to allow it to perform false accept during a habituation

check. This means once habituated, the user may either perform accept (and follow

up with the usual options as before) or perform a false accept , while undergoing to

an habituation check, and be prompted to an AlertUser event by the interface.
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User Interface with habituation detection

process

UINT H = new session → SES

process

SES = menu → kaction → input → confirm →

(reject → SES 2 reset session → UINT H 2 accept → commit →

(continue task → SES 2 end session → UINT H ))

2

(checkHabituation → input → confirm →

(reject → SES 2 false accept → habituationDetect → AlertUser → SES )

Apossibly habituated user (with modification)

process

HUSER′ = new session → (ACT 2 HACT ′)

process

HACT ′ = menu → input → confirm → habituated →

((false accept → AlertUser → HACT ′

2

(accept → commit →

(continue task → HACT ′
2 end session → HUSER′)))

5.1 Analysing the system

We now analyse the new interface with respect to the normal user and a possibly

habituated user. To reflect changes in the user interface, we revise our specification.

The property we are concerned with is the same as the one reflected by the SPEC

process, except that we also allow it to check for habituated users. We add a choice

branch to the existing SPEC process to perform the sequence of actions following

the checkHabituation event. If the interface does decide to perform such a check,

then an alert user is expected to reject the manipulated input which is asked to be

confirmed. The new SPEC ′ process reflects this.
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Revised specification

process

SPEC ′ = menu →

((kaction → confirm →

(accept → commit → SPEC ′
2 reject → SPEC ′))

2

(checkHabituation → confirm → reject → SPEC ′))

We now use FDR to analyse the system as before. We use the tool to check whether

every time the checkHabituation sequence is initiated the user rejects the false input

which is asked to be confirmed. If it does, then the check should succeed, otherwise

it should fail. We check a system with the normal USER process and another system

with the modified habituated HUSER′ process.

New System

process

SYS ′ = UINT ′ |[ Interaction ′ ]| USER

HSYS ′ = UINT ′ |[ Interaction ′ ]| HUSER′

where the set Interaction ′ is defined to be Interaction ∪ {false accept ,AlertUser}.

That is, the new interaction now includes the two new events.

5.1.1 Analysing a normal user with the new interface

We analyse SYS ′ where the user behaves as desired with respect to the interactions

involved, as shown in Section 4.1.1. We expect the user to reject any false input

and accept only the correct input.

Analysing a normal user with the new interface

assert

SPEC ′ ⊑F SYS ′ \ {new session, end session, reset session,

input , continue task , habituationDetect}

The check succeeds as expected. That is, every time the USER process is offered to

reject the manipulated false input, it does so. Formally, this means that following

the checkHabituation and confirm events, the USER process always engages in the

reject event. Process SPEC ′ is failure refined by process SYS ′, where

failures [[SYS ′]] ⊆ failures [[SPEC ′]]

5.1.2 Analysing a habituated user with the new interface

We analyse HSYS ′ where a user may possibly get habituated. In case of habituation

the user may perform false accept , if offered.
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Analysing a habituated user with the new interface

assert

SPEC ′ ⊑F HSYS ′ \ {new session, end session, reset session, input ,

continue task , habituated , habituationDetect ,

false accept}

The check fails and the tool shows two different possible traces of HSYS ′. The

first trace is where HUSER′ fails to pass the checkHabituation test

〈new session,menu, checkHabituation, input , confirm,

false accept , habituationDetect ,AlertUser〉.

The other such trace demonstrates the case where the user interface may not

check the user for habituation but where HUSER′ may still be habituated and hence

not ready to engage in a reject event at all,

〈new session,menu, kaction, input , confirm, accept ...〉

which is the same issue as the one demonstrated earlier in Section 4.1.2. In terms

of failures, the first case is characterised by

(〈menu, checkHabituation, confirm〉, {reject}) ∈ failures [[HSYS ′]]

and

(〈menu, checkHabituation, confirm〉, {reject}) /∈ failures [[SPEC ′]]

The failures for the second case are the same as those shown in Section 4.1.2. Hence

we conclude that SPEC ′ is not failure refined by HSYS ′

failures [[HSYS ′]] * failures [[SPEC ′]]

6 Conclusion and Future Work

In this paper we have developed a framework to analyse if an interface meets the

needs of a particular user with respect to error recovery.

To support this we have modelled certain types of user behaviours, the errors

they make and how a user interface can assist the user to recover from them. For

the sake of simplicity we have modelled the interface as giving a choice to the user

to either accept or reject what they have currently completed. This is achieved by

a confirmation action.

In this paper we have considered only a single confirmation action. For realistic

interfaces we may need different types of confirmation actions. We may also need

levels of confirmation action – normal, critical, vital. As this is linked to the key

actions we also need a hierarchy of key actions.

We have assumed simple representations of cognitive models. In principle, our

approach allows for more complex representation. The key issue is therefore to see

if the verification tools scale up.

We propose to extend our analysis to incorporate other aspects of interface

design with respect to recovery. Freeman et al [3] describe a taxonomy of errors.

This needs to be combined with the various types of undo actions (the simplest form
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of recovery action) described by Berlage [1]. This will then generalise our simple

model. This is, in principle, not difficult. Notationally it becomes more complex as

there are more types of actions to consider. Jambon [5,6] has highlighted two other

important considerations in error recovery, namely the additional cost of error and

time. The problem with backward error recovery is the additional cost (in terms of

time and human effort) incurred in both returning to a prior stage of interaction

and then repeating the key action. Depending on the nature of the system, it may

be less costly to pursue some means of forward error recovery. This entails formally

modelling additional cost and analysing the efficiency of a recovery path based on

this cost. Time is another factor which plays a key role in the availability and choice

of recovery. The possibility of recovery from a key action may be time-sensitive,

that is, after some passage of time (since the start of a key action) it may not be

possible for a user to recover, or the choice of recovery means may change. Examples

of such interfaces are common in computer-based testing and computer games. In

such cases the user interface must provide functionality which can be viewed to

be a form of recovery. Another issue that needs to be addressed is ensuring that

habituated users can return to their normal states by asking them to perform some

special task that breaks the repetitive pattern. This can be added to our models

very easily. The complexity of resulting model depends on the complexity of such

special task.
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Abstract

Analytic usability analysis methods have been proposed as an alternative to user
testing in early phases of development due to the cost of the latter approach. By
working with models of the systems, analytic models are not capable of identifying
implementation related problems that might have an impact on usability. Model-
based testing enables the testing of an implemented software artefact against a
model of what it should be (the oracle). In the case of model-based user interface
testing, the models should be expressed at an adequate level of abstraction, ade-
quately modelling the interaction process. This paper describes an effort to develop
tool support enabling the use of task models as oracles for model-based testing of
user interfaces.

Key words: Model-based testing, ConcurTaskTrees, Spec
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1 Introduction

A range of techniques can be useful in testing a user interface. User testing
can provide higher fidelity results when assessing user response to the system,
but is not exhaustive in terms of covering all potential user interface prob-
lems. Furthermore, user testing is expensive, and access to final users is not
always feasible. Analytic methods have been proposed as an alternative to
user testing in early phases of development. Using models of the devices, they
try to identify potential usability problems that need further consideration
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during the design process. Being based on models, these techniques analyse
systems that faithfully implement the models, but may ignore problems that
are introduced in the implementation of the system.

An additional family of techniques, from the software testing arena, deals
with the problem of testing a system’s implementation. Model-based testing,
in particular, enables the testing of a software artefact against a model of
what it should be (the oracle). This is relevant both in a forward engineering
context, where we will be interested in making sure that the implementation
does not introduce problems in the proposed design, and in maintenance and
redesign contexts, where we will be interested in guaranteeing that changes
made to the system have not created unexpected effects. In [11] such an
approach has been developed for model-based testing of user interfaces, based
on the Spec# [1] specification language and the Spec Explorer tool [3]. Similar
work has been proposed in [8], but in that case application specific languages
and tools were developed.

When considering user interface testing, however, it is desirable that the
models used as oracles are expressed at the same level of abstraction as re-
quired during the user interface design process. In fact, rather than create
models specifically to aid testing, it would be better to use the models already
developed during design. This is not the case of the Spec# models used in [11],
nor the models used in [8]. While both models can be considered as dialogue
control models (as developed in [6]) the abstraction level of the specification
languages used was found to be too low to be practical in a user interface
testing context.

Task models are amongst the most commonly used models during inter-
active systems design. In this paper we address the abstraction level problem
identified above by investigating the feasibility of using task models as oracles
for model-based testing of user interfaces. We will be using ConcurTaskTrees
(CTT) [14] as the task modelling notation. This has a number of potential
advantages:

• the models are at a level of abstraction familiar to user interface design-
ers/developers;

• testing will follow the anticipated use of the system;

• and (especially when such models have been produced during the design
stages) the cost incurred in developing the oracle is much reduced.

At this point it must be noted that this paper is not about test case
generation for user interfaces (see [4] for an example of that type of work).
As it will be shown, the test case generation step is performed by the Spec
Explorer tool. The subject of interest in the present case is the test oracle
that will be used as a measure of the implementation’s quality.

The paper is structured as follows: sections 2 and 3 introduce model-based
testing in general, and model-based testing in particular of user interfaces with
Spec Explorer; section 4 introduces CTT task models, and section 5 describes

2
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how they can be used as oracles in a model-based testing setting; section 6
describes an example of use, and section 7 discusses the results achieved and
lessons learnt; the paper ends with conclusions and ideas for future work in
section 8.

2 Software testing and model-based software testing

Software testing is a dynamic technique which aims to increase confidence in
the correctness of the software, i.e., check if the software does what is expected.
There are many approaches to software testing [11] but effective testing is
difficult to achieve and has to do with process systematization, automation,
tester’s expertise, and a bit of luck. Model-based testing increases software
testing systematization and automation. It compares the state and behaviour
of a software product against its model.

The model used can vary in formality: formal, semi-formal or informal.
Formal executable models can be used as test oracles determining whether or
not the results of a test case execution are correct. Test cases are sequences
of possible actions with input parameters and results expected. They can be
generated automatically from the model. They are executed both over the
model and over the software implementation, and the results obtained are
compared. Whenever there is an inconsistency between results expected and
results obtained a potential problem has been found.

There are several examples of model-based testing tools for software API
(Application Programming Interface) testing (for example, [5,3]). Generally
speaking, these tools have to deal with two main problems: controlling the
state explosion problem, and bridging the gap between the models and software
implementations. The state explosion problem has to do with the number of
states of a software system. This number may be so large that it may be im-
practical to analyse it completely. So, test case generation has to be controlled
appropriately to generate test cases of manageable size while still guarantee-
ing adequate testing. To bridge the gap between models and implementations,
concrete test cases must be constructed from abstract test cases in order to
be executed over a software implementation. This means that a mapping be-
tween model and implementation must be created, so as to run related actions
at both levels (implementation and model) in a “lock-step” mode, comparing
the results obtained after each step.

Spec Explorer [3] is a model-based testing tool from Microsoft Research.
Software models can be constructed in AsmL or Spec# [1]. Test cases are
generated in two steps: a Finite State Machine (FSM) is constructed from an
exploration process of the software model, then a traversal engine is used to
unwind the resulting FSM to produce behavioural tests that fulfil the cover-
age criteria (e.g., full transition coverage; shortest path; random walk). Spec
Explorer has techniques to deal with the state explosion problem such as
state filters; additional pre-conditions; restriction of the domains; equivalence
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classes; stop conditions; scenarios and on-the-fly exploration. For API test-
ing, specifications should be constructed in such a way that it is possible to
map abstract actions with concrete actions within a software DLL for test
execution.

3 Model-based UI testing with Spec Explorer

Testing graphical user interfaces (GUIs) poses additional challenges either
when compared to API testing, or when one wishes to automate the testing
process. These challenges arise due to time constraints, test case explosion
problems, the need to combine testing techniques, and test automation dif-
ficulties [11]. Spec Explorer can also be used to test GUIs but considerable
effort is required, and three challenges must be faced:

• There is the need to write adaptor code to simulate user actions over a GUI
so that the implementation can be tested without actual user intervention.

• There is the need to map those concrete actions from abstract actions for
test execution.

• There is the need to develop models of the user interface at an adequate
level of abstraction, ideally capturing possible user actions over the GUI
and the effect of those actions.

The above issues are addressed by Paiva in [11]. She has developed several
extensions to the model-based testing environment Spec Explorer to foster its
application to GUI testing. Besides constructing the “GUI Mapping Tool”
which automates the mapping between the GUI model and its implementa-
tion, and automatically generates the adaptor code [12], she also proposed
guidelines to model GUIs in Spec#, and developed another tool to avoid test
case explosion taking into account the hierarchical structure of GUIs [13].

The level of abstraction of the GUI models can vary, either modelling
atomic user actions (like clicking on a button); or composite actions con-
structed as sequences of atomic actions (e.g., “drag and drop”); or modelling
high level GUI constructs (like a GUI navigation map); or modelling scenarios
which describe how the user should interact with the GUI to achieve a goal.
The level of abstraction of the GUI models used in [11] was set to the level of
atomic user actions. While the approach was successful in testing and identi-
fying bugs on currently available systems, it was found that the construction
of the models required too much work. Techniques such as specification reuse
were used but, even so, the construction of such models required substantial
work and resulted in models with around 40% of the lines of its implementa-
tion. Additionally, the use of Spec# as the GUI modelling language means
that user interface developers would have to learn yet another language, and
one which works at a level of abstraction that may be too concrete.

Task models are common for modelling GUIs. Task models may be used
to describe typical usage scenarios in a higher level of abstraction. The goal
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Fig. 1. CTT Model

of this research work is to make the GUI models used for model-based testing
more abstract (when compared to, for example, [11]), and diminish the effort
in their construction. We propose to achieve this by adopting task models as
oracles.

4 CTT Task Models

The basic idea of task modelling is to identify useful user-device interaction
abstractions highlighting the main issues that should be considered when de-
signing effective interactive applications. A task is an activity that should be
performed in order to reach a particular goal. We use task models as the basis
for our work because they are a representation of the logic of the interactive
layer of the applications, and they describe assumptions about how the user
will interact with the device. Considering that we are interested in testing the
behaviour of systems’ user interfaces, task models seem a promising model
against which to test. This will be further discussed in section 7.

Having decided to investigate how task models can be used as oracles in a
model-based testing context, we must now choose a task modelling notation.
We have chosen the ConcurTaskTrees (CTT) notation. This choice was based
on a number of factors: CTT belongs to the family of hierarchical task analysis
notations, the most common approach to task analysis; CTT itself is becoming
a popular language for task modelling and analysis; and, finally, and most
important of all, CTT has tool support. In fact, the TERESA tool[9] supports
editing and analysis of CTT models, and a number of features relating to the
animation of task models that will be useful in our work.

In figure 1, an extract of the task model which will be used as example in
section 6 is presented. The task model is a hierarchical decomposition of the
sub-tasks that must be carried out to achieve a given goal. The goal is at the
root of the tree. Leaves represent the actual interaction between the user and
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the device. Four different types of tasks are possible:

• interaction tasks ( ) represent user input to the application;

• application tasks ( ) represent application output to the user;

• user tasks ( ) represent decision points on the user’s part;

• while interaction, application and user tasks must appear as leaves in the
model, abstract tasks ( ) are used to structure the model and appear as
internal nodes in the tree.

The problem of identifying user and application tasks is simplified through
this classification.

The particular sub-tree presented in figure 1 belongs to the task model for
finding text in a text editor that will be used in section 6. The semantics of the
model is defined by the possible traversals of the tree. Tree traversal proceeds
left to right in a depth first fashion, and is governed by operators applied to
tasks or pairs of tasks at the same level. We now introduce the most relevant
operators by describing the dialogue induced by the tree in the figure. First
of all, we note that the top task (ScanFindAttributes) is iterative (iterative
task operator: ∗), meaning that it can be repeatedly executed. To execute
it, SetOptions must be executed (itself also an iterative task). At this point
the user can choose between three possible alternatives (choice operator: []):
Enter findWhat, Enter direction, or Enter matchCase bool. At any point in the
execution of SetOptions the user can choose to execute task Press FindNext
(disabling operator: [>), thus terminating the previous task. After Press
FindNext, task Check FindResult becomes possible (enabling operator: >>).
Dialogue continues by going down the Check FindResult sub-tree.

The description above does not include all CTT operators. Additional rel-
evant operators in the present context are the optional task operator (expres-
sion “[T]” means that task T is optional), and the suspend resume operator
(expression “T1 |> T2” means that T2 interrupts T1, but T1 will continue
from where it was interrupted after T2 is finished). For a complete description
of the language see [14].

5 Using CTT models as oracles

In order to automatically generate oracles from the task models, we must
establish some conventions about how CTT is to be used. In this section, we
describe both these conventions and the process used to generate the Spec#
oracles from the CTT models.

In short the process is the following (see figure 2):

(i) task models are either developed according to our conventions, or adapted
to them from already existing ones — these modelling conventions are
described later in the section. This should imply minimal work if a task
model has already been developed during the design process, alternatively
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namespace notepad2 

{ 

 

using WindowManager; 

using States; 

using SaveDialog; 

using FindDialog; 

using OpenDialog; 

using ReplaceDialog 

 

[Action] 
void Show_Notepad() 

Task model (CTT) FSM model (PTS) Oracle (Spec#) 

(i) (ii) (iii) (iv) 

TERESA TOM 

 

Fig. 2. The process

building the task model from scratch will amount to capturing high level
user interface requirements for the system to be tested;

(ii) finite state machine representations of the task models are automatically
generated — this is done by resorting to the TERESA tool;

(iii) a Spec# oracle is generated from the finite state machine — this is done
by a tool that we are developing (TOM – Task to Oracle Mapping tool) 4 ,
the tool takes the finite state model and information obtained directly
from the task model;

(iv) the testing framework from [11] is used to test the system against the
oracle — this might involve some refinement of the oracle in order to
introduce relevant information that was not present in the task model
(in that case, we will refer to the oracle in step (4) as the preliminary
oracle, and to the result of the refinement step as the refined oracle).

Each of these phases is further detailed below.

5.1 Writing/Refining the CTT models

In order to automatically generate test oracles from CTT models we must
further refine the type of tasks that are available. That is because the oracles
will be expressed at a low level of abstraction and we want to include as
much information as possible in the task model in a transparent manner (for
example, regarding issues of window management). We decided to make use
of the keywords from the Framework for Integrated Tests (FIT) [10], and
structure the CTT models around them.

The main objective of FIT is to help design and communicate test cases
through concrete examples. Notations to specify the test cases have been
developed, as well as a framework to help automate API testing procedures

4 Not to be confused with the TOM (Task Oriented Modelling) project [16].
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(hence, not immediately applicable to GUI testing).

One specific type of test is workflow validation. A workflow consists of a se-
quence of method invocations and checks on system responses. For specifying
the workflow, four basic types of actions are offered by FIT:

• Start < class > — indicates the class which will be tested (thus setting the
context for the following steps in the workflow);

• Enter < process > < argument > — indicates the invocation of a method
with one argument;

• Press < process > — indicates the invocation of a method without argu-
ments;

• Check < process > < value > — verifies if the method call returns the given
value.

In order to use FIT in the context of CTT models, we extended it by
adding actions to deal with windows (e.g., closing and opening) and adding
parameters to some of the existing ones. These extensions are described bel-
low:

• Because FIT does not have the notion of a window, we had to introduce
keywords to deal with them (Show, ShowM, and Close).

• Because in a GUI it is possible for users to enter values of different types, we
introduced an optional argument to Enter where the modeller may specify
the type of the value expected.

• By default Press keywords are understood in the context of the currently
active window, an additional argument was added to keyword Press for
situations where we want to specify the action of pressing a button in a
window other than the currently active one.

• The Check keyword was substituted by the Display keyword, indicating
that some result is presented in the screen.

For modularity reasons, we organize the model into namespaces. Each Start
keyword creates a new namespace, and tasks are interpreted in the context of
a namespace.

The resulting set of actions is the following (arguments between square
brackets are optional):

• Start < task > — creates a task that represent a new namespace;

• Enter < field > < value > [< type >] — the user enters value of type type
in field (if the type is String, it can be omitted);

• Press < button > [< window >] — the user presses button in window, if the
window is not specified the current window is assumed;

• Show < window > — the application opens a non-modal window;

• ShowM < window > — the application opens a modal window;

• Display < value > < window > — the application displays value in window ;
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• Close [< window >] — the application closes window, if the window is not
specified then the current window is assumed.

With these extended FIT keywords it becomes simpler to express task models
that can later be mapped to adaptor code.

In addition to the structuring of task names just described, the approach
makes extensive use of the facilities provided by the TERESA modelling tool
in terms of pre-conditions definition, and use of description fields to attach
additional information to the tasks (for example, to define the effects of atomic
tasks in the state of the model so that pre-conditions might later be calcu-
lated).

5.2 Presentation Tasks Sets and Finite State Machines

To use a task model as an oracle during model-based testing, we must be
able to animate the model, in order to compare its behaviour with that of the
actual application. From CTT task models we can generate task sets that
represent which tasks are enabled at each particular point in the interaction.
These are called Presentation Task Sets (PTS). PTS are automatically derived
by TERESA through analysis of the formal semantics of the CTT temporal
operators [9].

The PTS generation feature will be very useful for implementation of our
tool, because from the PTS we are able to deduce a Finite State Machine
(FSM) that represents the possible transitions that the user can generate
when interacting with the interface. States correspond to the PTS, transitions
correspond to the tasks that can be executed from each state.

5.3 Spec# model generation

From the FSM represented by the PTS we must now create a Spec# model
suitable for model-based testing with Spec Explorer. Spec# [2] extends C#
with specification constructs like pre-conditions, post-conditions, invariants,
and non-null types. A model written in Spec# describes a possibly infinite
state transition system. States are modelled by state variables; transitions are
modelled by methods annotated as Action. Actions can have pre-conditions,
written as requires clauses, that define the states in which they are enabled.

There are different kinds of actions:

• controllable — to describe actions that are controlled by the user of the
modelled system;

• probe — to describe actions that read the state of the system and do not
perform updates; these actions are invoked by the test harness in every state
where they are enabled to check whether the model and the implementation
have the same characteristics in a given state;

• observable — to describe the spontaneous execution of asynchronous actions
in the GUI under test possibly caused by some internal thread; and
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• scenario — to describe sequences of sub-actions.

Action methods can be used to model complex user actions (e.g., enter a string
into a field, issue a command, load contents from files, etc.) and describe its
effect on the overall state of the system.

A tool (TOM) is being developed that performs the generation of the
Spec# model from the task model. The tool starts from the information in the
PTS. PTS generation, however, does not take into account all the additional
semantic information that has been included in the task model (pre-conditions,
system state, etc.). Additionally, modal sub-dialogues, introduced with the
ShowM keyword, are something that TERESA is not aware of, and we must
perform the adaptation with our tool. To solve this, the tool accesses the
actual CTT model. This is so that the tool might be able to extract all the
necessary information form the CTT model that is missing in the PTS.

The models that are generated follow the structure defined in [11]. Provid-
ing a full description of these models is out of the scope of the paper. In short,
there is one module or class to describe each window within the GUI under
test; state variables to describe the state of the windows and their controls;
and methods annotated as controllable to describe the behaviour and control
the GUI and methods annotated as probe to observe the state of the system
and check the effect of the actions performed.

A simple window manager model is used to deal with the application win-
dows being placed on and removed from the screen. Window manager be-
haviour, at the CTT level, is described by Show and Close actions, which
are translated to the appropriate method calls in Spec# (e.g., WindowMan-
ager.AddWindow(...)). Additionally, for Press, Enter, and Display tasks, the
pre-condition which checks if the current window is enabled is automatically
inserted into the generated Spec# model.

5.4 Refining and using the oracle

To perform conformance tests with Spec Explorer, a mapping between the
model actions and implementation methods must be provided. For this, some
glue code might be needed to map the data and method calls in both di-
rections. The GUI Mapping Tool [12] assists the user in relating the model
actions (“logical” actions) to “physical” actions on “physical” GUI objects.
A major difficulty solved by the tool is the identification of the GUI physical
objects that the model actions refer to. The adaptor code is automatically
generated from high-level mapping information and methods of this code are
automatically bound to related modelled actions of the specification.

An additional step that must be performed is the definition of the domains
of the input parameters (the possible values each parameter might take). Spec
Explorer does not provide support for the definition of these domains. At the
moment this step has to be done manually. However, it would be possible to
have that information incorporated in the CTT model, and have TOM extract
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it and process it automatically.

Defining the domains for the parameters is a crucial point in the testing
process. A random definition of the domains may result in a FSM that does
not have relevant properties from the testing point of view. Generating test
cases from a FSM like this will not be very useful because it will not test
some relevant properties or, in the worst case, it will not test anything useful.
A careful choice of domains will help test situations where the user input
erroneous values, or values that are at the boundaries of the acceptable. These
are typical situations that can cause problems in an implementation.

The task model identifies the main functionalities of the application under
test. It describes the requirements of the application and can be used for
requirement coverage analysis. Applying structural coverage analysis on the
task models, we determine which domains to associate with the variables in
order to achieve full coverage.

Once the oracle is complete, Spec Explorer will generate a FSM from the
Spec# model and then will generate test cases from this FSM. The coverage
criteria can be set to:

• Full Transition Coverage: the test suite generated covers all transitions of
the FSM. In addition, this algorithm can be configured so as to generate
test segments/paths that whenever possible return to the initial state, and
can also be pruned so as to generate test segments bound by a given number
of transitions;

• Shortest Path: the test suite generated is the shortest path (sequence of
transitions) that reaches a specified goal state;

• Random Walk: generates a test suite with a single sequence of invocations.
At each state, one of the outgoing transitions is randomly selected.

The construction of the Spec# model may seem a step back in the overall
process; however, this step is required because we may need to refine the
automatically generated Spec# model in order to test the GUI. The speci-
fication of auxiliary functions, such as finding a word within a text, will be
provided at this stage, as typically they will not be part of the CTT model.
This refinement of the preliminary Spec# model will produce the final oracle
for testing.

After the steps above, test cases can be finally generated and executed and
inconsistencies between the specification and the implementation are reported
using Spec Explorer and its extensions [11]. These inconsistencies will occur
every time probe actions produce different results for the oracle and the system
in the same state.

6 An example

In this section we demonstrate, with an example, how the tool that is being
developed is able to generate Spec# oracles automatically from CTT models
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which respect the conventions defined in the previous section. The application
being used to demonstrate the approach is the Windows Notepad editor. Due
to space constraints, we concentrate the analysis on the Find functionality of
the Notepad.

The section is divided into four subsections, each one describing one phase
of the process applied to generate the oracle.

6.1 The task model

Since we were dealing with a third party application, we started the process
by developing a task model from scratch. This was done based on previous
experience of using the tool, and on extended testing of all possible interactions
with the tool. TERESA was used to write the model.

Seven sub-goals for the editor were identified. These consisted of the nor-
mal editing of text (which was not further refined), and six operations: re-
placing text, finding text, saving the file with a different name, saving the file
with the current name, opening a file, and creating a new file.

As stated, we will restrict the analysis to the find sub-goal. The part of the
model representing the interaction with the find dialogue window has already
been presented in figure 1.

Although not visible in the figure, the model has been enriched with pre-
conditions to express constraints on the availability of certain actions. These
pre-conditions are expressed as properties of the atomic tasks in the model.
Two such tasks are Press Find and Press FindNext. In the first case, text
in the Notepad must exist. Only if the pre-condition is true, is it possible
to press the Find button in the main window of the Notepad. In the second
case, the text field holding the text to be searched must not be empty. That is
represented by the expression “FindWhatG != empty” where the FindWhatG

variable contains the text that was previously inserted in the text field. These
pre-conditions are necessary to generate a useful Spec# oracle.

In order for the pre-conditions to be effective, the model must also be
enriched with information regarding the state of the application, and the effect
of the different actions in that state. This was done through annotations in
the description field of the task properties in TERESA.

For the definition of the state, the top level goal and appropriate sub-
goals were annotated with variable declarations. Variables declared at the top
level included the string to be searched (“string FindWhatG = empty”), and
the text in the editor window (“string TextG = empty”), among others. At
the start FindDialog task a variable representing the direction of the search
was declared (“string DirectionG = -Down-”). Manipulation of the state is
done at the leaves of the task tree, and a simple syntax has been developed to
allow for this. Hence, task Enter direction was annotated with the expression
“DirectionG = direction” to express the fact that it affects the direction
of search. All the expression in the model will be further refined in following
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steps (see section 6.4).

Note that we could have opted for including less detail in the model at this
stage, leaving that to the oracle refinement step. The balance between how
much information to include in the task model, and how much to leave for
the oracle refinement stage, is one that must be decided by the team/person
carrying out the development/testing.

6.2 Generating the Finite State Machine

Having developed the task model, the next step is to generate the FSM rep-
resentation of that model. This step is fully automated and executed in the
TERESA tool (by generating the PTS).

Some problems were identified in this step that relate to how TERESA
handles some of the operators. In fact, it was found that the tool does not
always correctly generate the PTS for disabling ([>) and suspend/resume
(|>). Since access to the sources of the tool was not possible, we are currently
planning to correct these aspects in TOM.

6.3 Generating the preliminary Spec# oracle

This, again, is a fully automated step. In this case, performed by our tool
(TOM). With the PTS generated by TERESA, and the original CTT model,
TOM was able to create a richer version of the original FSM (expressed with
the PTS) representing the intended behaviour of the model. This FSM is
expressed in Spec#, and becomes the preliminary version of the oracle.

In figure 3 we present a graphical representation of the FSM created by
the tool to produce the Spec# oracle. This representation describes the find
goal only. The black state corresponds to the initial and final state. Normal
arcs represent ”Interaction Tasks” which are translated to controllable actions
in Spec#. Dotted arcs represent ”Application Tasks” which are translated
to probe actions in Spec#, and will check if the effect of the user actions on
the GUI is the one expected. Bold arcs represent abstract (not refined) tasks
in the original model (remember that we are only considering the find goal)
which will not be translated to Spec#.

6.4 Using the oracle

In order to use the generated oracle, some final adjustment had to be made
due to the need to add more semantics to the model. When the CTT model
does not describe the complete behaviour of the GUI under test, the tester
as an opportunity to refine manually the preliminary generated Spec# oracle.
For example, the tester may opt to maintain the CTT model in a higher level
of abstraction and refine later the generated Spec# model to describe, for
instance, the behaviour of finding a word in a text. The above adjustments
took only half a person hour.
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Fig. 3. FSM of model

Once the oracle was ready, test cases were generated automatically and ex-
ecuted over the GUI under test using the framework in [11]. For this particular
sub-set of the task model Notepad was found to provide adequate support.
This was to be expected both because Notepad is a stable commercial tool,
and because we were only testing a small subset of its functionality. However,
there is no reason to believe that errors already detected by larger models of
the Notepad [12] would not be found by this approach when the functionality
taken into account in the task model is extended.

When compared to the types of models used in [12], we saved time in
the GUI modelling activity (just half of the time was needed) and were able
to approximate the modelling notation to the ones testers like better (they
usually prefer graphical notations to textual ones).

7 Discussion

At the start of the project, the vision was that of developing task models that
would fully capture all possible interactions with the system. Several authors
have looked into generating interactive systems from their task models (see, for
example, TERESA [9] or Mobi-D [15]), so this would be the counterpart: test-
ing the systems against the task models. The analysis would be a complement
to traditional analytic approaches to usability analysis, enabling an analysis of
whether the final implementation obeys the envisaged (and analysed) design.

As we started developing such models it become apparent that the task
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language had not been designed to support the level of detail that would be
needed. Modelling dialogues involving wizards and modal windows created
considerable problems. In fact, task models are supposed to capture how
users should interact with a system to achieve some goal, not the design of
the system itself. Hence, a separation must be made between task models
(developed from the user’s perspective), and dialogue models (developed from
the system’s perspective).

Task models capture idealised user behaviour. In practice, users may
achieve goals in different ways and therefore oracles based on these idealised
behaviours may fail to test the range of possibilities. Dialogue models capture
dialogue control within the application (i.e., all possible behaviour of its GUI).
The original Spec# oracles in [11] are more akin to dialogue models than task
models, since they captured all possible system behaviours.

Hence, we have found limitations generating the test oracles directly from
task models. There are two particular areas where problems might arise:
testing specific implementation details, and testing behaviours outside the
task model.

Regarding the first, testing specific implementation details becomes less
straight forward. If a specific dialogue is implemented with a wizard, testing
the wizard becomes problematic since that information is not present in the
task model. This is an issue that needs further analysis, but the envisaged
solution is to annotate the task model with information about specific imple-
mentation patterns used. In fact, this has already been done in the case of
modal windows.

Regarding the second, testing behaviours outside the task model will not
be possible since the oracle being used will not be able to cope with them.
However, because the testing process is mostly automated, once the testing set
up has been created it is easy to envisage a scenario where different variations
of the task model are used to test the system against. Hence, by applying
appropriate transformations, we will be able to test the system against possible
user erroneous behaviour. For example, we might alter the task model to allow
situations were the user performs post-completion errors [7].

In theory the above idea can be extended to the point were we are testing
the device against oracles that capture relevant usability related issues. In
that context, the analysis will no longer be limited to analysing the quality
of the implementation against a given pattern of quality (the oracle), but will
also enable some analysis of the usability of the system.

Despite the limitations, the results described here indicate that task models
can be a viable solution for generating test oracles. What must be take into
account is that these oracles will naturally test “normal” use of the application
only. By normal we mean those behaviours that are expected of the typical
users, and against which the application was designed. Hence, these oracles
will be useful in a first stage of testing where the goal is to test if the application
behaves as expected under typical conditions.
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In a second phase, we will be interested in testing resilience (the capacity
of the GUI to deal with user errors, and/or unexpected behaviours). For
that, one possibility is to introduce changes into the task model to allow for
those anomalous or boundary behaviours to be present in the task model, as
discussed above. Alternatively a more dialogue control based oracle must be
used.

8 Conclusion and Future work

Model-based testing can have a role in guaranteeing the quality and usability
of interactive systems. While it does not enable a true assessment of the users’
response to the system, it can help identify implementation related problems
that are not detected with other model based analysis techniques. This is
achieved in a mostly automated process, and without the cost of a full blown
usability test. The technique will be relevant in a forward engineering context,
as well as in maintenance and redesign contexts.

Model-based testing works by comparing the execution of a running system
against a model (or oracle) of what the system should behave like. Since the
testing phase is automated, most of the cost of applying the technique goes
into developing the model, and mapping it into the existing implementation.
For the technique to be successful in the area of interactive system design,
adequate models to use as oracles must be found. These models should already
be in use in the development of the system.

In this paper we have shown that task models, despite limitations, can be
used to generate oracles economically in an interactive systems model based
testing context. Tool support is being developed that enables the automated
generation of oracles from task models. An example of use has briefly been
described, and the advantages and shortcomings of the approach have been
discussed.

In the future we plan to extend the approach to better cope with different
user interface patterns without having to expand the task models excessively.
We also plan to look into the generation of test cases from the task models as
a complement the the work developed thus far.
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Abstract

Previous research has developed a formal methods-based (cognitive-level) model of
the Interacting Cognitive Subsystems central engine, with which we have simulated
attentional capture in the context of Barnard’s key-distractor Attentional Blink
task. This model captures core aspects of the allocation of human attention over
time and as such should be applicable across a range of practical settings when
human attentional limitations come into play. Thus, we have used this model to
evaluate the performance trade-offs that would arise from varying key parameters
in Stimulus Rich Reactive Interfaces. A strength of formal methods is that they are
abstract and thus, the resulting specifications of the operator are general purpose,
ensuring that our findings are broadly applicable.
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1 Introduction

Applying formal modelling and cognitive frameworks to the design and anal-
ysis of interactive systems has gained much attention, particularly in the do-
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main of mission and life critical applications. It has been argued by a number
of researchers [12,8] that formal methods provide a powerful way to specify,
evaluate, and verify such systems. As an important component in interac-
tive systems, human operators and their cognitive capabilities also determine
the success or the failure of such systems. Thus, attention needs to be paid
to specifying and analysing the human cognitive system. In this paper, we
argue that formal methods can specify and simulate cognitive frameworks as
well as interaction between users and computer systems, allowing performance
measurement, both qualitatively and quantitatively.

We are interested in a particular type of interactive system, Stimulus Rich
Reactive Interfaces (SRRIs). In such systems, stimuli are presented rapidly
to a human operator, as found in interfaces in cockpit environments or oper-
ations control rooms. A fundamental problem in perceiving stimuli in SRRIs
is information overload. When capacity limited attentional mechanisms are
overloaded, errors are likely to occur. Salient stimuli (targets 5 ) are priori-
tised and processed more extensively than others (background items). In the
context of SRRIs, stimuli may arrive so rapidly that they may interfere with
each other. Thus, human operators could potentially miss some highly salient
stimuli. It has been discovered that humans may miss a second target (T2)
following a previous one (T1) after a few hundred milliseconds [23,4]. This
temporal attentional limitation is supported by the results of a large number
of psychological experiments, known as Attentional Blink (AB) tasks [23].

In order to explore the limits of temporal attention deployment in humans,
we have developed a cognitive-level formal methods based model [26]. We have
used a modelling technique called process algebra [9,18,21], which originated
in theoretical computer science, being developed to specify and analyse dis-
tributed computer systems [9]. A process algebra specification contains a set
of top-level subsystems (processes) that are connected by a set of communi-
cation channels. Subsystems interact by exchanging messages along channels.
Furthermore, process algebra components can be arbitrarily nested within one
another, allowing hierarchical decomposition in the manner advocated in [5].
The advantages of using formal methods in the context of cognitive modeling
will be discussed shortly. The main purpose of our models was to simulate
attentional capture in the context of a specific experimental paradigm [4].
Assuming that this model captures fundamental limitations on attentional
deployment, it should be generalisable to practical settings that share its key
properties. In this paper, we first outline the experimental paradigm and
model. We then go on to examine in some detail how it could be extended to
SRRIs.

Many real world applications require both high reliability in detecting tar-
gets and also that detection occurs in a timely fashion. This may lead to

5 For simplicity of presentation, we use the term “target”, although, more accurately, we
should probably talk in terms of “potential targets”, since, while the system knows what is
likely to be salient, it is only the human operator that knows what is truly significant.
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trade-offs in designing such interfaces. For example, a way to ensure that
human operators have successfully perceived all targets is to ask them to ac-
knowledge each target. Then, the system can re-present the missed targets.
Alternatively, we can design the interface by considering the user’s attention,
so that it may avoid interference between targets. For example, we could
separate targets by inserting blanks or background items. We call the first
solution a reactive approach, and the second solution a constructive approach.
However, there is a significant drawback with both approaches, that is, either
acknowledging or inserting items may delay the presentation. In this paper,
we will concentrate on illustrating how the modelling approach can provide
insight into the design of constructive approaches, but will also explore some
general implications for reactive solutions from the same theoretical position.

2 Formal Modelling of Cognitive Architecture

The general applicability of cognitive frameworks in the context of human-
computer interaction has been demonstrated by the success of a number of
broad cognitive theories, such as SOAR [22], ACT-R [1] and EPIC [20]. These
are centralised production systems based models. Another cognitive theory is
the Interacting Cognitive Subsystems (ICS) architecture [3]. This is a highly
parallel architecture, in which control of system wide interactions is distributed
rather than centralised. This theory assumes that our mental architecture is
composed of nine subsystems:- 1) sensory subsystems: acoustic, visual, and
body-state; 2) effector subsystems: articulatory and limb; 3) central subsys-
tems: morphonolexical, object, propositional, and implicational.

Each subsystem has the same internal structure. Information arrives in
a subsystem, is copied into its local memory, called an image record, and is
transformed for use in other subsystems. The subsystems differ in their inputs
and outputs, that is, they are each specialised for storing and processing a
qualitatively different form of mental representation [3]. ICS stresses that
mental activity concurrently occurs in multiple domains (realized by their
corresponding subsystems) at the same time. Although each subsystem in
ICS has a restricted functionality, much richer mental behaviour can arise out
of the interaction among multiple subsystems. It will become clear later that
our models can be fitted into the framework of ICS, but a complete description
of ICS is outside the scope of this paper.

Many broad cognitive frameworks are symbolic in nature, since there are
a number of attractions for using symbolic models instead of connectionist
networks in formalizing large scale mental architectures [5]. Firstly, symbolic
systems are good at manipulating, explaining and reasoning about complex
data structures. Secondly, the knowledge or rules are visible. Thirdly, large
systems can be composed from small structures. Finally, symbolic represen-
tations facilitate compositional and hierarchical representation of knowledge.

Broad theories, such as ICS, also present a challenge for computational
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modelling. For example, ICS and a large number of other psychological theo-
ries are presented using “box and arrow diagrams”. Thus, the computational
models must capture the interactions between mental subsystems and do it
at an abstract level. Although connectionist networks are commonly regarded
as concurrent and distributed, they are typically limited to only one level of
concurrently evolving modules: the primitive elements of neural networks are
neurons but not neural networks. To some degree, it is hard to construct and
understand large architectures without hierarchical structuring. In certain re-
spects, modelling based on neural networks is low-level in character, i.e. it is
hard to relate to primitive constructs and data structures found in high-level
notations preferred by the symbolic modelling community.

Barnard and Bowman [5] have argued that the mathematical models de-
veloped by computer scientists, such as process algebra [9], offer the prospect
to directly model “box and arrow diagrams”. For example, in their process
algebraic models, the “boxes” are modelled by processes and the “arrows”
are modelled by communication channels. Issues in developing such broad
models include the irrelevant specification problem[22], which is caused by a
large number of assumptions being made during implementation. However,
it is sometimes unclear what assumptions correspond to known cognitive be-
havior. Hence, we need to limit such overspecification.

We argue that the requirements for modelling such mental theories, in par-
ticular ICS, are similar to the requirements for modelling distributed computer
systems. This is because control is distributed in ICS: subsystems are inde-
pendent components, which interact through exchange of data representations
over communication channels [3,8,5]. ICS asserts that cognition emerges as
the product of the interaction between a set of autonomous subsystems. The
advantages of process algebra are that modelling is at an abstract level, but
the ability to execute is preserved. Hence, process algebra has already been
applied to modelling ICS [8,5].

3 Temporal Bottleneck in Attention

In the context of this paper, we first explore the temporal attentional limi-
tation of human users, and then go on to develop arguments about how this
affects their ability to interact with computer systems. Raymond et al [23] de-
signed an AB task, which involves letters being presented at the same spatial
location using Rapid Serial Visual Presentation (RSVP) at around 10 items
per second. One letter (T1) was presented in a distinct colour and was the
target whose identity was to be reported. A second target (T2) followed after
a number of intervening items. Typically, participants had to report whether
the letter “X” was among the items that followed T1. This condition is called
the blink condition, where subjects have to report the identity of both T1 and
T2. The key finding was that selection of T2 was impaired with a charac-
teristic serial position curve; see curve with unfilled squares in Figure 1(a),
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Fig. 1. (a) The basic AB effect for letter stimuli [23]. Here, the blink condition (un-
filled squares) is shown as T2 accuracy conditional on T1 report, reflecting the effect
on T2 report of successfully attending to T1. Baseline (filled diamonds) represents
a person’s ability to report the presence of T2 when T1 was absent. (b) The atten-
tional capture by meaning effect in humans [4] and model simulations [26], target
report accuracy by lag of target relative to the position of the key-distractor. (c)
Task schema for the key-distractor blink; adapted from [4]. (d) Top-level structure
of the two subsystems model with implicational subsystem attended.

where lag indicates the number of distractors intervening between T1 and T2,
i.e. lag-1: T2 immediately follows T1; lag-2: one intervening distractor, etc.
T2s occurring immediately after T1 were accurately detected (a phenomenon
typically described as lag-1 sparing). Detection then declined across serial-
positions 2 (and also sometimes 3) and then recovered to baseline around lags
5 or 6 (corresponding to a target onset asynchrony in the order of 500 to
600 ms). However, subject’s ability to report the identity of T2 when T1 is
unaffected by the serial position of T2. This condition is called the baseline
condition; see the curve with filled diamonds in Figure 1(a).

As research on the blink and RSVP in general has progressed, it has be-
come evident that the allocation of attention is affected by the meaning of
items [19] and their personal salience [24]. There is also evidence from electro-
physiological recording that the meaning of a target is processed even when
it is not reported [25]. In addition, there are now reports of specific effects
of affective variables, e.g. [6]. In particular, [2] has shown that the blink is
markedly attenuated when the second target is an aversive word.
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These AB experiments have their counterpart in real life. For instance,
when driving a car at 70 mph on the motorway, the driver monitors the traffic
ahead and signposts. Events appear continuously and rapidly as those in
RSVP streams, but they are somewhat inter-related. When a hazard occurs,
e.g. another car suddenly changes lanes (cuts in front of you), it intrudes into
this constant schema. These are high salient stimuli (targets in AB) for safe
driving, but attending to such hazards (maybe reacting by breaking) could
potentially knock out the driver’s attention for about 500 ms. Under this
situation, a driver is more likely to miss an important signpost or a junction.
So, the robust AB serves as a useful paradigm to be generalised from lab to
practical settings, and the semantic salience is particularly relevant because
most real world tasks relate to meaning or executive function.

In order to examine semantic effects, Barnard et al [4] used a variant of
the AB paradigm in which words were presented at fixation in RSVP format,
at around 10 items per second. Targets were only distinguishable from back-
ground items in terms of their meaning. Participants were simply asked to
report a word if it refered to a job or profession for which people get paid, such
as waitress, and these targets were embedded amongst background words that
all belonged to the same category, e.g. nature words. However, streams also
contained a key-distractor item, which, although not in the target category,
was semantically related to that category; see Figure 1(c). The serial-position
that the target appeared after the key-distractor was varied. The effect of
attentional capture by meaning is encapsulated in the serial position curve
(unfilled diamonds) in Figure 1(b). That is, the key-distractor drew attention
away from the target with a clear temporal profile. In the next section, a
cognitive model of human temporal attention is described. The simulation
result of this model is the serial position curve (filled diamonds) in Figure
1(b), which can be compared to the performance of real participans shown in
the same graph.

4 Cognitive model of Human Operators

We have provided a concrete account of attentional capture by meaning and
the temporal dynamics of that process [26]. Key principles that underlie this
account are sequential processing, 2-stages, and serial allocation of attention.
We discuss these principles in turn.

4.1 Sequential Processing

With any RSVP task, items arrive in sequence and need to be correspondingly
processed. Thus, we require a basic method for representing this sequential
arrival and processing of items. At one level, we can view our approach as
implementing a pipeline. New items enter the front of the pipeline from the
visual system; they are then fed through until they reach the back of the
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pipeline, where they enter working memory 6 . Every cycle, a new item enters
the pipeline and all items currently in transit are pushed along one place. The
key data structure that implements this pipeline metaphor is a delay-line as
shown in Figure 1(d). It could also be viewed as a symbolic analogue of a
sequence of layers in a neural network. It is a very natural mechanism to use
in order to capture the temporal properties of a blink experiment, which is
inherently a time constrained order task.

4.2 2-Stages

Like [10,11], [4] argued for a two-stage model, but this time recast to focus
exclusively on semantic analysis and executive processing. In particular, [5,26]
modelled the key-distractor blink task using a two-stage model. In the first
stage, a generic level of semantic representation is monitored, and initially used
to determine if an incoming item is salient in the context of the specified task.
If it is found to be so, then, in the second stage, the specific referential meaning
of the word is subjected to detailed semantic scrutiny; thus, a word’s meaning
is actively evaluated in relation to the required referential properties of the
target category. If this reveals a match, the target is encoded for later report.
The first of these stages is somewhat akin to first taking a “glance” at generic
meaning, with the second akin to taking a closer “look” at the relationship to
the meaning of the target category. These two stages are implemented in two
distinct subsystems, as shown in Figure 1(d): the implicational subsystem or
Implic and the propositional subsystem or Prop [3].

These two subsystems process qualitatively distinct types of meaning. One,
implicational meaning, is holistic, abstract and schematic, and is where affect
is represented and experienced [3]. The other is “rational”, being based upon
propositional representation, capturing referentially specific semantic proper-
ties and relationships. Semantic errors make clear that sometimes we only
have referentially non-specific semantic gist information available, e.g. the
Noah illusion illustrates implicational meaning [14]. That is, in a Noah spe-
cific sentence, such as “During the biblical flood, how many animals of each
kind did Moses take on the Ark?” most people respond “two” even though
they know that it was Noah, not Moses, who took the animals on the Ark.
Substitution of Moses for Noah often fails to be noticed, while substitution
with Nixon, or even Adam, is noticed. This is presumably because both Moses
and Noah fit the generic (implicational) schema “aged male biblical figure”[4],
but Nixon and Adam do not. To tie this into the previous principle, Implic and
Prop perform their corresponding salience assessments as items pass through
the pipeline.

6 Note, visual system and working memory do not directly map to ICS subsystems. They
are abstract representations of a number of subsystems necessary to perceive stimuli and
to make responses.
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4.3 Serial Allocation of Attention

Our third principle is a mechanism of attentional engagement. It is only
when attention is engaged at a subsystem that it can assess the salience of
items passing through it. Furthermore, attention can only be engaged at one
subsystem at a time. Consequently, semantic processes cannot glance at an
incoming item, while looking at and scrutinising another. It is worth noting
that this is a key aspect of distributed control, i.e. limitations arise because the
system can effectively look at only one source at a time. This constraint will
play an important role in generating a blink in our models. When attention
is engaged at a subsystem, we say that it is buffered [3]. (In the context
of this paper, the term buffer refers to a moving focus of attention.) Thus,
salience assignment can only be performed if the subsystem is buffered and
only one subsystem can be buffered at a time, as shown in Figure 1(d). The
buffer mechanism ensures that the central attentional resources are allocated
serially, while items pass concurrently, i.e. all items throughout the delay-line
are moved on one place on each time step.

As we have previously mentioned, the model presented here can be placed
within the context of ICS, i.e. distributed control is inherent in ICS, and
both the delay-line and buffering concepts that we use have their roots in
ICS. However, most significantly, the implicational - propositional distinction
reflects ICS’ dual-subsystem central engine [27].

4.4 How the Model Blinks

The buffer movement dynamic provides the underlying mechanism that causes
the blink. Initially, Implic is buffered as shown in Figure 1(d). When, in
response to the key-distractor being found implicationally salient, the buffer
moves from Implic to Prop, salience assessment cannot be performed on a set
of words (i.e. a portion of the RSVP stream) entering Implic following the key-
distractor. So, when these implicationally uninterpreted words are passed to
Prop, propositional meaning (which builds on implicational meaning) cannot
be assessed. Target words falling within this window will not be detected as
implicationally salient and thus will not be reported.

There is normally lag-1 sparing in key-distractor AB experiments, i.e. a
target word immediately following the key-distractor is likely to be reported.
This arises in our model because buffer movement takes time, hence, the word
immediately following the key-distractor may be implicationally interpreted
before the buffer moves to Prop.

When Prop is buffered and detects an implicationally uninterpreted word,
the buffer is passed back to Implic, which can assign salience again. After
this, target words entering the system will be detected as implicationally and
propositionally salient and thus will be reported. Hence, the blink recovers.
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4.5 LOTOS Specification

The top-level model shown in Figure 1(d) is an example of a “box and arrow
diagram” as previously discussed. Thus, it is informal and not executable.
In order to further explain the AB phenomenon and constraints on the in-
teraction of these subsystems, such informal theories have been realised as
computational models. As previously discussed, we used process algebra to
model cognitive frameworks. The particular specification language used here
is called LOTOS [7]. The top-level specification is shown as follows:

specification keyDisAB[para1,para2,in*,out]:noexit

library keydisab endlib

behaviour

para1?implic_buf_mov:Nat; para2?prop_buf_mov:Nat;

hide source_implic,prop_sink,implic_prop,implic_prop_ctrl,

prop_implic_ctrl,tick in

(((IMPLIC[source_implic,implic_prop,implic_prop_ctrl,

prop_implic_ctrl,tick](implic_buf_mov,true)

|[implic_prop,implic_prop_ctrl,prop_implic_ctrl,tick]|

PROP[implic_prop,implic_prop_ctrl,prop_implic_ctrl,prop_sink,tick]

(prop_buf_mov,false))

|[source_implic,prop_sink,tick]|

(SOURCE[in*,source_implic,tick]

|[tick]|

SINK[prop_sink,out,tick](mk(<>,U,U))))

|[tick]|

CLOCK[tick](0 of Nat))

where (* Specification of subsystems *)

endspec

In the above specification, names in uppercase are processes, e.g. IMPLIC,
names in lowercase are communication channels, e.g. implic prop. IMPLIC,
PROP, SOURCE, and SINK represent implicational subsystem, propositional sub-
system, visual system, and working memory respectively. Each process has
a set of communication channels attached to it, for example, IMPLIC has five
channels. A|[a1, a2, ..., an]|B denotes a parallel composition of process A and
B, which synchronize on channel a1, a2, . . . , an.

Input channels para1 and para2 set the simulation up with appropriate
parameters, which were determined from our previous modelling of the AB
task [26]. Input matrix in* is a group of input channels, which connect stimuli
of the SRRIs to the user model. Each input channel contains an item in the
RSVP stream, and the number of channels equals the maximum number of
items presented by the interface (which will be explained in the next section).
In each run of the simulation, an entire presentation is randomly generated
and fed into the simulation at once. A run stops by creating a deadlock in
SOURCE when all items have been presented. The output channel out initiates
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a subsequent response of the human user 7 . All subsystems are synchronized
by a global clock CLOCK, which ticks every 20ms of simulated time.

It can be seen that the LOTOS specification has a similar overall struc-
ture and interaction as our “box and arrow diagram” shown in Figure 1(d).
The internal structure of each process was also modelled, however, detailed
descriptions of psychological processes is beyond the scope of this paper.

The LOTOS models were simulated using the CADP toolbox [15]. The
specification of the human operator and data types written in ACT ONE [13]
are transformed to C code using the EXEC/CAESAR environment [16]. Psy-
chological simulations often obtain good results from the average of thousands
of runs. C code generated using EXEC/CAESAR can be performed efficiently.
The results of the simulation were compared to human performance in order
to verify our theories of temporal attention [26]; see Figure 1(b).

5 Models of SRRIs

As previously argued that the AB paradigm is generlisable to SRRIs, we be-
lieve that we can make the following assumptions in simulating SRRIs:- 1) all
items are presented for 120ms, 2) the interface presents a maximum of 200
items (this constrains the user to respond to stimuli in a timely fashion), 3)
items may be targets, background items or blanks, 4) items appear at the
same spatial location, 5) stimuli may have observable bursts on all time scales
(sometimes called self-similar traffic 8 ).

There are a number of methods to generate self-similar traffic, such as the
multiple ON/OFF source aggregation process [17]. However, many of these are
complex and hard to implement. We choose a particular model, called the b-
model [28]. It is a simple model with very few parameters, but it can generate
self-similar and bursty traffic for any given time scale. Its parameters include
the number of targets, the number of items (both targets and background
items), and the burstiness of the traffic, which is characterised using a single
parameter b that ranges between 0 and 0.5. The smaller b is, the more bursty
the stimuli. A b of 0.5 results in items being evenly distributed in the stream.
A complete description of the model is presented in [28]. Intuitively speaking,
the b-model randomly divides events into two halves and distributes them into
two equal periods of time. This process repeats on each of these two parts of
the presentation until all events have been distributed.

We would like to use the b-models to simulate how stimuli appear in SRRIs.
However, such stimuli are different from those arising from RSVP streams,

7 The interface has no access to this output signal. Indeed, the output is used by the
simulation environment to generate a report. Channels in* and out are connected to other
parts of the simulation implemented in C code.
8 There are many models of traffic proposed by computer scientists, such as Poisson arrivals
and self-similar models. The traditional Poisson arrivals is not used here, since it is only
bursty within a short time scale, but it will smooth out if it is applied to large time scales.
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Fig. 2. Examples of stimuli in SRRIs, with time expressed in terms of the number
of items. Vertical bars on the top half of each graph represent targets. Bars on the
bottom half represent background items. Empty spaces represent blanks in SRRIs.
(a) an AB-unaware system, (b) an AB-aware system.

since multiple events/stimuli can arrive simultaneously. Thus, we assume that
SRRIs have a buffer 9 , which stores all events and presents them to the user
serially. This assumption ensures stimuli appear in RSVP fashion, restricting
our research to the area of temporal attention. The total number of items
(background and targets) to be presented is 2n, where n is a parameter in the
b-model, called the aggregation level. Intuitively speaking, the aggregation
level determines the length of the traffic, i.e. aggregation level 2 generates 4
items; aggregation level 6 generates 64 items, which contains both targets and
background items. An example of such stimuli is shown in Figure 2(a). Note,
the interface outputs blanks when all items have been presented.

This interface was composed with the user model described in the previous
section. Then, we vary a number of key parameters of the interface, and
measure the probability of reporting target identity. Our model of the AB
task suggests that the ability of reporting the subsequent item is significantly
impaired between 100ms and 600ms after the onset of the previous salient item.
Hence, an approach to improve performance is to separate salient items, so
that their interference is minimised. Such a constructive approach ensures
that interfaces leave a window between any two targets by inserting blanks.
The window size is measured by the number of blank items inserted. Figure
2(b) illustrates an example of AB-aware system with blink window size 5.
That is, between every two adjacent targets, there are minimum 5 blanks. A
typical window size is 5, which corresponds to 600ms. We call such interfaces
AB-aware systems, and the original one AB-unaware; see Figure 2.

9 Using the standard computer science meaning here.
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6 Performance Evaluation

We now present the simulation results, focusing on the performance of the in-
terface measured as the probability of seeing a target. In the first experiment,
both the burstiness and the number of targets were varied. In the second
experiment, both the burstiness and the aggregation level (total number of
targets and background items) were changed. Finally, we explore how the
window size affects the effeciency of the interface.

6.1 Experiment 1

In this experiment, we fix the aggregation level to 6, window size to 5, and
vary the burstiness and the number of targets. Figure 3(a) shows that the
performance of both systems drops as the number of targets increases. This is
because salient items tend to be close together when the number of targets is
high. The performance also decreases when the traffic becomes burstier, since
targets are closer to each other and interfere with each other more often. In or-
der to compare these two systems in detail, we subtracted the performance of
the AB-unaware system from the AB-aware one. As shown in Figure 3(a), the
AB-aware system is less affected by the burstiness because the AB-aware sys-
tem can reduce bursts and smooth the traffic. It effectively acts as a buffer 10 ,
maintaining space between salient items. When the number of targets is low
(below 20), targets are more separated, thus the difference between the two
systems is less significant. However, we can see that the AB-aware system
is significantly superior when the number of targets is medium (between 20
and 40). The benefits of AB-aware systems start to drop when the number
of targets is 40, since the AB-aware system is unable to present all targets
within the 200 item’s time limit, and keep a sufficient gap between targets.
Moreover, the AB-aware system starts to perform worse than the AB-unaware
system when the number of targets is high (above 70). This reflects the effects
of aggregation level on the performance. So, we investigated this parameter
in the next experiment.

6.2 Experiment 2

In this experiment, we fixed the number of targets to 20, window size to 5,
and varied the burstiness and the aggregation level. Figure 3(b) shows that
the performance of both systems improves as the aggregation level increases.
This is because the targets are more separated when the aggregation level is
high. Performance drops when the stimuli are more bursty. Similar to the
previous section, difference in performance is shown in Figure 3(b). It can
be seen that the AB-aware system consistently performs better than the AB-
unaware system. Note that the performance did not improve continuously as
the aggregation level increases, that is, it starts to drop at aggregation level 8.

10 Using the standard computer science meaning here.
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Fig. 3. (a,b) Performance (measured as probability of detecting the targets) of
AB-unaware and AB-aware systems by varying the number of targets, the aggre-
gation level, and the burstiness (i.e. the b value, with burstiness increasing as b
decreases). (c) Performance of SRRIs with different window sizes of the stimuli.
AB-unaware system is a special case of AB-aware system with a window size of 0.

This is because our simulation only presents a maximum of 200 items, thus the
rest will be discarded. Unlike the previous experiment, the AB-aware system
is also sensitive to the burstiness of the stimuli as we vary the aggregation
level. This is because increasing the length of the traffic reduces the blank
period at the end of the traffic (see Figure 3 for how the AB-aware system uses
the blank period), leaving the AB-aware system less space to arrange targets.

6.3 Experiment 3

In this experiment, we repeated the previous two experiments, but this time
using different blink window sizes of 4, 5, 6, 10 and 20. Figure 3(c) shows
the average performance of the AB-unaware system (which can be seen as a
special case of the AB-aware system with a window size of 0) and AB-aware
systems using different window sizes. A trade-off can be found. That is, if
we want to ensure that the human user perceives as many targets as possible,
we should increase the window size. However, large window sizes potentially
result in fewer targets being presented within a bounded time. Hence, the
balance between accuracy and urgency must be considered.
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7 Conclusions

We varied a number of parameters in SRRIs, and evaluated the performance
trade-offs that arise in AB-aware systems. They could reduce the effect of
burstiness by smoothing the traffic, and improving the probability of reporting
targets by sacrificing urgency. The disadvantage is that they could potentially
delay the presentation of targets thereby impairing performance (in particular
when the aggregation level is high), and breakdown the absolute timing of
events, making some presentations unintelligible. We also noticed that the
blink window size affects the performance of the AB-aware system, and a
medium size is suitable for the type of stimuli used here.

Figure 3 shows that the biggest probability of detecting a target is around
0.6 in all experiments, which is close to the baseline performance of AB ex-
periments. The smallest probability of detecting a target is around 0.2, which
is similar to the worst performance during the blink. This reflects the fact
that AB-aware systems can direct a user’s attention, therefore improving the
performance, but they are unable to exceed the maximum attentional capac-
ity of the user. In other words, a fundamental limitation of such an approach
is that an AB-aware system cannot reduce the duration of the AB. Note, 60
percent chance of detecting a target is mainly due to high presentation rate
and masking after the target, so it may not be really representative of real
applications. However, with only one target and no masking after the target,
it would rise to almost 90 percent.

8 Discussion and Future Work

As our first step to applying formal methods in interactive systems that con-
sider the attentional state of users, we have designed a model of SRRIs based
on studies of the AB phenomenon. AB-aware systems proposed here could
avoid presenting targets when human operators are not ready to perceive
them. However, a significant cost is that the presentation rate may be re-
duced dramatically. Another observation from these experiments is that such
a constructive approach cannot improve the performance beyond the baseline
condition, i.e. when there is only one target in an RSVP stream.

Hence, future research may consider reactive approaches to improving SR-
RIs, for example, using the electroencephalogram (EEG) as an acknowledge-
ment from the human operator. Wyble et al [29] have performed a feasibility
investigation on SRRIs using EEG. They have discovered that two potential
EEG measures (reduced EEG power in the alpha band at posterior brain areas
and a P3-like deflection over parietal areas) may be correlated with whether a
stimulus has been perceived. Critically, they have investigated the possibility
of extracting these signals in real-time using compact devices implemented and
integrated in a head-mounted display. It is possible that a reactive approach
could improve performance above baseline. This is because such systems can
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identify missed targets and re-present them, while in constructive approaches,
the user has only one chance to perceive each stimulus. It was also noticed
that such EEG feedback may not always accurately predict whether the user
has perceived targets. Hence, we could extend our formal model to produce
feedback in a similar fashion as EEG signals and use them to investigate the
feasibility of such interfaces. We could, for example, evaluate how accurate the
acknowledgement should be, in order to make such an approach worthwhile.

Finally, we should also notice that most AB experiments have very small
numbers of targets. However, in the case of SRRIs, human users have to cope
with much larger numbers of targets. Thus, they will almost certainly exceed
working memory capacity. We have ignored this issue in our studies, but it
could have a dramatic influence on performance. The effect of such cognitive
load awaits future investigation. Also, effects of context or of schematic fit
may be important. Note, for example that AB experiments use discrete items,
whereas in many real SRRIs visually presented items are going to be part
of a more or less predictable knowledge structure. Indeed, this may be a
really interesting point to pursue in the future. Do humans pick up schema
discrepant material more readily than schema conforming stimuli?

In summary, this model is a detailed psychological description of human
temporal attention mechanism. It has been demonstrated elsewhere [26] that
this model accurately reproduces a large set of behavioural data in Barnard’s
key-distractor AB task. Hence, we believe that this model should, to some
degree, help us to understand and predict the effect of temporal bottleneck
of attention on SRRIs. However, validation of our observations / predictions
from such abstract model requires highly intensive experiments of real partic-
ipants. It should also be noticed that we have made a number of assumptions
about the SRRIs in order to simplify them to RSVP streams. Although we
tried to minimise our assumptions, many aspects of system design have been
ignored in the current study, for example, spatial attention, contextual influ-
ence, multimodal input, and so on. Hence, we hope future studies will address
these interesting issues.
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Abstract

The Fitts Law can be used to estimate times for users operating interactive devices, but it is awkward to
use for finding optimal task times from state-based system definitions, which do not readily lend themselves
to describing action-based behaviour. This paper provides:

• A general construction that can be used to find optimal task times and the actions that achieve them,
for a task specified as getting a state transition system from any state in some set of states to any goal
state. This construction requires data of button layout and geometry.

• A preliminary result for one device, that the optimal Fitts Law times correlate closely to optimal button
press counts. If absolute times are not required, the Fitts Law therefore may not provide sufficient
additional information for designers or device analysts to warrant the extra effort of using it (except for
physical layout, which is typically constrained more by error management and by device semantics than
by operator times).

• The research raises many issues that are listed for further work.

Keywords: Fitts Law, Finite State Transition System, User modelling.

1 Motivation in brief

One might think that reducing the number of actions a user needs to achieve a
goal obviously reduces the time required for the task. However, it is possible that
a faster way can be found for doing a task but which nevertheless requires more
actions. How this apparently paradoxical behaviour can arise can be understood by
considering the simple finite state machine shown in Figure 1.

If the task under consideration is getting from state 1 to state 4, this can be
achieved with the least number of actions by doing AB, but under certain conditions
it can be achieved faster by doing AAA despite this strategy taking an extra action.

Once the principle is understood, we can arrange that sequences of actions with
any number of steps such as AAAA . . . AAAA are faster than AB (the same effect
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Fig. 1. A simple device with four states and two buttons, A and B. Placing the buttons A and B sufficiently
close ensures the fastest way in terms of time to get from state 1 to state 4 would be by pressing A 3 times,
thus taking 3 state transitions. However, the fastest in terms of counting state transitions is to press A then
press B, which requires only 2 transitions.

can also be achieved with more interesting sequences of actions!) yet still achieve
the same final state.

The state machine in Figure 1 merely has the property that AB and AAA are
alternative paths connecting state 1 to state 4. Clearly, AB is a better way to get
from 1 to 4, measured in terms of counting user actions. However, AAA may be
faster in terms of time: the state machine says nothing about where A and B are
nor how hard they are to do for the user. In particular, if A and B are typical
buttons, then AAA is done by the user as “locate A, press, press, press,” but AB is
done by “locate A, press, locate B, press.” The initial location of A by the user can
be assumed to take the same time in both cases, as will the pressing of an already-
located button, whether A or B. Thus if the time to press button A a second time
is faster than the time to locate B after locating A, then AAA will be faster than
AB — other things being equal.

Using the Fitts Law in the form t = a + b log(d/w + k), it is faster to press
AAA than AB just when d < w(ea/b − k). For the parameters used in this paper
(a = 0.165, b = 0.075, k = 1; see below) this occurs when d < 8.02w, that is
when the buttons (e.g., if assumed circular and of equal diameter) are closer than
approximately 8 times their diameter apart. This “cross over criterion” will be
different for different tasks, for different devices and, of course, will depend on the
physical layout and geometry of the device buttons.

That more actions can be faster under certain circumstances greatly compli-
cates the analysis of optimal tasks/action mappings. This paper therefore provides
a general technique for transforming a standard finite state machine into a state
machine that can be used for optimising user time based on the Fitts Law or its
generalisations, thus solving the optimal task time problem.

Unlike the device of figure 1, most real interactive devices will be strongly con-
nected [11]: if it is possible to get from state 1 to state 4, as in the device considered
above, it will usually also be possible to get back from state 4 to state 1 (though
perhaps requiring a switch off/switch on of the device). If we extend figure 1 in the
simplest way by adding a single edge, as in figure 2, then of all 16 possible state
transitions, only one has the “paradoxical” behaviour described above. This obser-
vation raises the interesting question whether generally such behaviour is typical of
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Fig. 2. The same device as shown in figure 1, but with an extra edge, labeled X, which ensures it is strongly
connected. This device has the same “paradoxical” behaviour as the device of figure 1 regardless of the
location of action X, in particular whether it is A or B.

an entire device or of just a few tasks, as in this example. In other words, is this
behaviour something a designer should consider systematically in all of a design
analysis, or is it limited to some or a few tasks? We explore this question below in
this paper, using the concrete example of a personal video recorder.

The work raises a number of research questions that are listed in Section 6 below.

2 Introduction

Users engage in sequences of actions to perform tasks. The inverse problem, what a
user should do to achieve a task, is called the task/action mapping problem. Since
every action a user performs has a cost, and every task a user completes is composed
of a sequence of user actions, it follows that it is in principle an algorithmic problem
to find an optimal solution to any task/action mapping. To express this problem
algorithmically presupposes adequate definitions of task, action and cost, as well as
the structure of valid tasks as sequences of actions.

If the user is interacting with a state transition system, a natural definition of
task is to take the machine from any state in one set of states to any state in another
set of states, the “goal” of the user’s task. Here, user actions cause state transitions
in the machine and, for instance, may typically be button presses.

A simple definition of a task cost in this model is the total number of user actions
it takes the user to perform a task to completion. This cost is identical to the total
number of state transitions. In this case, finding a least cost solution to a task/action
mapping is a routine matter of finding shortest paths in the graph of the finite state
system. This is very easy to do using any of many standard algorithms (see, e.g.,
[4]), and is very convenient for an interactive system designer analysing a device
design. State based models are ubiquitous, particularly in the formal methods and
safety critical user interface areas. A finite state system can easily be implemented
either in software or hardware, and therefore a single specification can provide
both an operational definition for a device as well as a model that predicts user
behaviour with that device — to the extent that the algorithmic models represent
user behaviour.

Unfortunately, there is as yet no strong reason to suppose that minimising user
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action counts are a reliable way of determining user behaviour. For example, actions
need not have equal costs to users. Time would be a better measure, but it is harder
to estimate from a state transition model, since there is nothing “psychological” in
such a system-based model.

Time is a standard psychological measure in experiments. Timings are widely
available in the literature. Time is very easy to measure in experiments, even if
the experimenter is not monitoring exact user actions. Classic projects such as
Ernestine were driven by the conviction that “time is money,” and therefore that
it was worth redesigning user interfaces to make them faster to use [6]. The issue
then is to model times from a state transition system.

The Fitts Law is a long-standing ergonomics law that has been well-studied and
found to be remarkably robust. The Fitts Law estimates movement times, based
on a logarithmic trade-off between distance and accuracy. Given the position and
size of buttons, the Fitts Law allows an estimate of the time it would take a user
to move their finger from one to the other. (We will give a formula for the Law
below.)

To use the Fitts Law for a typical push button device, we would need a device
specification in terms of button presses and button locations. Unfortunately a
finite state transition system has the wrong structure — it is based on states (and
transitions), not buttons (and movements). That is, a state model tracks state
transitions, not finger movement, and it is finger movement that determines timings
according to the Fitts Law.

Unfortunately, it is quite tricky to obtain a suitable model (and none has pre-
viously been published in the literature). This paper will show how to convert a
state-based model into a button-based model, which can then be used to find short-
est paths in the time dimension, typically by using the Fitts Law to estimate costs.
Furthermore, this paper uses the approach to analyse a non-trivial device, and then
compares the times of least cost paths with user action counts on least cost paths.

In the case of a Fitts Law model, this paper makes the preliminary suggestion
that there is little difference between time and action counts. Initial results suggest,
effectively,

optimal user time = O(optimal button count)

If task time estimates are required, they can be estimated as a linear function of
user action counts. It should be emphasised that the models — least time or count
— give different sequences of user actions to achieve the same tasks, so this result
is surprising.

Thus it may not be worth estimating times when button counts for any task
are considerably easier to measure than the parameters required for the Fitts Law.
Indeed, button counts can be measured with no uncertainty: the measures are objec-
tive and do not depend on particular users, training, or other experimental variables.
Button counts can then be used to optimize user interface programming design.

If the best physical button layout is sought, then the Fitts Law data may still
be useful — because timings are a function of button separation; however, this is
an issue we do not address in this paper. Of course, experimental data is always
useful for user centered design, but that is a wider issue than this paper addresses.

4

154



Thimbleby

The general contribution of this paper, finally, is to provide a general approach
to support a Fitts Law or similar measurement from device models. The research
opens a wide range of questions; section 6 suggests further work.

3 The Fitts Law

The Fitts Law provides an estimate of user times for performing operations with
interactive devices, based on the distance they need to move to, for instance, press
buttons. Since a user’s actual times will depend on their training, skills and physical
abilities, the Fitts Law is often used to obtain an “index of difficulty” which is
proportional to the time, but is not subject-specific, and therefore is a measure of
the difficulty of doing operations on a device. The index of difficulty, IOD, can be
used to compare designs (for example, by comparing the average over all possible
state transitions), and does not need to be experimentally calibrated against actual
times.

The Fitts Law has had considerable attention, such as [2,3,10]; see [7] for a sub-
stantial literature review and experiments. Reference [9] provides a recent discussion
and application for changing-size targets.

Briefly, the Fitts Law estimates the time taken for a user to hit a target with a
rapid, aimed movement; it thus provides a low estimate of the time a user takes to
press buttons on an interactive device.

The Fitts Law is usually expressed in the form t = a + b log(d/w + k), where
t is the time, d is the distance to move to the target, w is the width of the target
in the direction of movement, and a, b, k are experimentally determined constants.
Different authors use different units; many authors, for instance, use milliseconds
for the time. Expressed as the index of difficulty (IOD), setting a = 0, b = k = 1
and using log2, t = log2(d/w + 1) and is measured in bits. The IOD form is a
uniform comparison measure as it involves no subject-dependent constants.

Note that by setting a = 1, b = 0 gives a constant time of 1s to press a button
(0s to move fingers) and hence the Fitts Law formula could be used to allow a single
algorithm to measure either button presses or times, as required.

4 Fitts Law timings from an FSM

This section of the paper now provides the technical construction that is used to
perform Fitts Law analyses of FSM models. The paper’s contribution here is to
provide a conversion from a standard FSM model to a model (augmented with
button geometry) that can determine optimal Fitts Law timings using standard
least-cost path algorithms. Section 5, next, then uses this construction in a case
study.

The issue to be addressed is that a FSM is based on states and transitions, and
does not represent locations of buttons or finger movements. While shortest paths
in an FSM obviously find least button count paths for a user, the Fitts Law time
a user takes depends on finger movement not state transitions. At first sight, then,
an FSM model is unsuitable for obtaining the Fitts Law timings. In particular, a
weighted graph based on an FSM in the usual way only weights transitions, not the
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actions a user does to operate the FSM.
We will show that a weighted directed graph can be constructed in a new way,

directly from a FSM and a time function (for instance, the Fitts Law and two button
locations, or perhaps actual timing data from users), and that least cost paths in
the new graph correspond to least time paths for the original device. Once such a
graph is constructed, standard algorithms can be used to find least cost paths.

First, we review how an interactive device can be represented as a graph, then
we show how to construct the new graph suitable for use with the Fitts Law.

Any interactive device can be represented as an augmented directed graph G

[11,12,13]. Here a graph is a set of vertices V (or states), a set of user actions A,
a label relation L ⊆ V × A × V , and, for feedback to the user, a set of indicators
I and an output function O:V → PI. Typically we assume the device has a single
user and has no other input (such as location sensors) not under control of the user;
hence transitions in the graph are one-to-one with user actions.

The indicators I will be LED lights, text messages and so forth. The label
relation L defines labeled arcs of the graph in a natural way. For a well-defined
device, the label relation will be a total function L:V ×A→ V , since every action
must be defined and with a determinstic outcome for every state. (This definition
differs in details from [13].)

It is convenient to represent elements 〈u, a, v〉 of L by u
a→ v. In words, the

notation u a→ v means that if the device is in state u and the user does action a, the
device will transition to state v. A sequence of such actions and transitions can be
represented by u

a→ v
b→ w, etc, and, when we are not concerned with the details

of intermediate steps, by forms such as u ; w.
Given such a graph, an interactive device can be simulated simply by tracking

the current state, s, and updating it as the user performs actions a by s′ = L(s, a);
the user sees the system change from O(s) to O(s′).

In the case that an interactive device allows simultaneous user actions a, b, we
require u2 = v2 whenever u0

a→ u1
b→ u2 and u0

b→ v1
a→ v2, as the graph model

does not directly represent simultaneous actions. An alternative approach is to
introduce new actions, e.g., “a‖b,” for each possible simultaneous action. In the
case that a device has time outs (i.e., internal actions that occur after a delay
when the user performs no other action), then we introduce new “actions” τn that
occur as necessary automatically after the given delay n. Obviously the choices
encapsulated in A and I determine the physical realisation of the device. We shall
assume A defines positions of actions and sizes of targets — this data is required to
use the Fitts Law.

The model allows for soft key systems and touch screens that can display chang-
ing, moving, or expanding targets for the user to press or mouse click on: O defines
the screen contents, and A is enlarged accordingly to accommodate each variation
of input actions the touch screen can display.

A graph model may be “big.” We do not discuss how a device might really be
implemented as a graph, other than to note that there is no reason not to consider
a typical PC running any application as a graph-based device: consider every word
of RAM and disc concatenated to make a since binary word of 1010 bits or so.
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The PC then models a sparse graph, where vertices are numbered from 0 to 21010
.

Such a model, however, has no particular merit for HCI questions, as a user could
certainly not model such a large system! For the purposes of finding optimal times
from a graph, the aim of this paper, smaller graphs are sufficient; in any case the
psychomotor models available will not predict times accurately when more than,
say, 100 actions are required because most users will need to check progress against
device feedback, thus using perceptual and cognitive processes the Fitts Law does
not model.

Given a graph G representing an interactive device, a shortest path algorithm [4]
will find the most efficient way to achieve any goal state from any state, measuring
cost as a function of user actions. For example, weighting each arc 1, a shortest
path algorithm finds the least number of actions to achieve any state from any state
(or, equally, to achieve any of a set of goal states starting from any of another set of
initial states). The average shortest path over all pairs of states is the characteristic
path length, of interest in scale free network theory.

If we wish to estimate the time to achieve any goal from any state, then psy-
chomotor models such as the Fitts Law can be used. The Fitts Law gives times, not
in terms of actions, but in terms of movements between actions. For example if a
user presses button x then presses button y, the Fitts Law gives a time in terms of
the distance from x to y and the size of y measured in the direction of movement,
depending on the user’s performance characteristics. This is not a time purely based
on the action of pressing button y. (The Fitts Law formula was given above.)

Without further work, then, we cannot use shortest paths algorithms to find
fastest paths. Shortest paths algorithms assume the state-to-state weight function
is a constant; whereas with the Fitts Law, the time to do a state-to-state transition
depends on where the user’s finger was before the transition occurs. (This problem
was illustrated in figure 1.)

Construct a graph G′ from G where:

V (G′) = {〈v, a〉 ∈ V (G)×A(G) | ∃u:u a→ v}
A(G′) =A(G)

L(G′) = {〈v,m〉 n→ 〈w, n〉 | u m→ v, v
n→ w ∈ L(G)}

W (G′)⊆ V × V → R

W (G′) are the edge weights of G′; for our application, they are times from the Fitts
Law, and (unlike timings in G would be) are only a function of adjacent vertices in
G′.

Effectively vertices 〈v,m〉 in G′ record that vertex v can be entered in G by
the user performing action m. Every vertex in G′ has incident arcs with the same
action, so every arc in G′ has a fixed prior user action: hence the Fitts Law can be
applied to weight arcs in G′ directly.

A standard shortest path algorithm now applied to W (G′) will obtain least times
for a user, as well as the sequence of actions to achieve those least times. The Fitts
Law is not applied to arcs of the form u

τn→ v which have time n; and of course if
these arcs occur on a shortest path, the corresponding action for the user is to do
nothing for at least time τn. With these assumptions we can now apply a standard
algorithm such as Floyd-Warshall [4] (which represents W (G′) as a matrix) to find
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Fig. 3. Button layout of the PVR.

both fastest paths and their timings.
If arcs of the form 〈u, τn〉

a→ v occur in a shortest path, then assumptions have
to be made about the user’s position prior to their action a in order to estimate the
time to perform and complete action a; of course, if some of the timeouts are very
fast, we may need to “expand” vertices 〈u, τn〉 to include their incident actions, just
as G′ expands the vertices of G. In a device with many timeouts, and the possibility
of consecutive timeouts, this procedure may need to be pushed back. We do not
consider this possibility further here.

To find the least time for a path u ; v in G, we find the least time of 〈u,m〉;

〈v, n〉 in G′ for all m,n ∈ A. If the user’s task is specified, less specifically, as getting
the device from any of a set of states to any target state that satisfies a goal, we
similarly find the minimum time over all pairs of paths between the two sets of
states.

5 Analysis of a PVR

Figure 3 shows the front panel layout of a JVC model HRD580EK personal video
recorder (PVR) chosen as the case study for this paper. The HRD580EK is a non-
trivial device, with 9 buttons, and has a complexity typical of a mid-range consumer
device. It does not have a trivial “tree structured” interface. The physical device,
showing button layout, is shown in figure 3.

A finite state machine (FSM) model for this device, along with button locations,
was used for the present study. Its straightforward definition in Mathematica is as
follows:
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Fig. 4. The PVR FSM drawn as a directed graph (self-loops, vertex and edge names are omitted for clarity).
The diagram merely visualises the level of complexity of the example and serves no other purpose for this
paper!

{buttons→{ “Play”→{8,{272,106}}, “Operate”→{8,{374,131}}, “Forward”→{8,{272,82}},
“Rewind”→{8,{169,82}}, “Pause”→{8,{271,130}}, “Record”→{8,{168,130}},
“Stop/Eject”→{8,{169,106}}, “insert tape”→{8,{66,82}}

},
fsm→{ {0,1,0,0,0,0,3,0}, {1,3,1,1,1,1,2,1}, {2,4,2,2,2,2,2,3},

{8,1,0,27,3,26,4,3}, {4,2,4,4,4,4,4,3}, {8,1,5,5,6,5,3,5},
{8,1,0,27,6,6,3,6}, {8,1,7,7,6,7,3,7}, {8,1,5,7,6,8,3,8},
{9,1,9,9,18,10,3,9}, {10,1,10,10,19,11,3,10}, {11,1,11,11,20,12,3,11},
{12,1,12,12,21,13,3,12}, {13,1,13,13,22,14,3,13}, {14,1,14,14,23,15,3,14},
{15,1,15,15,24,16,3,15}, {16,1,16,16,25,26,3,16}, {26,1,17,17,17,9,3,17},
{9,1,18,18,18,19,3,18}, {10,1,19,19,19,20,3,19}, {11,1,20,20,20,21,3,20},
{12,1,21,21,21,22,3,21}, {13,1,22,22,22,23,3,22}, {14,1,23,23,23,24,3,23},
{15,1,24,24,24,25,3,24}, {16,1,25,25,25,17,3,25}, {26,1,26,26,17,9,3,26},
{27,1,27,27,27,27,3,27}

},
start→2,

. . . further details omitted

}

The Mathematica defintion is a list of rules, here shown defining button names
and locations, a FSM, and an initial state. The last line, for instance, is to be read
as saying the device is initially in state 2. To implement the FSM as a working
physical device, many further rules would be required; for the sake of brevity in this
paper, we have not provided the state names, display content, indicator light status
and other details that are of no further relevance.

The device has 8 “buttons”, with coordinates given in millimetres, each with (as
it happens, equal) radius 8mm. The FSM has 28 states. Each row of the FSM has
one entry corresponding to each button: if the device is in state i, pressing button j
makes it transition to state fsm[i, j]. Mathematica can render the graph of the FSM
directly; see Figure 4. Further discussion of this device and the FSM structure can
be found in [11].

The model was used to calculate button press counts for all pairs shortest paths
(i.e., the optimal cost of changing the device from any state to any other state)
and, an extended model was used to calculate the Fitts Law timings for all shortest
paths. For each pair of states, we obtain two measures: the number of button

9
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Fig. 5. A plot of the Fitts Law timings (vertically) against button press or action counts (horizontally) for
all possible state changes on a PVR. The graph shows a best-fit line 0.21+0.16x (R2 = 0.85). Points are
drawn as crosses, but any points close enough to overlap when drawn are rotated 45◦, 22.5◦, 67.5◦, 11.25◦,
33.75◦ etc — so the more points near the same coordinates, the darker the blob is rendered.

presses for a least-cost path between those states, and the time taken for a least-
time path between those states. Note that the two paths may be quite different.
(For example, if some buttons are placed far apart, it may be faster for a user to
press more buttons that are closer; the button count optimization on the other hand
takes no account of button location.)

The Fitts Law constants were taken from [8, p45] and correspond to index-finger
movement, as appropriate for this device: a = 0.165, b = 0.075, k = 1 using natural
logs, and give time in seconds.

Optimal times were then plotted against optimal counts for each pair of states,
as shown in figure 5. Note that the optimal sequences of user actions are not the
same when optimising total time or optimising button press counts.

The graph, figure 5, illustrates two facts, valid at least for this device: rear-
ranging the physical layout of buttons may improve speeds by a factor of about
two, but if you only want to improve the interaction programming the correlation
(particularly for extrema) is so good that going to the effort of calculating times
more accurately than “proportional to counts” is not worthwhile.

The linear coefficient of determination is 0.85 (the minimum and maximum
extrema have R2 = 0.95, a good correlation that is apparent from the graph), but
if the log term is sufficiently small we’d expect good correlation anyway. Increasing
button separation decreases correlation; increasing by a factor of 1,000 (i.e., to tens
of metres, beyond the calibration range of the Fitts coefficients) gives R2 = 0.52.
However, the correlations of the minimum and maximum times are 0.88 and 0.85
respectively; essentially, the bounds on timings remain closely correlated with button
press counts.

6 Further work

The present work analysing finite state machines raises numerous research issues:

(i) Obviously the modeling should be repeated with many other devices; it is
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possible that the results are a quirk of the JVC HRD580EK design, though this
is thought unlikely. Unfortunately there are very few accurate and complete
models available to researchers that can be used for this purpose.

(ii) The biggest problem in undertaking analytical HCI work of this sort is know-
ing exactly what the device being analysed is. The PVR here was analysed by
hand, and the model checked carefully against the original device and its user
manual. The process takes about a month. Ideally, manufacturers would use
processes that ensure implementations are refined from precise device specifi-
cation.

(iii) The Fitts Law is only one of many functions to estimate timings. Hick-Hyman
could also be used easily within the present approach. More sophisticated
approaches, such as ACT/R, require a cognitive model [1] and are beyond the
present scope of this research.

(iv) The Fitts Law only models movement; it does not model perception or cog-
nition. A recent paper [1] suggests that the Fitts Law consistently under-
estimates times against more sophisticated psychological user models, GOMS
and ACT/R. GOMS could be introduced into the framework discussed here,
but ACT/R is a different matter. The right trade-off is clearly a matter of
detailed research.

(v) A FSM is readily simulated, and this would allow user experiments, and record-
ing of actual times, rather than calculated times. Again, this would be easy to
integrate into the present FSM model approach. A Java framework has been
suggested [10] but this does not provide a FSM model.

(vi) From figure 5, the Fitts Law times can be seen to vary by about a factor
of 2. This suggests that changing the physical layout of buttons could have
a significant impact on timings. It remains to be studied whether there are
significantly better layouts (even ignoring device semantics, such as it will gen-
erally be unwise to place the Off button centrally). It is possible, for instance,
that any layout would have such a range of timings, and that the actual gains
possible are less than expected.

(vii) Because this paper only studied a single device, the correlation of the button
press counts and the Fitts Law times is an artifact. As it happens, R2 = 0.85,
which compares well with typical correlation between the Fitts Law timings
and results from user studies. In other words, button press counts are within
the sort of accuracy expected of the Fitts Law anyway — but possibly not cor-
relating as well directly with user data. Further work should correlate button
press counts with experimental user times, not just the Fitts Law timings.

(viii) Gray and Boehm-Davis’s work [5] suggests that millisecond differences influ-
ence user strategies. To that extent, it is likely that users do not optimize the
Fitts Law timings. Gray and Boehm-Davis imply that theoretical work must
be supported by further experimental work.
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7 Conclusions

For at least one real device, the Fitts Law timings correlate closely to button press
counts. (We also know the Fitts Law timings correlate with real user timings.)
Hence, for device design purposes upto physical button positioning, button press
counts are sufficient for guiding optimal design.

Using the Fitts Law requires modeling user motion; we showed how a standard
FSM model could be extended to provide the required information in a systematic
way. This contribution of the paper lays a rigorous foundation for pursuing any and
all of the suggestions of further work above.
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Abstract

To bridge the gap between domain experts and formal methods experts, visualisations of the behaviour of
formal models are used to let the domain expert understand and experiment with the formal model. In
this paper we provide a definition of visualisations, founded in game-theory, which regards visualisations
as transition systems synchronised with formal models. We show example visualisations, use them to show
winning strategies of games, and demonstrate how an industrial application of formal models benefited from
this approach.

Keywords: Behavioural visualisation, formal methods, game-theory, transition systems.

1 Introduction

Formal models are being used for specification and verification of complex systems

[11, 5, 6, 12, 9, 3], provide valuable insight into the workings of the systems, and

may detect errors early in the development process. One problem of constructing

formal models of systems is that the domain experts, who have a lot of knowledge

of the domain of the modelled system, typically have little or no knowledge of

formal models. At the same time, experts in formal models typically have little

knowledge of the system domain. One way to solve this is to let the domain expert

describe the system to the formal methods expert, who then constructs a model

for specification and validation. The drawback of this approach is that it is very

difficult to know whether problems in the model represent errors in the model itself

or in the modelled system. The formal methods expert typically does not know the

domain well enough to make the judgement for subtle errors, and the domain expert

does not understand the formal model or the error report well enough to make the

judgement either. One way to facilitate the communication between the formal

1 Supported by the Danish Research Council for Technology and Production.
2 Email: mw@daimi.au.dk
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Fig. 1. Methodology.

methods expert and the domain expert is to create a domain-specific visualisation,

which the domain expert can inspect and stimulate. Examples of visualisations

include cartoon-like representations of, e.g., computers on a network and how they

communicate or a live updated UML sequence diagram [17] showing how messages

are exchanged between people working in a bank. We also provide an example of

how this can be used to visualise problems found in a model.

In order to facilitate communication of formal models, several tools [19, 25, 10,

21, 20, 15, 7] have been conceived with the purpose of constructing domain-specific

visualisations. These tools rely on the methodology depicted in Fig. 1. Here a do-

main expert writes a specification of the system. The specification is usually written

in natural language and only uses semi-formal notation. Often the specification is

vague and incomplete, maybe even self-contradictory. In order to make the speci-

fication clear, complete, and consistent, a formal executable model in constructed.

This is usually done by a formal methods expert, who is not an expert on the do-

main. Ambiguities can be resolved during the construction of the model, which in

itself makes the construction worthwhile. In order to ensure that the formal model

actually reflects the specification, a visualisation is created. The behaviour of the

visualisation is defined by the formal model, so the visualisation reflects the state

of the model and changes in the model is reflected as updates to the visualisation.

The domain expert is now able to see and understand what happens in the formal

model, and can even interact with it. Inconsistencies between the model and the

specification can be resolved as the domain expert identifies things that do not work

as intended. We may then verify properties of the model required by the domain,

e.g., that a network protocol cannot cause dead-locks, knowing that errors in the

model probably reflect errors in the specification. One problem with tools facili-

tating the methodology in Fig. 1 is that they are built in an ad-hoc manner, as an

afterthought, when the gap between domain experts and formal method experts be-

comes evident to researchers working with a specific formalism. Therefore the tools

either mainly allows simple inspection of the state of the model during execution

or require that the modeler spends a lot of time constructing a visualisation and

integrating it with the model.

2
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In this paper we propose a new, theoretically well-founded way to view visual-

isations, a declarative way for tying visualisations to a formal model, and a way

to visualise error reports from formal verification so the domain expert is able to

understand them. The idea is to view visualisations as transition systems, where

the state of the system is what is visible to observers and labels on transitions are

changes to what is visible. We tie visualisations to models by defining a synchroni-

sation constraint [2], and require that the visualisation is able to simulate [16] the

model, to make the behaviour of the synchronised product unconstrained by the

visualisation and dictated by the model. This formulation only allows the domain

expert to observe the behaviour of the formal model. In order to also allow the do-

main expert to provide input to the formal model, we regard it as describing a game

between the modelled system and its surroundings; the domain expert then controls

the environment and a computer tool controls the modelled system. The definition

is formal and general, so it is possible to implement the method in computer tools

supporting any formalism using transition systems as semantical foundation.

The paper is structured as follows: Sect. 2 describes related work, and in Sect. 3

some theoretical background material needed to understand the rest of the paper

is provided. Sect. 4 introduces and exemplifies the idea of regarding visualisations

as transition systems synchronised with formal models, and in Sect. 5 two example

uses of visualisations are described, namely a way to show winning strategies of

games and an industrial application of the method in Fig. 1. In Sect. 6, we sum up

our conclusions.

2 Related work

Several tools supporting the methodology in Fig. 1 exist. In this section we will

describe some of them and discuss strengths and weaknesses of each.

ExSpect [21], a tool for modeling based on coloured Petri nets [8], allows the

user to view the state of models by associating widgets with the state of the model,

and allows users to asynchronously interact with the model using simple widgets.

The disadvantage of this approach is, firstly, that it is specific to coloured Petri nets

(as it relies on the special kind of state in a coloured Petri net) and, secondly, that

input from the user is made by switching from one state of the system to another

without formally executing a transition in the model.

Mimic/CPN [19] is a library which facilitates visualisation of coloured Petri

net models. Mimic/CPN provides an API which can be used to define and update

visualisations. By annotating a model, these functions are called during execution of

the model. The disadvantage of this approach is that it is very inconvenient to have

to change the model in order to add a visualisation and the changes unnecessarily

clutter the model. Furthermore, this library mainly focus on the state changes

of the system, and everything shown to the user must be formulated as explicit

updates, so it is not possible to easily monitor the value of, e.g., a counter like in

ExSpect. Finally, Mimic/CPN is unable to handle asynchronous input, which must

be simulated by polling.

LTSA [14], a tool for modeling using timed transition systems, allows users to

animate models using a library called SceneBeans [20, 15]. Animations are tied
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to models by associating animation activities with clocks. Resetting a clock cor-

responds to starting an animation sequence. The termination of an animation

sequence, or a user with a mouse, sends events which correspond to progress of

timers. The method is nice and declarative, but requires that we have clocks at our

disposal, limiting the method to timed formalisms.

PNVis [10] is an add-on for the Petri Net Kernel [22], a modular tool for editing

Petri nets [18]. PNVis associates 3D objects and locations in a 3D world with certain

aspects of the state of the model and is hence suitable for modeling physical systems,

but not aimed at systems that do not immediately have a physical counter-part.

The Play-Engine [7] allows a prototype of a program to be implemented by in-

putting scenarios (play-in) via an application-specific GUI. The resulting program

can then be executed (play-out). Compared to the approach of the other described

tools, this makes the model implicit as it is created indirectly via the input scenarios.

Furthermore, the Play-Engine relies on heavy-weight techniques to perform visuali-

sation as the model is given implicitly. In order to decide how to execute the model,

a complete model-checking step is performed in each step, which is computationally

expensive.

3 Theoretical background

Most of the work described in this paper has been developed in the context of

coloured Petri nets (CP-nets or CPNs) [8] and game coloured Petri nets (game

CPNs or game CP-nets) [24], but applies to many other formalisms. In order to

reflect that, we formulate our method using transition systems, which constitute

the semantical foundation for several important modelling languages, e.g. CP-nets

and the π-calculus [16]. In this section we recall definitions of transition systems,

synchronised products, simulations, game transition systems (games), as well as

winning strategies for games.

Definition 3.1 A transition system (TS) is a tuple (S, T, δ, sI), where S is a (finite

or infinite) set of states, T is a (finite or infinite) set of transitions, δ ⊆ S × T × S

is the transition relation, and sI ∈ S is the initial state.

Four examples of transition systems can be seen in Fig. 2. Here we have rep-

resented each state by a circle and transitions as arcs leading from one circle to

another. If there is an arc, labelled by a, leading from a circle labelled s1 to a

circle labelled s2, it represents a transition (s1, a, s2) ∈ δ. The initial state is

marked by an incoming arc with no source. We will later explain why some arcs

are dashed and some states are drawn using a double line. As an example, TS

(a) can be represented as T S = (S, T, δ, sI ) where S = {s1, s2, s3, s4}, T = {a, b},

δ = {(s1, a, s2), (s2, b, s3), (s2, a, s4)}, and sI = s1.

Let T S = (S, T, δ, sI ) be a transition system, s, s′ ∈ S two states, and t ∈ T

a transition. If (s, t, s′) ∈ δ, then t is said to be enabled in s and the occurrence

(execution) of t in s leads to the state s′. This is also written s
t
→ s′. A finite

occurrence sequence, σ, is an alternating sequence of states, si, and transitions, ti,

written σ = s1
t1→ s2

t2→ · · · sn−1
tn−1
→ sn where (si, ti, si+1) ∈ δ for i = 1, . . . , n − 1,

and s1 = sI . An infinite occurrence sequence, σ′, is an alternating sequence of
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Fig. 2. Four transition systems. (c) is a synchronisation of (a) and (b), (d) is equal to (c) except that its
states and transitions have been renamed.

states, si, and transitions, ti, written σ′ = sI = s1
t1→ s2

t2→ · · · sn−1
tn−1
→ sn

tn→ · · ·

where (si, ti, si+1) ∈ δ for i ≥ 1, and s1 = sI . We denote by Σω the set of all (finite

and infinite) occurrence sequences.

We often wish to synchronise two or more transition systems, and a way to that

is by forming a synchronised product [2] by using a relation on transitions to define

which must occur simultaneously, as formalised in Def. 3.2.

Definition 3.2 Let T Si = (Si, Ti, δi, s
I
i
) for i = 1, . . . , n be transition systems. A

synchronisation constraint is a relation S ⊆ T1 × T2 × · · · × Tn. The synchronised

product of T Si w.r.t. S is T S = (S, T, δ, sI ) with S = S1×S2×· · ·×Sn, T = S, δ =

{((s1, . . . , sn), (t1, . . . , tn), (s1
′, . . . , sn

′)) | (t1, . . . , tn) ∈ T , (si, ti, si
′) ∈ δi for i =

1, . . . , n}, and sI = (sI
1, s

I
2, . . . , s

I
n).

If we synchronise the TS (a) and TS (b) in Fig. 2 using the synchronisa-

tion constraint S = {(a, a), (b, b)}, we obtain TS (c) (we have omitted states

that are not reachable from the initial state). We notice that it is not possible

for one of the TS to take a step autonomously using the above definition. We

can simulate this by adding a distinguished transition ∆ which leads from each

state to itself. In the case of the TS in Fig. 2(a), we would add ∆ to T and

{(s1,∆, s1), (s2,∆, s2), (s3,∆, s3), (s4,∆, s4)} to δ.

We often need to state that two transition systems behave in a similar way. We

do this by defining a simulation, which states that one TS is able to exhibit the

same behaviour as another (but not necessarily the other way around). We do this

by a (strong) simulation [16]:

Definition 3.3 Let T Si = (Si, T, δi, s
I
i
) for i = 1, 2 be transition systems sharing

transitions. A relation � ⊆ S1 × S2 is a simulation iff whenever two states are in

the relation, s1 � s2, then for all transitions α ∈ T , such that s1
α
→ s1

′, there exists

a s2
′ ∈ S2 such that s1

′ � s2
′ and s2

α
→ s2

′. We say that T S2 simulates T S1 if

there exists a simulation � ⊆ S1 × S2 such that sI
1 � sI

2.

In Fig. 2 both (a) and (b) can simulate (d) using the simulations �a= {(s1, s1),

(s2, s2), (s3, s3)} respectively �b= {(s1, s1), (s2, s2), (s4, s3)}.

If we look at a game like tic-tac-toe, we see that it has two players, cross and

naught. From the point of view of cross, it is only possible to add crosses to the
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board, naughts are added “automatically” according to the rules of the game. We

want to reflect this in a transition system, so we split the transitions into two dis-

joints sets: the transitions controllable by the system we are modelling, and the

transitions executed by the environment. We make the assumptions about the

surroundings explicit in the model, yet provide a clear distinction between assump-

tions about the surroundings and the specification of the system. In the tic-tac-toe

example, the action of adding a cross to the board is controllable by the modelled

system and the action of adding a naught is not. Applying this to formal modelling,

transitions of the modelled system are controllable, e.g., the actions of a network

protocol, such as transmitting a packet or incrementing a counter, are controllable,

whereas actions of the surroundings (e.g., a network), such as transmitting or al-

tering a packet, are uncontrollable. Transitions of the environment formalise the

assumptions about the surroundings (e.g. whether the network is allowed to alter

packets). In normal games, like tic-tac-toe, we often also have some goal, e.g., end-

ing up with three crosses in one row. This is also the case when modelling systems

as games; in the case of a network protocol, a goal may be to successfully receive all

packets in the correct order. A game is a TS where transitions are separated into

disjoint sets: controllable and uncontrollable. Additionally we add a set of winning

(goal) states. This is summarised in Def. 3.4.

Definition 3.4 A game (or game transition system) is a tuple (S, T u, T c, δ, sI ,W ),

such that T u is a set of uncontrollable transitions and T c is a set of controllable

transitions such that T u ∩ T c = ∅, W ⊆ S is a set of winning states, and (S, T u ∪

T c, δ, sI) is a transition system.

We can turn any TS in Fig. 2 into a game by splitting the transitions into

controllable and uncontrollable transitions and deciding which states are winning.

For example, if we take T c = {a}, T u = {b}, and W = {s4} we obtain a game for

TS (a). In the figure we have shown uncontrollable transitions using dashed arcs.

States in W are drawn using double lines.

A strategy is a function assigning to each state a controllable transition (if no

controllable transitions are enabled in a given state, we can just map the state to any

of the controllable transitions or add a distinguished transition ∆ to T c signifying

“do nothing”). A winning strategy is a strategy, that ensures we always end up in a

winning state, irregardless of what uncontrollable moves are chosen, i.e., a winning

strategy is a “program” ensuring we and up in a good state. Formally:

Definition 3.5 Let (S, T u, T c, δ, sI ,W ) be a game and S : S → T c a strategy. An

occurrence sequence σ = s1
t1→ · · ·

tn−1
→ sn(· · · ) ∈ Σω, ti ∈ T u ∪ T c is consistent with

the strategy iff ti ∈ T c =⇒ ti = S (si) for all i = 1, . . . , n(, . . . ). An occurrence

sequence, σ, is maximal iff it is a) infinite, or b) finite, σ = s1
t1→ · · ·

tn−1
→ sn,

and if sn

t
→ s for any s ∈ S then t ∈ T u. A strategy is a winning strategy iff all

maximal occurrence sequences, σ = s1
t1→ · · ·

tn−1
→ sn(· · · ) ∈ Σω with s1 = sI that

are consistent with the strategy satisfy ∃k ≥ 1 such that sk ∈ W .

If we take T c = {a}, T u = {b}, and W = {s4} in Fig. 2(a), it is not possible

to obtain a winning strategy (the only strategy is the mapping from all states to
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the transition a. The occurrence sequence s1
a
→ s2

b
→ s3 is consistent with that

strategy, but does not lead to s4) whereas we can obtain a winning strategy in (b)

using T c = {a, c}, T u = {b}, and W = {s4} (the strategy mapping states s1, s3,

and s4 to the transition a and s2 to c is winning).

In [4], an algorithm from [13] is instantiated to obtain an efficient (and optimal)

algorithm to decide whether a given finite game (i.e. a game where |S| + |T u| +

|T c| < ∞) has a winning strategy and to extract that strategy. The intuition of

the algorithm is to calculate a minimal fix-point of all good states, where all states

in W are good and all states where we can take a controllable step to a good state

and all uncontrollable steps leading to a good state are good.

In Fig. 2(a), the only state which can be marked as good is s4 (s3 is not good

as it has no successors, s2 not good as the b transition leads to s3, which is not

good, and in s1 a leads to s2, which is not good). In (b), initially s4 is good. We

can then mark s3 as good (as we can take an a transition to s4, which is good).

After that, we can mark s2 as good (c, which is controllable, leads to s3 and b, all

uncontrollable transitions enabled in s2, lead to s4). Finally we can mark s1 as

good as both a and b lead to good states.

Using this algorithm, we can obtain a winning strategy for any game (if one

exists). Often we are not satisfied knowing whether a winning strategy exists. If

one does, we are interested in obtaining the winning strategy, as we can use as a

guide to execute our model so we reach a winning state. We often require a counter

example if no winning strategy exists so we can understand why. Until now, when

concluding that a given game does not have a winning strategy, the best counter

example we could provide was a list of all good states. This can be useful for small

examples, but for systems with millions or more states this is not very useful. The

purpose of the counter example is to convince a user that it is not possible to have

a winning strategy. If a user needs conviction, it is probably because he thinks he

knows a winning strategy. In this paper we will propose a new way of providing

counter examples to the existence of winning strategies. We let the user assume the

role of the modelled system and let him try out his winning strategy against the

computer, which knows how to counter all moves of the user. The user will try his

winning strategy on a visualisation of the model. We will go into more detail about

this in Sect. 5.

4 Visualisations as game transition systems

The idea of this work is to view visualisations as game transition systems, synchro-

nised with formal models. The rationale behind the idea of considering visualisations

as transition systems is that we can consider what is visible in the visualisation as

a state and changes to what can be seen can be considered as transitions. As an

example, consider Fig. 3. The semi-circles represent states of the visualisation and

the rectangles are the labelled transitions leading from one state to another. In the

left semi-circle we see one state, a person is standing at the left of a line. If we

take the transition in the leftmost rectangle, the person runs to the right and we

reach the state in the semi-circle in the middle of the figure, where the person is

standing at the middle of the line. Now one of two things can happen: either the

7
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Fig. 3. Visualisations as transitions systems.

person keeps running (the transition to the upper right state), or the person gets

tired and sits down (the transition to the lower right state). This visualisation is

a renaming of the TS in Fig. 2(a), where “runs” corresponds to transition a, “gets

tired and rests” corresponds to transition b, and s1 . . . s4 corresponds to the various

positions of the person. The states are graphical images and the transitions are

transformations of one graphical image to another, e.g., an animation.

If we allow all synchronisations between a visualisation and a model, the be-

haviour of the synchronisation is not defined by the model, but by the model and

the visualisation in unison, so if we, e.g., create a visualisation consisting of only

one state and no transitions, the synchronisation is also without behaviour, which

is not what we want to obtain. We want the behaviour of the synchronised sys-

tem to be dictated by the model, and will only use the visualisation to show what

happens in the model. In order to do this, we require that the visualisation is

able to simulate the model. In that way, the behaviour of the synchronisation is

dictated entirely by the model. A slight technicality is that the definition of a sim-

ulation (Def. 3.3) requires that the two systems share transitions. We remove this

requirement and only require that, given a synchronisation constraint S ⊆ T1 × T2,

whenever s1 � s2, then for all α ∈ T1 if s1
α
→ s1

′ there exists a s2
′ ∈ S2 and a

β ∈ T2 such that s1
′ � s2

′, (α, β) ∈ S, and s2
β
→ s2

′. This allows us to say that

(c) in Fig. 2 can be simulated by (a), (b), and (d), as we no longer care about

the exact names of the transitions. For example, (c) can be simulated by (a) us-

ing the synchronisation constraint S = {((a, a), a), ((b, b), b)} and the simulation

�b= {((s1, s1), s1), ((s2, s2), s2), ((s3, s4), s3)}.

If we synchronise a model with a visualisation and require that the visualisation

is able to simulate the model, the execution is defined by the model alone, which is

fine if we only want to see the execution of the model. If we also want to manipulate

the execution, we need to loosen the requirement that the visualisation must be

able to simulate the model. Rather than allowing arbitrary synchronisations, which

would make it difficult to distinguish between actions taken by the model itself and

actions initiated by the user, we rely on games. The idea is that the visualisation

plays one side of a game and the model plays the other side; controllable transitions

of the visualisation corresponds to uncontrollable transitions of the model and vice

versa. We require that the uncontrollable transitions of one side can simulate the

controllable transitions of the other side. This is formulated in Def. 4.1.

Definition 4.1 Given a model as a game T SM = (SM , T u
M

, T c
M

, δM , sI
M

,WM ),

8
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a visualisation T SV = (SV , T u
V

, T c
V

, δV , sI
V

,WV ), and a synchronisation constraint

S ⊆ (T u
M

× T c
V

) ∪ (T c
M

× T u
V

), we say that T SV can be used as a visualisation of

T SM with S iff there exists a relation ∼⊆ SM × SV such that whenever sM ∼ sV

• for all α ∈ T c
M

if sM

α
→ sM

′ there exist sV
′ ∈ SV , β ∈ T u

V
such that sM

′ ∼ sV
′,

(α, β) ∈ S, and sV

β
→ sV

′, and

• for all β ∈ T c
V

if sV

β
→ sV

′ there exist sM
′ ∈ SM , α ∈ T u

M
such that sM

′ ∼ sV
′,

(α, β) ∈ S, and sM

β
→ sM

′.

Furthermore we require that sI
M

∼ sI
V

.

The definition captures the intuition that whenever the model makes a move (a

controllable transition in the model), the visualisation must be able to show that,

and whenever the user provides some stimulation (a controllable transition in the

visualisation), the model must be able to handle that and execute a corresponding

uncontrollable transition.

One way to generate simple visualisations, is to use other formalisms as visual-

isation of our model. If we have created a model as a TS and need to communi-

cate the model to an engineer who does not understand it, but who uses message

sequence charts (MSC) on a daily basis (MSC can be seen as simplified UML se-

quence diagrams [17]), we can simply create an MSC and use it as visualisation of

our model. In the following we present two visualisations that have proven them-

selves widely applicable and useful [12,9] for describing complex systems to domain

experts, namely message sequence charts and cartoon-like visualisations created us-

ing a Java library called SceneBeans [20]. The MSC visualisation is an instance of

the idea of using another formalism as visualisation of the model. The SceneBeans

library is used by the LTSA tool as described in Sect. 2, but we use it in a way

that makes it usable for a much wider range of formal models, as we do not require

that the model is described as timed transition systems. The MSC visualisation

exemplifies how to construct a visualisation that allows us to only see the behaviour

of a model (not to manipulate it), whereas the SceneBeans visualisation allows us

to see and manipulate the behaviour of the system.

Example 1: Message sequence charts

Message sequence charts can be used either formally or informally to describe

the behaviour of systems. A MSC consists of a set of processes, shown as vertical

lines, which are able to exchange messages, represented as horizontal arrows from

the source of the message to the destination, or which can execute internal events,

represented as a dot on the process.

In its simplest form, this visualisation has a process for each transition and shows

an internal event on the corresponding process whenever a transition is executed

in the model. More formally, given a model T SM = (S, ∅, T, δ, sI ,W ), we define

a visualisation T SV = (SV , TV , ∅, δV , sI
V

, ∅), where TV = T . The set of states,

SV consists of all possible message sequence charts with T as processes. This is

of course not manageable in reality (T may be infinite), so in practise we create

processes as transitions are executed. The initial state is a MSC with processes T

and no events, and transitions are enabled in s ∈ SV , s
t
→ s′, if s′ ∈ SV is equal

9
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(a) (b) (c)

Fig. 4. Simple MSC visualisations of the example from Fig. 2(a).

to s with an internal event added to the process t. The synchronisation used is

equality. Using this visualisation directly on the model in Fig. 2(a), we can obtain

the two leftmost visualisations in Fig. 4, the leftmost MSC, (a), corresponds to

the occurrence sequence s1
a
→ s2

a
→ s4 and the middle MSC, (b), corresponds to

s1
a
→ s2

b
→ s3. The MSCs are updated as the model is executed. The MSCs shown

here are snapshots when no more transitions are enabled. To make the visualisation

more useful, we parametrise it with a function mapping transitions to process names

and event labels so we can rename events and show “similar” events on a single

process. Say the TS in Fig. 2(a) models a runner on a track (like the system in

Fig. 3). The runner starts at the beginning of the track and runs towards the end.

Optionally, the runner refuses to run any further halfway through the track, but

sits down and rests. If we map the transition a to the process “Runner” and the

event label “run” and b to “Runner” and “rest”, we would obtain a visualisation

as shown in Fig. 4(c) for the occurrence sequence s1
a
→ s2

b
→ s3. This visualisation

makes it easier to see what was intended by the model than Figs. 4(a) and (b).

Synchronising visualisations with formal models using this technique is very

useful and allows us to observe what happens in the model, but it does not allow

us to interact with the model, e.g., to drive the model into interesting states. The

next example makes full use of the separation into controllable and uncontrollable

transitions, and allows the user to interact with the model using the visualisation.

Example 2: Visualisation using SceneBeans

The SceneBeans [20] library uses an XML specification for describing visuali-

sations and allows programs using it to interact with the visualisation by invoking

commands in the visualisation and receiving events from the visualisation. By in-

voking a command on a SceneBeans visualisation, it is possible to change what is

displayed on the screen, e.g. to move a graphical representation of a person, as in

Fig. 3, and thereby provide feedback to the user. When a user, e.g., clicks on an

object in a visualisation, the visualisation can raise an event, which can be handled

by the application. We equate uncontrollable transitions of a SceneBeans visualisa-

tion with the provided commands, and controllable transitions with the events that

can be raised by user interaction.

Using the SceneBeans library, it is possible to create a visualisation like the one

sketched in Fig. 3. We want to control the runner, so we switch the transitions

in Fig. 2(a), so the dashed arcs represent controllable transitions and solid arcs

represent uncontrollable transitions. The start of the track corresponds to the left

of the line and the end of the track is at the right. When we want the runner to

progress along the track, we can click the figure representing the runner to raise a
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1 public interface GameListener {

2 List<Transition> controllable(List<Transition> ts);

3 void controllable(Transition t);

4 void uncontrollable(Transition t);

5 void gameOver();

6 }

Fig. 5. The GameListener interface.

“run”-event (corresponding to a controllable a transition in the TS in Fig. 2(a)).

If we do nothing when the runner is halfway through the track (the middle state

in Fig. 3), it is possible that the uncontrollable b transition is executed, leading to

executing of the command “rest”, which makes the runner sit down and rest.

This kind of visualisation is formalism-independent, but the visualisation is

heavily dependent on the model, as we need to support the required commands

and events. Furthermore the user is required to specify how events and commands

should be synchronised with the transitions of the model.

4.1 Tool support

Support for synchronising visualisations with formal models by regarding the vi-

sualisations as games has been added to the BRITNeY Suite [23, 25], a tool for

visualising formal models, typically created using coloured Petri nets.

The tool has been extended with an interface, written in Java, which gives devel-

opers the ability to write their own programs interfacing with formal models. The

interface, which can be seen in Fig. 5, informs a visualisation, i.e. a class implement-

ing the interface, of all enabled controllable transitions (line 2). The visualisation

returns which controllable moves it would like to perform. The visualisation is

informed whenever the computer makes a move (line 4) and when a user-specified

move is executed (line 3). The names controllable/uncontrollable are from the point

of view of the visualisation. The tool is able to switch controllable/uncontrollable

transitions so the visualisation can control the controllable transitions of the model

if we wish to experiment with the behaviour of the model, or control the uncon-

trollable transitions of the model, allowing us to see how the model reacts to the

surroundings. Finally, the visualisation is informed when there are no more enabled

transitions (the game is over, line 5). This can be used if the user should be alerted

or cleanup is needed when the game is over. Classes implementing this interface act

as both visualisation and synchronisation constraint. As uncontrollable is not

allowed to raise exceptions, visualisations implementing this interface are able to

execute a transition synchronised with any transition offered by the model, so the

visualisation’s uncontrollable transitions are able to simulate the model’s control-

lable transitions. Additionally, if controllable (in line 2) returns a subset of the

transitions provided as parameter, the model is able to simulate the controllable

transitions of the visualisation. Thus, according to Def. 4.1, a class implementing

the interface in Fig. 5 can be used as visualisation of any model.

Both of the visualisations presented in this section have been implemented using

this interface, so despite the simplicity of the interface, it is versatile. In addition

to the examples in this paper, the interface has also been used to implement a
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visualisation which automatically generates form-filling dialogues for CPN models

(this visualisation is described in [24]) as well as for ongoing work on implementing

a work-flow system on top of game CP-nets.

Fairness

If the purpose of a visualisation is to get acquainted with the model or the

modelled system, it is often reasonable to assume that a computer tool chooses

controllable transitions at random. This can often be done very quickly, however,

and this can make it difficult for the user to interact with the model. To overcome

this, we may need to impose fairness during execution of the model.

A simple way to impose fairness is to make the game turn-based: the model

makes one uncontrollable transition, followed by a user-selected controllable tran-

sition and so on until no transitions are enabled. If either of the players have no

possible moves (i.e. no controllable resp. uncontrollable transitions are enabled) the

turn is passed on to the other player. This approach is simple, easy to understand,

and easy to implement. The disadvantage is that, depending on modelling detail,

one player may gain an unfair advantage, and minor changes may make it difficult

for one player to keep up with the moves of the other. This can be seen in the

runner example in Fig. 2(a) (with T c = {b} and T u = {a}), where we always end

up in state s3 if we use this technique, as we need to first choose an a transition.

The turn is then passed on to the computer, which chooses a b transition.

Another way to impose fairness is to give controllable transitions (from the visu-

alisation’s point of view) priority over uncontrollable transitions. This particularly

useful for SceneBeans visualisations, where transitions of the model are expected to

be executed while the user is observing, but we want interaction to happen imme-

diately when the user requests it. The visualisation of the runner will do nothing

until a controllable transition has been chosen in the runner example in Fig. 2(a)

and Fig. 3. When the runner is in the state s2, at the middle of the track, a user

can force the runner along the track by clicking on the graphical representation

of the runner. If the user does nothing for a while, the computer will choose the

uncontrollable transition b, and the runner will rest.

A third way to impose fairness is to make execution of transitions take time.

A simple way to do this is to let the execution of every transition take, say, 0.1

second. The advantages and disadvantages of this approach is the same as those for

turn-based execution. A slightly more involved way to use time to impose fairness

is to use a timed formalism such as timed automata [1]. In this case, transitions

may only be enabled for a certain amount of model-time or only a certain amount

of model-time after another transition. The idea is to let model-time correspond to

real time. The advantage of this approach is that it is very general, and allows us

to get a natural feeling of the behaviour of a timed model, but the disadvantage is

that timed models may be more difficult to understand and this approach requires

a timed formalism.
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5 Use of visualisations

In this section we give two examples of use of visualisations. The first example

in an industrial case study, where visualisation is used to improve a specification,

using the methodology in Fig. 1, and the second example is to an application to

verification of games, where we use visualisations to convince domain experts that

no winning strategy exists (when it is believed that it should) as well as providing

a means to find out if the error is in the specification or the formal model.

Industrial Case: Routing in Mobile Ad-hoc Networks

First, we look at an industrial application of visualisation, which uses an earlier

version of the BRITNeY Suite without support for visualisations as games. The

project is a collaboration between Ericsson Denmark A/S, Telebit and the CPN

group at the University of Aarhus. In this project the goal was not to arrive at

an implementation but rather to evaluate different techniques to facilitating com-

munication between stationary hosts and mobile nodes which may move during

communication. This means that the visualisation and formal model was actually

the product rather than a means to construct correct software. The use of a do-

main specific graphical user interface (the visualisation) has the advantage that the

design can be experimented with and explored without having knowledge of the

formal modelling language. There is still a gap from the formal model to the actual

implementation of the protocol, but the formal modelling has yielded an executable

prototype that can be used to explore the solution and serve as a basis for the later

implementation and/or formal verification of the protocol. For more details about

the project, see [12].

In Fig. 6, we see two visualisations created to visualise an interoperability pro-

tocol for mobile ad-hoc networks. The protocol ensures that mobile ad-hoc nodes

(laptops) can communicate with a stationary host when on the move via the nearest

gateway. Each gateway owns a specific sub-net of IP addresses. Based on the IP

address of an ad-hoc node, it is possible to decide which gateway to use. The basic

operation of the model is illustrated by the MSC in Fig. 6 (top). The protocol is

modelled using coloured Petri nets in a model that contains modules, 54 places and

40 transitions. Altogether the model also contains 1000 lines of inscriptions, 200

of which are used to drive the visualisation. The exact details of the protocol are

out of scope of this paper. The visualisation in Fig. 6 (bottom) makes it possible

for the user to observe the behavior of the system as packets, visualised by colored

dots, flow along the network and to provide stimuli to the protocol by dragging

and dropping the laptops to indicate the node movement. These visualisations have

been used in the project, both internally during protocol design, and externally,

when presenting the protocol to management and protocol engineers unfamiliar

with formal modeling.

The project uses the visualisations described in Sect. 4, namely a message se-

quence chart and a SceneBeans visualisation. The visualisations have been syn-

chronised with the model using annotations of the model. One of the problems we

encountered during the project, was this need to add annotations to the model. For

example, in Fig. 7, we see the annotation “input. . . ”, used to show packets flow.
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Fig. 6. Visualisations used in an industrial project.

This is by far the largest annotation of the model, and clutters it unnecessarily.

Furthermore annotations have to be added for each visualisation, making it difficult

to turn off one or more visualisations, in order to focus on e.g. the MSCs. Using the

approach described in this paper, we create our visualisations and for each specify

how it should be synchronised with the model (in fact we would not need to specify

synchronisation constraints as the implementation uses conventions, such as nam-

ing, to generate these automatically), and we can then turn off each visualisation

independently and the model would be left uncluttered. Another major problem

encountered in the project was that we wanted the model to perform actions when

idle, e.g. send gateway advertisements, and react immediately when we moved a

node or wanted to send packets. We only partially solved this by polling the vi-

sualisation for changes, which made the visualisation almost work, but was never

satisfactory. Creating the visualisations as games, as proposed in this paper, mak-

ing slight changes to the model in order to make it a game (make e.g. the movement

of the ad-hoc nodes uncontrollable in the model), and using one of the fairness

constraints discussed in Sect. 4.1, it is possible to make interaction with the model

much more natural as the visualisation will we able to force actions in the formal

model as desired.

Visualising winning strategies

Hitherto, we have used visualisations primarily for validation that the formal

model reflects the intended behaviour by letting a domain expert stimulate and

observe the model using visualisations. Now, we will turn to using visualisation

for communicating the result of formal verification, i.e., convincing users that no

winning strategy exists, which is decided using an algorithm from [4] as outlined in

Sect. 3. The purpose of a counter example is to convince users that it is impossible
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RoutingInformation

CmdxPacket

RoutingInformation

Route

Core
Network

I/OI/O

(RECEIVE nhipadr,
{src = srcipadr,dest=destipadr,cont=content})

(ROUTING,
  {src = srcipadr,
    dest = destipadr,
    cont = content})

input (srcipadr, nhipadr, content);
output ();
action
if String.substring (srcipadr, 13, 1) = "1"
then show_flow(srcipadr, nhipadr, content)
else show_flow((String.substring (srcipadr, 0, 16)) ^ "1", 
nhipadr, content)

[("3ffe:100:3:405::","3ffe:100:3:401::3"),
 ("3ffe:100:3:406::","3ffe:100:3:401::4")]

[nhipadr =
 FindNextHop
      routinginfo destipadr]

routinginfo

Fig. 7. Part of the routing mechanism.

to have a winning strategy, so we let the domain expert assume the role of the

modelled system and let him try out ideas for winning strategies. At the same time

we let a computer tool take charge of the uncontrollable actions according to the

counter example that has been calculated. The user is urged to reach a winning state

while the tool executes uncontrollable transitions to prevent that (by ensuring that

the user is not allowed the ability to execute a transition leading to a good state).

We can do this using the formal model, but often the formal methods expert does

not have enough domain knowledge to have understand why the system should have

winning strategy, so the domain expert, who has little knowledge of the modelling

language, has to find out whether the error is in the model or in the specification.

Instead we let the domain expert control the controllable transitions of the model

using a visualisation (the computer tool is able to let the visualisation assume control

of either the controllable or uncontrollable transitions, as described in Sect. 4.1).

We let the user stimulate the model in any way seen fit (according to the supposed

winning strategy), and eventually the model will perform an unforeseen move (error

in the specification) or the model will perform a disallowed move (error in the

model).

In the example in Fig. 2(a), we may think we have a winning strategy: always

pick transition a. This leads to the winning state s4, right? The computer tool

knows that the only good state is s4, and will stay clear of it. If we let the user use

the visualisation in Fig. 3, he would first click the runner to progress to s2. The

tool then executes the b transition as it knows that s4 is good, but s3 is not. The

game is over and the user is hopefully convinced that it is impossible to ensure we

end up in a winning state.

6 Conclusion and future work

In this paper we have given a theoretical foundation for viewing visualisations as

game transition systems synchronised with formal models, providing a uniform and

general framework for coupling formal models and behavioural visualisation. We

have used game-theory to separate output from and input to the model and given

two concrete examples of visualisations. We have demonstrated how an industrial

case can benefit from using the method described in this paper. Furthermore, we

have sketched how this can be used to create counter-examples to the existence of a
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winning strategy in games, so domain experts with no knowledge of the formalism

used can understand them.

Future work includes using this technique in industrial settings. The visualisa-

tions described in this paper is already distributed as part of the BRITNeY Suite,

and ongoing work on creating a detailed model of TCP/IP uses the MSC visualisa-

tion to communicate the model to protocol experts.
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